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 Preface
 Purpose
 SQL Reference: Data Manipulation Statements describes how to use SQL to manipulate data.
 Use this book with the other volumes in the SQL Reference book set.
 Audience
 Application programmers and end users are the principal audience for this manual. System administrators, database administrators, security administrators, Teradata field engineers, and other technical personnel responsible for designing, maintaining, and using the Teradata Database might also find this manual to be useful.
 Supported Software Release
 This book supports Teradata® Database 12.0.
 Prerequisites
 If you are not familiar with the Teradata Database, you should read Introduction to Teradata Warehouse before reading this document.
 Additional information about developing applications using embedded SQL is found in Teradata Preprocessor2 for Embedded SQL Programmer Guide.
 DML functions and operators are documented in SQL Reference: Functions and Operators.
 You should be familiar with basic relational database management technology. This book is not an SQL primer.
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 Changes to This Book
 This book includes the following changes to support the current release:
 Date Description
 September 2007 • Added support for dynamic result sets from table UDFs to SELECT.
 • Updated ABORT and ROLLBACK for effects of parallelism on multiple ABORT or ROLLBACK requests.
 • Did the following for CALL:
 • Updated default INOUT data typing.
 • Added rules for dynamic result sets and embedded SQL.
 • Added information about calling Java external stored procedures.
 • Added information about synchronous and asynchronous abort logic for calling stored procedures.
 • Updated DELETE for rules regarding deleting rows from PPI tables.
 • Updated INSERT/INSERT … SELECT for the following:
 • Error logging.
 • Rules for inserting into PPI tables.
 • Updated MERGE for the following:
 • Multirow source table extensions and other fundamental differences between the V2R5.0 and Teradata Database 12.0 implementations.
 • Locking and concurrency issues regarding the differences between the V2R5.0 and Teradata Database 12.0 implementations.
 • Error logging.
 • Using MERGE as a substitute for MultiLoad.
 • Using MERGE as a substitute for UPDATE.
 • Using MERGE as a substitute for INSERT … SELECT and conditional INSERT … SELECT requests.
 • Using MERGE to do join updates.
 • Updated rules for MERGE with PPI tables.
 • Added MERGE issues with tables having batch referential integrity constraints.
 • Added rules for updating MLPPI tables to UPDATE.
 • Added rules for updating MLPPI tables to UPDATE (Upsert Form).
 • Performed DR fixes and enhancement requests.
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 September 2006 • Moved material about interpreting EXPLAIN reports to SQL Reference: Statement and Transaction Processing.
 • Added information about explicit requirement to issue one of the following statements to terminate a transaction when operating in ANSI session mode:
 • ABORT
 • COMMIT
 • ROLLBACK
 • Corrected authorization information for EXPLAIN request modifier.
 • Added information about using the DEFAULT function to SELECT, INSERT, MERGE, and UPDATE statements.
 • Added information about using the DEFAULT function to WHERE and ON search_condition clauses.
 November 2005 • Added UDT-related .ALL option to Chapter 1.
 • Updated the following items in Chapter 1 with respect to UDTs:
 • SELECT
 • SELECT AND CONSUME
 • WITH RECURSIVE clause
 • DISTINCT operator
 • WHERE clause
 • HAVING clause
 • QUALIFY clause
 • ORDER BY clause
 • WITH clause
 • Updated the following statements in Chapter 3 with respect to UDTs:
 • ABORT
 • DELETE
 • INSERT
 • MERGE
 • ROLLBACK
 • UPDATE
 • UPDATE (Upsert Form)
 • USING
 • Updated CALL statement in Chapter 3 for relaxed OUT parameter requirements for BTEQ, CLIv2, ODBC, and JDBC.
 Date Description
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 Additional Information
 Additional information that supports this product and the Teradata Database is available at the following Web sites.
 November 2004 • Updated CALL statement for external stored procedures and to lift the restriction of being unsupported in triggers or in multi-statement SQL requests.
 • Added SELECT AND CONSUME statement to support queue tables.
 • Updated DELETE, MERGE, and UPDATE to support queue tables.
 • Added TOP option and WITH RECURSIVE clause to SELECT.
 • Added TABLE to FROM clause to support table functions.
 • Updated USING row descriptor to support iterated requests.
 Date Description
 Type of Information Description Source
 Overview of the release
 Information too late for the manuals
 The Release Definition provides the following information:
 • Overview of all the products in the release
 • Information received too late to be included in the manuals
 • Operating systems and Teradata Database versions that are certified to work with each product
 • Version numbers of each product and the documentation for each product
 • Information about available training and support center
 http://www.info.teradata.com/
 Click General Search. In the Publication Product ID field, enter 1725 and click Search to bring up the following Release Definition:
 • Base System Release DefinitionB035-1725-067K
 Additional information related to this product
 Use the Teradata Information Products Publishing Library site to view or download the most recent versions of all manuals.
 Specific manuals that supply related or additional information to this manual are listed.
 http://www.info.teradata.com/
 Click General Search, and do one of the following:
 • In the Product Line field, select Software - Teradata Database for a list of all of the publications for this release,
 • In the Publication Product ID field, enter a book number.
 http://www.info.teradata.com
 http://www.info.teradata.com

Page 7
                        

PrefaceReferences to Microsoft Windows and Linux
 SQL Reference: Data Manipulation Statements 7
 References to Microsoft Windows and Linux
 This book refers to “Microsoft Windows” and “Linux.” For Teradata Database 12.0, these references mean the following:
 • “Windows” is Microsoft Windows Server 2003 32-bit and Microsoft Windows Server 2003 64-bit.
 • “Linux” is SUSE Linux Enterprise Server 9 and SUSE Linux Enterprise Server 10.
 Teradata plans to release Teradata Database support for SUSE Linux Enterprise Server 10 before the next major or minor release of the database. Therefore, information about this SUSE release is included in this document. The announcement regarding availability of SUSE Linux Enterprise Server 10 will be made after Teradata Database 12.0 GCA. Please check with your account representative regarding SUSE Linux Enterprise Server 10 availability in your location.
 CD-ROM images This site contains a link to a downloadable CD-ROM image of all customer documentation for this release. Customers are authorized to create CD-ROMs for their use from this image.
 http://www.info.teradata.com/
 Click General Search. In the Title or Keyword field, enter CD-ROM, and Click Search.
 Ordering information for manuals
 Use the Teradata Information Products Publishing Library site to order printed versions of manuals.
 http://www.info.teradata.com/
 Click How to Order under Print & CD Publications.
 General information about Teradata
 The Teradata home page provides links to numerous sources of information about Teradata. Links include:
 • Executive reports, case studies of customer experiences with Teradata, and thought leadership
 • Technical information, solutions, and expert advice
 • Press releases, mentions and media resources
 Teradata.com
 Type of Information Description Source
 http://www.info.teradata.com
 http://www.info.teradata.com
 http://www.teradata.com
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 CHAPTER 1 The SELECT Statement
 This chapter describes the form, usage, and examples of the SELECT statement and its various component clauses.
 Topics include the following items:
 • “SELECT” on page 14
 • “Simple SELECT Statement” on page 45
 • “SELECT AND CONSUME” on page 46
 • “SELECT … INTO” on page 50
 • “WITH RECURSIVE Clause” on page 51
 • “DISTINCT, ALL, and .ALL Options” on page 69
 • “TOP n Operator” on page 76
 • “FROM Clause” on page 80
 • “Derived Tables” on page 88
 • “WHERE Clause” on page 91
 • “Subqueries in Search Conditions” on page 99
 • “Correlated Subqueries” on page 103
 • “GROUP BY Clause” on page 113
 • “How Extended GROUP BY Operator Specifications Are Resolved” on page 119
 • “CUBE Option” on page 121
 • “GROUPING SETS Option” on page 125
 • “ROLLUP Option” on page 128
 • “HAVING Clause” on page 132
 • “QUALIFY Clause” on page 136
 • “SAMPLE Clause” on page 140
 • “SAMPLEID Expression” on page 149
 • “ORDER BY Clause” on page 151
 • “WITH Clause” on page 161
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 SELECT
 PurposeReturns specific row data in the form of a result table.
 Syntax
 SELECT
 ALL
 .ALL
 DISTINCT
 table_name.column_name
 TOP integer
 decimal PERCENT WITH TIES
 C
 D
 SEL
 FROM
 TABLE function_name
 derived_table_name
 ( ( ) )
 table_nameDcorrelation_name
 AS
 join_table_name joined_tableINNERLEFT
 RIGHTFULL
 OUTER
 F
 E
 E
 CROSS JOIN
 ( subquery ) derived_table_nameAS
 AS
 ( column_name )
 ,
 ,
 ON search_condition
 DerivedTables
 JoinedTables
 SingleTables
 JOIN
 WITHNon-recursive
 Recursive
 AS
 *
 Seed Statement UNION ALL(
 AS ( )query_name
 RECURSIVE query_name
 select_expression
 column_name( )
 A
 B
 B
 C
 A
 ,
 column_name( )
 ,
 Seed Statement
 Recursive Statement
 1101D294
 expression
 ,
 ( column_name )
 ,
 RETURNS table_name
 ( column_name data_type
 database_name.
 )
 ,
 table_name.*
 expressionexpression_alias_name
 ,
 AS
 *
 TableFunction
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 1101B295
 G
 K
 ;K
 WITH,
 expression_1
 DESC
 ASC
 ,expression_2BY
 SAMPLE
 WITH REPLACEMENT RANDOMIZED ALLOCATION
 count_description
 fraction_description
 count_description
 fraction_descriptionTHENconditionWHEN
 ,
 ,
 count_description
 fraction_descriptionELSE
 END,
 H
 H
 16
 16
 16
 I
 I
 J
 J
 WHERE search_conditionF
 HAVINGG
 conditional_expressionQUALIFY search_conditionGROUP BY
 ,
 ordinary_grouping_setempty_grouping_set
 rollup_list
 cube_listgrouping_sets_specification
 ORDER BY
 ,
 DESC
 ASC
 column_name_alias
 column_position
 column_name
 expression
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 SELECT
 FROM
 expression
 table_name.*
 expression_alias_name
 SEL DISTINCT
 ALL
 AS
 A,
 *
 A
 B
 B
 Seed Statement
 1101C293
 C
 D
 table_name
 correlation_name
 AS
 AS
 JOIN ONjoined_table search_conditionjoin_table_name
 (subquery) derived_table_name
 INNER
 LEFT
 RIGHT OUTER
 FULL
 CROSS JOIN
 WHERE
 SingleTables
 JoinedTables
 DerivedTables
 search_condition
 ordinary_group_setGROUP BYHAVING conditional_expression
 empty_grouping_set
 rollup_list
 cube_list
 grouping_sets_specification
 C
 column_name( )
 ,
 ,
 QUALIFY search_condition
 ORDER BY
 ,
 DESC
 ASC
 column_name_alias
 column_position
 column_name
 expression
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 where:
 SELECT
 FROM query_name
 query_name LEFT JOIN ONjoined_table search_condition
 OUTERjoin_table_name
 correlation_name
 expression
 table_name.*
 expression_alias_name
 SEL
 AS
 A,*
 ,
 A
 B
 B
 Recursive Statement
 1101B292
 AS
 1
 1
 1
 table_namecorrelation_name
 AS
 query_nameRIGHT JOINjoin_table_name
 OUTER joined_table
 query_name INNER JOIN joined_table
 join_table_name INNER JOIN query_name
 WHERE
 ImplicitJoin
 ExplicitJoin
 search_condition
 Syntax Element … Specifies …
 WITH [RECURSIVE] a recursive query that provides a way to search a table using iterative self-join and set operations.
 For details, see “WITH RECURSIVE Clause” on page 51.
 Non-RecursiveThe non-recursive WITH clause is similar to a derived table. Non-recursive WITH defines a named query from which the SELECT statement can select data.
 For details, see “WITH RECURSIVE Clause” on page 51.
 query_name the name of the non-recursive query.
 column_name the name of a column in the named query definition.
 Columns with a UDT type are valid with some exceptions. See “Rules for UDTs” on page 32 for the specific exceptions.
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 select_expression a non-recursive SELECT statement that retrieves the row data to store in the named query.
 You can specify an expression that returns a UDT in a column list only if its transform group has a fromsql routine. The system automatically converts the expression from its UDT value to the external type via the fromsql routine before returning it to a client application. See “Rules for UDTs” on page 32 for details.
 RecursiveThe WITH RECURSIVE clause defines a named query that can refer to itself in the query definition and in the SELECT statement that the WITH RECURSIVE clause precedes. The named query definition consists of at least one non-recursive, or seed, statement and at least one recursive statement.
 For details, see “WITH RECURSIVE Clause” on page 51.
 query_name the name of the recursive query.
 column_name the name of a column in the named query definition.
 UNION ALL the operator that adds results of iterative operations to the named query.
 Because UNION ALL permits duplicate rows, it is not a true relational operator.
 DISTINCT that only one row is to be returned from any set of duplicates that might result from a given expression list.
 Two rows are considered duplicates only if each value in one is equal to the corresponding value in the other.
 You cannot specify DISTINCT if any member of the select column list is a LOB column.
 ALL that all rows, including duplicates, are to be returned in the results of the expression list. This is the default value.
 table_name the name of a table for which all the attributes of all its structured UDT columns are to be returned.
 column_name the name of a structured UDT column for which all its attributes are to be returned.
 .ALL that all attributes for the specified UDT column or for all structured UDT columns in the specified table are to be returned in the results of the expression list.
 TOP n that the query return a specified number of rows or percentage of rows available.
 For details, see “TOP n Operator” on page 76.
 integer [PERCENT] an INTEGER literal indicating the number of rows to return.
 If the PERCENT option is specified, the system returns integer% of the total rows available, where 100 ≥ integer > 0.
 Syntax Element … Specifies …
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 decimal [PERCENT] a DECIMAL literal indicating the number of rows to return.
 If the PERCENT option is specified, the system return decimal% of the total rows available, where 100 ≥ decimal > 0.
 WITH TIES that the rows returned by the query include the specified number or percentage of rows in the ordered set produced by the ORDER BY clause, plus any additional rows where the value of the sort key is the same as the value of the sort key in the last row that satisfies the specified number or percentage of rows.
 The WITH TIES option is ignored if the SELECT statement does not also specify an ORDER BY clause.
 * that all columns of all tables referenced in the FROM clause be returned.
 When qualified by table_name, specifies that all columns of table_name only are to be returned.
 View columns are explicitly enumerated when views are defined; therefore, if a table is changed after a view is defined, those changes will not appear if you perform a SELECT * query.
 Note that SELECT * … is a column operation, projecting all the columns of a tablea, while SELECT COUNT(*)… is a row operation, restricting and then counting all the rows of a table, reporting the cardinality of the table in question. The semantics of the asterisk are orthogonal in the two cases.
 expression any valid SQL expression.
 You can specify an expression that returns a UDT in a column list only if its transform group has a fromsql routine. The system automatically converts the expression from its UDT value to the external type via the fromsql routine before returning it to a client application. See “Rules for UDTs” on page 32 for details.
 AS an optional introduction to derived_column_name.
 derived_column_name an alias for the column expression that is derived from expression. You must specify a derived_column_name for self-join operations.
 table_name the name of a table, queue table, derived table, or view.
 table_name.* in the SELECT list can define the table from which rows are to be returned when two or more tables are referenced in the FROM clause.
 FROM Clause
 FROM an introduction to the names of one or more tables, queue tables, views, or derived tables from which expression is to be derived.
 If the TABLE option is specified, the FROM clause invokes the specified table user-defined function that returns row results as a derived table.
 For details, see “FROM Clause” on page 80.
 Syntax Element … Specifies …
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 Single TableThis option allows the FROM clause to specify single tables.
 A FROM clause can include a sequence of single table references, which creates an implicit inner join; to be distinguished from explicit inner joins in which the keyword JOIN is part of the syntax.
 table_name the name of a single table, queue table, derived table, or view referred to in the FROM clause.
 AS an optional introduction to correlation_name.
 correlation_name an alias for the table referenced in the FROM clause.
 Correlation names are sometimes referred to as range variables.
 Joined TablesOptions for joined tables allow the FROM clause to specify that multiple tables be joined in explicit ways, described as follows:
 join_table_name the name of a joined table.
 INNER a join in which qualifying rows from one table are combined with qualifying rows from another table according to some join condition.
 Inner join is the default join type.
 OUTER a join in which qualifying rows from one table that do not have matches in the other table are included in the join result.
 The rows from the first table are extended with nulls.
 LEFT OUTER an outer join with the table that was listed first in the FROM clause.
 In a LEFT OUTER JOIN, the rows from the left table that are not returned in the result of the inner join of the two tables are returned in the outer join result and extended with nulls.
 RIGHT OUTER an outer join with the table that was listed second in the FROM clause.
 In a RIGHT OUTER JOIN, the rows from the right table that are not returned in the result of the inner join of the two tables are returned in the outer join result and extended with nulls.
 FULL OUTER that rows be returned from both tables.
 In a FULL OUTER JOIN, rows from both tables that have not been returned in the result of the inner join will be returned in the outer join result and extended with nulls.
 JOIN an introduction to the name of the second table to participate in the join.
 joined_table the name of the joined table.
 ON search_condition one or more conditional expressions that must be satisfied by the result rows.
 An ON condition clause is required if the FROM clause specifies an outer join.
 Syntax Element … Specifies …
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 CROSS JOIN an unconstrained, or Cartesian join; it returns all rows from all tables specified in the FROM clause.
 Derived TablesThe derived table option allows the FROM clause to specify a spool file made up of selected data from an underlying table set. The derived table acts like a viewed table.
 (subquery) nested SELECT statements.
 SELECT AND CONSUME statements cannot appear in a subquery.
 AS an optional introductory clause to the derived table name.
 derived_table_name the name of the derived table.
 column_name the column name. The column_name field is for the column name only; do not use forms such as Tablename.Columnname or Databasename.Tablename.Columnname.
 Table FunctionUse the TABLE option with the FROM clause to invoke a table user-defined function that returns row results as a derived table.
 The TABLE option can only be specified once in a FROM clause.
 The TABLE option cannot be specified in a FROM clause that also specifies the JOIN option.
 function_name the name of the table user-defined function.
 expression any valid SQL expression.
 If expression references a column from a table or subquery in the FROM clause, the table or subquery must appear before the TABLE option.
 AS derived_table_name the name of a temporary derived table that other clauses in the SELECT statement can reference.
 AS is an introductory optional keyword for derived table.
 column_name an optional list of column names that other clauses in the SELECT statement can reference.
 If specified, the number of names in the list must match the number of columns in the RETURNS TABLE clause of the CREATE FUNCTION statement that installed the function_name table function on the server. The alternate names list corresponds positionally to the corresponding column names in the RETURNS TABLE clause.
 If omitted, the names are the same as the column names in the RETURNS TABLE clause of the CREATE FUNCTION statement that installed the function_name table function on the server.
 Syntax Element … Specifies …
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 RETURNS database_name.table_name
 the name of the table and its containing database, if different from the current database, into which the rows processed by the dynamic result row table function are to be inserted.
 RETURNS column_name data_type
 the name and data type of one or more columns to be assigned to the row fields returned by a dynamic result row table function.
 You cannot use the BLOB AS LOCATOR or CLOB AS LOCATOR forms to specify columns that have a BLOB or CLOB data type.
 WITH Clause
 WITH expression_1 an introduction to the condition to be fulfilled by the SELECT statement. Specifies a summary line, such as a total, for the values in a column of the select result. expression_1 can contain one or more aggregate expressions that are applied to column values.
 You cannot include LOB columns in the WITH expression_1 list.
 BY expression_2 one or more result expressions for which expression_1 is provided. BY is valid only when used with WITH.
 expression_2 can refer to an expression in the select expression list either by name or by means of a constant that specifies the numeric position of the expression in the expression list.
 You cannot include LOB columns in the BY expression_2 list.
 ASCDESC
 either an ascending or a descending sort order.
 ASC specifies ascending order; DESC specifies descending order. The default order is ASC.
 If a sort option is not given, result values are sorted in ascending order according to the client system’s collating sequence.
 If the BY clause is not specified, at that level, there is no ordering of the result.
 WHERE Clause
 WHERE an introduction to the search condition in the SELECT statement.
 search_condition a conditional search expression that must be satisfied by the row or rows returned by the statement.
 You cannot specify expressions that contain LOBs in a search condition unless you first cast them to another typeb or pass them to a function whose result is not a LOB.
 Syntax Element … Specifies …
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 GROUP BY Clause
 GROUP BY a reference to one or more expressions in the select expression list.
 ordinary_grouping_set a column expression by which the rows returned by the request are grouped.
 ordinary_grouping_set falls into three general categories:
 Ordinary Grouping Set Expression
 Definition
 column_name a set of column names drawn from the list of tables specified in the FROM clause of the SELECT statement that is used in the GROUP BY clause to specify the columns by which data is to be grouped.
 You cannot include LOB columns in the grouping expression.
 column_position the sequential numeric position of columns within the column_list clause of the SELECT statement that is used in the GROUP BY clause to specify the order by which data is to be grouped.
 This must be a positive integer.
 You cannot include LOB columns in the grouping expression.
 Use of column_position is a Teradata extension to the ANSI SQL-2003 standard.
 expression any list of valid SQL expressions specified for the GROUP BY clause.
 You can specify column_name, column_position, and expression either as single entries or as a list.
 You cannot include LOB columns in the ordinary grouping set.
 Use of expression is a Teradata extension to the ANSI SQL-2003 standard.
 empty_grouping_set a contiguous LEFT PARENTHESIS, RIGHT PARENTHESIS pair with no argument. This syntax is used to request a grand total of the computed group totals.
 rollup_list a ROLLUP expression that reports result rows in a single dimension with one or more levels of detail. See “ROLLUP Option” on page 128 for further information.
 Syntax Element … Specifies …
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 cube_list a CUBE expression that reports result rows in multiple dimensions with one or more levels of detail. See “CUBE Option” on page 121 for further information.
 grouping_sets_specification
 a GROUPING SETS expression that reports result rows in one of two ways:
 • As a single dimension, but without a full ROLLUP.
 • As multiple dimensions, but without a full CUBE.
 See “GROUPING SETS Option” on page 125 for further information.
 HAVING Clause
 HAVING an introduction to the conditional clause in the SELECT statement.
 conditional_expression one or more conditional expressions that must be satisfied by the result rows. Aggregate operators can be used with HAVING.
 HAVING condition filters rows from a single group defined in the select expression list that has only aggregate results, or it filters rows from the group or groups defined in a GROUP BY clause.
 You cannot include LOB columns in the HAVING conditional expression list.
 QUALIFY Clause
 QUALIFY an introduction to a conditional clause that, similar to HAVING, further filters rows from a WHERE clause. The major difference between QUALIFY and HAVING is that with QUALIFY the filtering is based on the result of performing various ordered analytical functions on the data.
 search_condition one or more conditional expressions that must be satisfied by the result rows. You can use ordered analytical functions with QUALIFY.
 You cannot include LOB columns in the QUALIFY search condition list.
 SAMPLE Clause
 SAMPLE an introduction to a clause that permits sampling of rows in the SELECT statement.
 fraction_description one (or many) floating point fractional constants in the closed interval (0,1). The sum of the fraction_description values specified cannot exceed 1.
 count_description a positive integer constant list of row counts.
 Syntax Element … Specifies …
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 ORDER BY Clause
 ORDER BY the order in which result rows are to be sorted.
 expression an expression in the SELECT expression list, either by name, or by means of a constant, that specifies the numeric position of the expression in the expression list.
 If the sort field is a character string, the expression used in the ORDER BY phrase can include a type modifier to force the sort to be either CASESPECIFIC or NOT CASESPECIFIC. See “Defining Case Sensitivity for Table Columns” in Chapter 4: “Character Data Types” of SQL Reference: Data Types and Literals.
 You cannot include LOB columns in the ORDER BY expression list.
 column_name the names of columns used in the ORDER BY clause in the SELECT statement. These can be ascending or descending.
 You cannot include LOB columns in the ORDER BY column list.
 column_position the numeric position of the columns specified by the select list. These can be ascending or descending.
 ASCDESC
 either an ascending or a descending sort order.
 ASC specifies ascending order; DESC specifies descending order. The default order is ASC.
 If a sort option is not specified, result values are sorted in ascending order according to the client system collating sequence.
 If ORDER BY is not specified, rows are returned unsorted.
 WITH Clause
 WITH expression_1 an introduction to the condition to be fulfilled by the SELECT statement. Specifies a summary line, such as a total, for the values in a column of the select result. expression_1 can contain one or more aggregate expressions that are applied to column values.
 You cannot include LOB columns in the WITH expression_1 list.
 BY expression_2 one or more result expressions for which expression_1 is provided. BY is valid only when used with WITH.
 expression_2 can refer to an expression in the select expression list either by name or by means of a constant that specifies the numeric position of the expression in the expression list.
 You cannot include LOB columns in the BY expression_2 list.
 Syntax Element … Specifies …
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 ASCDESC
 either an ascending or a descending sort order.
 ASC specifies ascending order; DESC specifies descending order. The default order is ASC.
 If a sort option is not given, result values are sorted in ascending order according to the client system’s collating sequence.
 If the BY clause is not specified, at that level, there is no ordering of the result.
 Seed StatementThe seed statement is a non-recursive SELECT statement that retrieves row data from other tables to store in the named query.
 For information on recursive queries, see “WITH RECURSIVE Clause” on page 51.
 DISTINCT that only one row is to be returned from any set of duplicates that might result from a given expression list.
 Two rows are considered duplicates only if each value in one is equal to the corresponding value in the other.
 ALL that all rows, including duplicates, are to be returned in the results of the expression list. This is the default value.
 * that all columns of all tables referenced in the FROM clause of the seed statement be returned.
 When qualified by table_name, specifies that all columns of table_name only are to be returned.
 expression any valid SQL expression.
 AS an optional introduction to expression_alias_name.
 expression_alias_name an alias for the expression.
 table_name the name of a table, derived table, or view.
 table_name.* in the SELECT list can define the table from which rows are to be returned when two or more tables are referenced in the FROM clause.
 FROM an introduction to the names of one or more tables, views, or derived tables from which expression is to be derived.
 The FROM clause in a seed statement cannot specify the TABLE option.
 Syntax Element … Specifies …
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 Single TableThis option allows the FROM clause of the seed statement to specify single tables.
 A FROM clause can include a sequence of single table references, which creates an implicit inner join.
 A FROM clause in a seed statement cannot specify the name of the WITH RECURSIVE query.
 table_name the name of a single table, derived table, or view referred to in the FROM clause.
 AS an optional introduction to correlation_name.
 correlation_name an alias for the table referenced in the FROM clause.
 Joined TablesOptions for joined tables allow the FROM clause of the seed statement to specify that multiple tables be joined in explicit ways, as described below.
 join_table_name the name of a joined table.
 INNER a join in which qualifying rows from one table are combined with qualifying rows from another table according to some join condition.
 Inner join is the default join type.
 OUTER a join in which qualifying rows from one table that do not have matches in the other table are included in the join result.
 The rows from the first table are extended with nulls.
 LEFT OUTER an outer join with the table that was listed first in the FROM clause.
 In a LEFT OUTER JOIN, the rows from the left table that are not returned in the result of the inner join of the two tables are returned in the outer join result and extended with nulls.
 RIGHT OUTER an outer join with the table that was listed second in the FROM clause.
 In a RIGHT OUTER JOIN, the rows from the right table that are not returned in the result of the inner join of the two tables are returned in the outer join result and extended with nulls.
 FULL OUTER that rows be returned from both tables.
 In a FULL OUTER JOIN, rows from both tables that have not been returned in the result of the inner join will be returned in the outer join result and extended with nulls.
 JOIN an introduction to the name of the second table to participate in the join.
 joined_table the name of the joined table.
 ON search_condition one or more conditional expressions that must be satisfied by the result rows.
 An ON condition clause is required if the FROM clause specifies an outer join.
 Syntax Element … Specifies …
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 CROSS JOIN an unconstrained or Cartesian join; it returns all rows from all tables specified in the FROM clause.
 Derived TablesThe derived table option allows the FROM clause of a seed statement to specify a spool file made up of selected data from an underlying table set. The semantics of derived tables and views are identical.
 (subquery) nested SELECT statements.
 SELECT AND CONSUME statements cannot appear in a subquery.
 AS an optional introduction to derived_table_name.
 derived_table_name the name of the derived table.
 column_name the column name. The column_name field is for the column name only. Do not use forms such as Tablename.Columnname or Databasename.Tablename.Columnname.
 WHERE an introduction to the search condition in the seed statement.
 search_condition a conditional search expression that must be satisfied by the row or rows returned by the seed statement.
 GROUP BY an introduction to the specification of how to group result rows.
 ordinary_grouping_set a column expression by which the rows returned by the seed statement are grouped.
 empty_grouping_set a contiguous LEFT PARENTHESIS, RIGHT PARENTHESIS pair with no argument. This syntax is used to request a grand total of the computed group totals.
 rollup_list a ROLLUP expression that reports result rows in a single dimension with one or more levels of detail.
 cube_list a CUBE expression that reports result rows in multiple dimensions with one or more levels of detail.
 grouping_sets_specification a GROUPING SETS expression that reports result rows in one of two ways:
 • As a single dimension, but without a full ROLLUP.
 • As multiple dimensions, but without a full CUBE.
 HAVING an introduction to the conditional clause in the SELECT statement.
 conditional_expression one or more conditional expressions that must be satisfied by the result rows. Aggregate operators and DEFAULT (column_name) can be used with HAVING. DEFAULT without an explicit column specification is valid only if it is specified as a standalone condition in the predicate (see “Rules for Using the DEFAULT Function With SELECT” on page 33 for details).
 HAVING filters rows from a single group defined in the select expression list that has only aggregate results, or filters rows from the group or groups defined in a GROUP BY clause.
 Syntax Element … Specifies …
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 QUALIFY an introduction to a conditional clause that, similar to HAVING, further filters rows from a WHERE clause. The major difference between QUALIFY and HAVING is that with QUALIFY the filtering is based on the result of performing various ordered analytical functions on the data.
 search_condition one or more conditional expressions that must be satisfied by the result rows. DEFAULT without an explicit column specification is valid only if it is specified as a standalone condition in the predicate (see “Rules for Using the DEFAULT Function With SELECT” on page 33 for details).
 You can also use ordered analytical functions with QUALIFY.
 ORDER BY the order in which result rows are to be sorted.
 expression an expression in the SELECT expression list of the seed statement, either by name or by means of a constant that specifies the numeric position of the expression in the expression list.
 column_name the names of columns used in the ORDER BY clause in the SELECT statement. These can sort in either ascending or descending order.
 column_name_alias the alias for a column name specified in the SELECT expression list.
 If column_name_alias is identical to the name of a physical column defined in the table from which column data is to be projected, you cannot specify it as an ordering column. Instead, specify its column position.
 column_position the numeric position of the columns specified by the select list. These can be ascending or descending.
 ASCDESC
 either an ascending or a descending sort order.
 ASC specifies ascending order; DESC specifies descending order. The default order is ASC.
 If a sort option is not specified, result values are sorted in ascending order according to the client system collating sequence.
 If ORDER BY is not specified, rows are returned unsorted.
 Recursive StatementThe recursive statement is a SELECT statement that retrieves row data from a join of the named query and other tables.
 For information on recursive queries, see “WITH RECURSIVE Clause” on page 51.
 * that all columns of all tables referenced in the FROM clause of the recursive statement be returned.
 When qualified by table_name, specifies that all columns of table_name only are to be returned.
 expression any valid SQL expression.
 AS an optional introduction to correlation_name.
 Syntax Element … Specifies …
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 expression_alias_name an alias for the expression.
 table_name the name of the named query or the name of a table or view.
 table_name.* in the SELECT list can define the table from which rows are to be returned when two or more tables are referenced in the FROM clause.
 FROM an introduction to the named query and one or more tables or views from which expression is to be derived.
 The FROM clause in a recursive statement cannot specify the TABLE option.
 Implicit JoinThis option allows the FROM clause of the recursive statement to specify the name of the WITH RECURSIVE query and one or more single table references, creating an implicit inner join.
 query_name the named query referred to in the FROM clause.
 AS an optional introduction to correlation_name.
 correlation_name an alias for the query name referenced in the FROM clause.
 table_name the name of a single table or view referred to in the FROM clause.
 AS an optional introduction to correlation_name.
 correlation_name an alias for the table name referenced in the FROM clause.
 Explicit JoinOptions for joined tables allow the FROM clause of the seed statement to specify that multiple tables be joined in explicit ways, as described below.
 join_table_name the name of a joined table.
 INNER a join in which qualifying rows from one table are combined with qualifying rows from another table according to some join condition.
 Inner join is the default join type.
 OUTER a join in which qualifying rows from one table that do not have matches in the other table are included in the join result.
 The rows from the first table are extended with nulls.
 LEFT OUTER an outer join with the table that was listed first in the FROM clause.
 In a LEFT OUTER JOIN, the rows from the left table that are not returned in the result of the inner join of the two tables are returned in the outer join result and extended with nulls.
 RIGHT OUTER an outer join with the table that was listed second in the FROM clause.
 In a RIGHT OUTER JOIN, the rows from the right table that are not returned in the result of the inner join of the two tables are returned in the outer join result and extended with nulls.
 Syntax Element … Specifies …
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 ANSI Compliance
 SELECT is ANSI SQL-2003-compliant with extensions.
 The WITH, SAMPLE, QUALIFY, and TOP clauses are Teradata extensions to the ANSI SQL:2003 standard.
 The documented syntax specifies the ANSI SQL-2003 ordering of the following clauses: FROM, WHERE, GROUP BY, HAVING, and ORDER BY. The Teradata Database does not enforce this ordering, but you should observe it when you write applications to maintain ANSI compliance.
 Authorization
 To select data from a table, you must have the SELECT privilege on that table.
 To select data through a view, you must have the SELECT privilege on that view. Also, the immediate owner of the view (that is, the database in which the view resides) must have SELECT WITH GRANT OPTION privileges on all tables or views referenced in the view.
 If references are made to a table or view indirectly, then the above privileges must be held by the immediate owner of the object being accessed rather than the user performing the query. See SQL Reference: Data Definition Statements and Database Administration for further information.
 FULL OUTER that rows be returned from both tables.
 In a FULL OUTER JOIN, rows from both tables that have not been returned in the result of the inner join will be returned in the outer join result and extended with nulls.
 JOIN an introduction to the name of the second table to participate in the join.
 joined_table the name of the joined table.
 ON search_condition one or more conditional expressions that must be satisfied by the result rows. A DEFAULT function without an explicit column specification is valid only if it is specified as a standalone condition in the predicate (see “Rules for Using the DEFAULT Function With SELECT” on page 33 for details).
 An ON condition clause is required if the FROM clause specifies an outer join.
 WHERE an introduction to the search condition in the recursive statement.
 search_condition a conditional search expression that must be satisfied by the row or rows returned by the recursive statement.
 a. The exception being PPI tables, where you must explicitly specify PARTITION or PARTITION#Ln, where n ranges from 1 to 15, inclusive, to project the PARTITION or PARTITION#Ln columns for the table.
 b. For example, casting a BLOB to BYTE or VARBYTE or a CLOB to CHARACTER or VARCHAR.
 Syntax Element … Specifies …
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 Rules for UDTs
 A UDT must have both its tosql and fromsql transform functionality defined prior to its use as a column data type for any table (see CREATE TRANSFORM in SQL Reference: Data Definition Statements).
 You can specify an expression that returns a UDT in a column list only if its transform group has a fromsql routine. The system automatically converts the expression from its UDT value to the external type via the fromsql routine before returning it to a client application.
 The only difference between distinct and structured types in this regard is that the system generates a transform group with both fromsql and tosql routines by default, and its external data type is the source data type, while you must explicitly create the transform group for a structured type. See CREATE TRANSFORM in SQL Reference: Data Definition Statements for the details of how to create a transform group for a UDT.
 If you submit a SELECT statement with no table references that contains a UDT expression in its select list, and you have not declared transform functionality for it (a UDT literal declared using a NEW expression), then the statement aborts and the system returns an error to the requestor.
 Rules for Embedded SQL
 The following rules apply to SELECT used with embedded SQL:
 • SELECT must be performed from within a Selection DECLARE CURSOR construct.
 • For updatable cursors opened for SELECT statements only, no ORDER BY, GROUP BY, HAVING or WITH... BY clause is allowed.
 • The SELECT privilege is required on all tables specified in the FROM clause and in any subquery contained in the query specification, or on the database set containing the tables.
 • The number of columns specified by the select list must match the number of host variable specifications.
 • Values are assigned to the host variables specified in the INTO clause in the order in which the host variables were specified. A value is assigned to SQLCODE last.
 • The main host variable and the corresponding column in the returned data must be of the same data type group, except that if the main host variable data type is approximate numeric, the temporary table column data type can be either approximate numeric or exact numeric.
 • If the temporary table is empty, the value +100 is assigned to SQLCODE and no values are assigned to the host variables specified in the INTO clause.
 • If exactly one row of data is returned, the values from the row are assigned to the corresponding host variables specified in the INTO clause.
 • If more than one row of data is returned, the value -810 is assigned to SQLCODE, and no values are assigned to the host variables specified in the INTO clause.
 • If an error occurs in assigning a value to a host variable, one of the values -303, -304, or -413 is assigned to SQLCODE, and no further assignment to host variables occurs.
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 • If a column value in the returned data is NULL and a corresponding indicator host variable is specified, the value -1 is assigned to the indicator host variable and no value is assigned to the main host variable. If no corresponding indicator host variable is specified, the value -305 is assigned to SQLCODE and no further assignment to host variables occurs.
 • If a column value in the returned data is NOT NULL and a corresponding indicator host variable is specified, the indicator host variable is set as follows:
 • If the column and main host variable are of character data type and the column value is longer than the main host variable, the indicator host variable is set to the length of the column value.
 • In all other cases, the indicator variable is set to zero.
 • If no other value is assigned to SQLCODE, the value zero is assigned to SQLCODE.
 • Column values are set in the corresponding main host variables according to the rules for host variables.
 • SELECT... INTO cannot be performed as a dynamic statement.
 Rules for Using the DEFAULT Function With SELECT
 The following rules apply to using the DEFAULT function within a SELECT statement:
 • The DEFAULT function takes a single argument that identifies a relation column by name. The function evaluates to a value equal to the current default value for the column. For cases where the default value of the column is specified as a current built-in system function, the DEFAULT function evaluates to the current value of system variables at the time the statement is executed.
 The resulting data type of the DEFAULT function is the data type of the constant or built-in function specified as the default unless the default is NULL. If the default is NULL, the resulting date type of the DEFAULT function is the same as the data type of the column or expression for which the default is being requested.
 • The DEFAULT function has two forms. It can be specified as DEFAULT or DEFAULT (column_name). When no column name is specified, the system derives the column based on context. If the column context cannot be derived, the request aborts and an error is returned to the requestor.
 • You can specify a DEFAULT function with a column name in the select list of a SELECT statement. The DEFAULT function evaluates to the default value of the specified column.
 • You cannot specify a DEFAULT function without a column name in the expression list. The system aborts the request and returns an error to the requestor.
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 • You can determine the default value for a column by selecting it without specifying a FROM clause for the statement.
 When you specify a SELECT statement that does not also specify a FROM clause, the system always returns only a single row with the default value of the column, regardless of how many rows are in the table.
 This is similar to the behavior of the TYPE function.
 • When the column passed as an input argument to the DEFAULT function does not have an explicit default value associated with it, the DEFAULT function evaluates to null.
 See the following topics for more specific information about the use of DEFAULT within the SELECT statement:
 • “Rules For Using a DEFAULT Function As Part of the Search Condition Of a WHERE Clause” on page 92
 • “Rules For Using a DEFAULT Function As Part of the Search Condition Of a HAVING Clause” on page 133
 • “Rules For Using a DEFAULT Function As Part of the Search Condition Of a QUALIFY Clause” on page 137
 Also see “Rules for Using the DEFAULT Function as a Search Condition for an Outer Join ON Clause” on page 188 and “Use of the DEFAULT Function in an Outer Join ON Condition” on page 189.
 See SQL Reference: Functions and Operators for more information about the DEFAULT function.
 Rules for Returning a Varying Column Table UDF Result
 The following rules apply to invoking a varying column table UDF from a SELECT statement:
 • You can invoke table functions only from the FROM clause (see “FROM Clause” on page 80).
 The system treats table functions the same way it treats derived tables.
 • The SELECT statement syntax supports the implicit specification of the number of return columns at runtime in its TABLE (function_name RETURNS … table_name) clause.
 • When you reference a table function that does not have a variable number of output columns, the system obtains its explicit output column definitions from the DBC.TVFields system table.
 However, when you reference a table function that does have a dynamic number of output columns, you must specify either an output column list or the name of an existing table as part of the function invocation using the RETURNS … table_name option in the FROM clause of the SELECT statement.
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 The way this works is as follows:
 In either case, the number of columns specified cannot exceed the defined maximum number of output columns specified by the VARYING COLUMNS maximum_output_columns specification of its CREATE FUNCTION (Table Form) definition.
 See “CREATE FUNCTION (Table Form)” in SQL Reference: Data Definition Statements for details.
 • There are two ways to invoke a varying column table function:
 • Specify a list of return column name-data type pairs.
 • Specify the return columns from an existing table.
 See “Example 14: Dynamic Row Result Table Function” on page 43 for examples of both forms returning the same result.
 • You cannot specify LOB columns using the BLOB AS LOCATOR or CLOB AS LOCATOR forms.
 System Exerts a READ LOCK on the Tables or Rows Referenced By a SELECT Statement
 A SELECT operation sets a READ lock on the tables or rows referenced in the SELECT statement, depending on the locking level the Lock Manager imposes or the locking level you specify using the LOCKING modifier (see “LOCKING Request Modifier” on page 327). If the SELECT statement references a view, then the system places a READ lock on each of its underlying tables.
 Only SELECT Uses Set Operators
 The SELECT statement is the only SQL statement that can use the set operators UNION, INTERSECT, and MINUS/EXCEPT. The set operators allow you to manipulate the answers to two or more queries by combining the results of each query into a single result set.
 The set operators can also be used within the following operations:
 • View definitions
 • Derived tables
 • Subqueries
 • INSERT … SELECT statements
 You cannot use the set operators with LOB columns.
 IF you specify … THEN the system uses the columns …
 an outcome column name list specified in the list as the function output columns.
 the name of an existing table from the definition for that table as the function output columns.
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 Joins
 A SELECT operation can reference data in one or more (possibly mixed) sets of tables and views. In this case, the statement defines a join of the tables or views.
 See “Chapter 2 Join Expressions” on page 169 for more information about join operations.
 Also see SQL Reference: Statement and Transaction Processing for information about how the Optimizer processes joins and the methods it uses to do so.
 Success Response Indicates the Number of Rows Returned
 When the result of a SELECT statement is returned, the activity count indicates the number of rows returned. If no rows are returned, the activity count is zero.
 Uses of the SELECT Statement
 The SELECT statement is the most frequently used SQL statement.
 Use SELECT to specify any of the following things:
 • The set of result data that is returned
 • The order in which result sets are returned
 • How the result sets should be grouped
 • Whether the result sets should return a precisely determined, or a randomly sampled, results set
 • The format in which the results set is reported
 Be careful to ensure that SELECT statements that reference objects in multiple databases use fully qualified names. Name resolution problems can occur when databases referenced in a query contain tables or views with identical names, and those objects are not fully qualified. Name resolution problems may even occur if the identically named objects are not referenced in the query.
 SELECT Subqueries
 You can specify SELECT statements in an outer query, main query, or subquery. The syntax rules require that if there are any subqueries in the request, then any tables referenced in the SELECT must be specified in a FROM clause, either of the subquery itself or of some outer query.
 Correlated subqueries are another category of subquery. A subquery is said to be correlated when it references columns of outer tables in an enclosing, or containing, outer query. Correlated subqueries provide an implicit loop function within any standard SQL DML statement.
 See “Correlated Subqueries” on page 103 for detailed explanations of correlated subqueries and their use.
 Also see “Example 2: SELECT With Correlated Subquery” on page 37 and “Example 3: SELECT With Correlated Subquery” on page 38 for simple examples of correlated subqueries.
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 SELECT and Queue Tables
 A queue table is similar to an ordinary base table, with the additional unique property of behaving like an asynchronous first-in-first-out (FIFO) queue.
 The first column of a queue table contains Queue Insertion TimeStamp (QITS) values. The CREATE TABLE statement must define the first column with the following data type and attributes:
 TIMESTAMP(6) NOT NULL DEFAULT CURRENT_TIMESTAMP(6)
 The QITS value of a row indicates the time the row was inserted into the queue table, unless a different, user-supplied value is inserted.
 You can use SELECT to perform a FIFO peek on a queue table: data is returned from the queue table without deleting any rows from the queue table.
 If no rows are available, no rows are returned. The transaction does not enter a delay state.
 To return the queue in FIFO order, specify the first column of the queue table in the ORDER BY clause of the SELECT statement.
 To perform a FIFO pop on a queue table, use a SELECT AND CONSUME statement. For more information, see “SELECT AND CONSUME” on page 46.
 Example 1: Miscellaneous SELECT Statements
 The following SELECT statements are syntactically correct in Teradata Database SQL. The first statement does not reference any tables, so it does not require a FROM clause. This syntax does not conform to the ANSI SQL-2003 standard.
 SELECT DATE, TIME;
 SELECT x1,x2 FROM t1,t2 WHERE t1.x1=t2.x2;
 SELECT x1 FROM t1 WHERE x1 IN (SELECT x2
 FROM t2);
 Example 2: SELECT With Correlated Subquery
 The following SELECT statement uses a correlated subquery to return the names of the employees who have the highest salary in each department.
 SELECT name FROM personnel p WHERE salary = (SELECT MAX(salary)
 FROM personnel sp WHERE p.department=sp.department);
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 Example 3: SELECT With Correlated Subquery
 The following SELECT statement uses a correlated subquery to return the names of publishers with no books in the library.
 SELECT pubname FROM publisher WHERE 0 = (SELECT COUNT(*)
 FROM book WHERE book.pubnum=publisher.pubnum);
 Example 4: SELECT With PARTITION Column in Select List
 You can specify PARTITION in the select list of a query made against a PPI table. This example specifies an unqualified PARTITION column because its use in unambiguous:
 SELECT orders.*, PARTITIONFROM ordersWHERE orders.PARTITION = 10AND orders.o_totalprice > 100;
 PARTITION must be qualified in the following SELECT statement both in the select list and in the WHERE clause because it joins two tables and specifies the PARTITION columns of both in its WHERE clause:
 SELECT orders.*, lineitem.*, orders.PARTITIONFROM orders, lineitemWHERE orders.PARTITION = 3AND lineitem.PARTITION = 5AND orders.o_orderkey = lineitem.1_orderkey;
 Notice that you must specify PARTITION explicitly in the select list. If you specify * only, then PARTITION or PARTITION#Ln column information is not returned.
 Usually, the table would be a PPI table because for a NPPI table, PARTITION is always 0.
 Example 5: PARTITION Values Not Returned Because PARTITION Not Specified in Select List
 In the following example, the value of PARTITION is not returned as one of the column values, even though it is specified in the WHERE clause, because it was not explicitly specified in the select list for the query:
 SELECT * FROM orders WHERE orders.PARTITION = 10 AND orders.o_totalprice > 19.99;

Page 39
                        

Chapter 1: The SELECT StatementSELECT
 SQL Reference: Data Manipulation Statements 39
 Example 6: Qualification of PARTITION Not Necessary Because Specification Is Unambiguous
 PARTITION does not have to be qualified in this example because its use is unambiguous:
 SELECT orders.*, PARTITION FROM orders WHERE orders.PARTITION = 10 AND orders.o_totalprice > 100;
 Example 7: Qualification of PARTITION Necessary Because of Ambiguity Otherwise
 PARTITION must be qualified in the two following examples to distinguish between PARTITION values in the orders table and PARTITION values in the lineitem table:
 SELECT * FROM orders, lineitem WHERE orders.PARTITION = 3 AND lineitem.PARTITION = 5 AND orders.o_orderkey = Lineitem.l_orderkey;
 SELECT orders.*, lineitem.*, orders.PARTITION FROM orders, lineitemWHERE orders.PARTITION = 3 AND lineitem.PARTITION = 5 AND orders.o_orderkey = lineitem.l_orderkey;
 Example 8: Non-Valid Use of PARTITION In VALUES Clause of INSERT Statement
 This example is not valid because PARTITION cannot be referenced in the VALUES clause:
 INSERT INTO Orders VALUES (PARTITION, 10, 'A', 599.99, DATE '2001-02-07','HIGH', 'Jack', 3,'Invalid insert');
 Example 9: Selection of All Active Partitions From a Table
 The following two examples provide a list of the populated partitions in the orders table:
 SELECT DISTINCT PARTITION (FORMAT '999') FROM Orders ORDER BY PARTITION;
 SELECT DISTINCT CAST (PARTITION AS BYTEINT) FROM Orders ORDER BY PARTITION;
 Example 10: Using PARTITION With An Aggregate Function
 The following example counts the number of rows in each populated partition:
 SELECT PARTITION, COUNT(*) FROM Orders GROUP BY PARTITION ORDER BY PARTITION;
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 Example 11: SELECT With Queue Tables
 The following statement measures the queue depth of a queue table named shopping_cart:
 SELECT COUNT(*) FROM shopping_cart;
 Assuming the column named cart_qits contains QITS values, the following statement returns the shopping_cart queue table in FIFO order:
 SELECT * FROM shopping_cart ORDER BY cart_qits;
 Example 12: UDT Support For SELECT
 The following set of simple examples demonstrates the valid use of UDT expressions in a SELECT statement:
 SELECT euro_column FROM t1;
 SELECT euro_column.roundup(0) FROM t1;
 SELECT address_column.street(), address_column.zip() FROM t2;
 SELECT t.address_column.ALL FROM t2 AS t;
 SELECT address_column FROM t2WHERE address_column.zip() = '92127';
 SELECT * FROM t3WHERE circle_column = NEW circle(1.34, 4.56, 10.3);
 SELECT circle_column.area() FROM t3;
 The following example demonstrates the need to cast the distinct UDT column named myDollar to compare it with a DECIMAL value.
 SELECT * FROM t4 WHERE myDollar < (CAST 3.20 AS DollarUDT);

Page 41
                        

Chapter 1: The SELECT StatementSELECT
 SQL Reference: Data Manipulation Statements 41
 Example 13: SELECT Statements Using the DEFAULT Function
 You can specify the DEFAULT function with a column name in the select projection list. The DEFAULT function evaluates to the default value of the specified column.
 Assume the following table definition for the examples below:
 CREATE TABLE table14 (col1 INTEGER, col2 INTEGER DEFAULT 10,col3 INTEGER DEFAULT 20,col4 CHARACTER(60)col5 TIMESTAMP DEFAULT NULL,col6 TIMESTAMP DEFAULT CURRENT_TIMESTAMP );
 The following query returns the default value of col2 and col3 of table14 in all the resulting rows. Note that this is an inefficient form to get the default value of a column, because the system does a full table scan to perform the request. A more efficient method to get the default value of a column is to specify the query without a FROM clause.
 SELECT DEFAULT(col2), DEFAULT(col3) FROM table14;
 Assuming there are four rows in table14, the returned row set is as follows:
 DEFAULT(col2) DEFAULT(col3)------------ ------------
 10 20 10 20 10 20 10 20
 If there are no rows in the table, then no rows are returned.
 The following example returns the default value of col2 from table14. This would help to know the default value associated with a particular column. Note that this is an inefficient form to get the default value of a column, because the system performs a full table scan to perform the request. A more efficient method to get the default value of a column is to specify the query without a FROM clause.
 SELECT DISTINCT DEFAULT(col2) FROM Table14;
 The returned row set is as follows:
 DEFAULT(col2) DEFAULT(col3)----------------------- --------------
 10 20
 If there are no rows in the table, then no rows are returned.
 When a SELECT request does not specify a FROM clause, the system always returns a single row with the default value of the column, regardless of how many rows are in the table. This behavior is similar to the TYPE function.
 SELECT DEFAULT(table14.col2);
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 The resulting row set is as follows:
 DEFAULT(col2)-------------
 10
 When the column passed as an input argument to the DEFAULT function does not have an explicit default value associated with it, the DEFAULT function evaluates to null.
 Assume the following table definition for the examples below:
 CREATE TABLE table15 (col1 INTEGER ,col2 INTEGER NOT NULL,col3 INTEGER NOT NULL DEFAULT NULL,col4 INTEGER CHECK (col4 > 10) DEFAULT 9 );
 Because col1 does not have an explicit default value in the following example, the DEFAULT function evaluates to null.
 SELECT DEFAULT(Table15.Col1);
 The resulting row set is as follows:
 DEFAULT(col1)-------------
 ?
 Because col2 does not have an explicit default value, the DEFAULT function evaluates to null. The function returns null even though the NOT NULL constraint on the column does not permit nulls in the column.
 SELECT DEFAULT(table15.col2);
 The resulting row set is as follows:
 DEFAULT(col2)-------------
 ?
 Because col3 has an explicit default value of null, the DEFAULT function evaluates to its explicit default value. The function returns null even though the NOT NULL constraint on the column does not permit nulls in the column.
 SELECT DEFAULT(table15.col3);
 The resulting row set is as follows:
 DEFAULT(col3)-------------
 ?
 Even though col4 has a default value 9, which violates the CHECK constraint col4>10, the DEFAULT function returns the value 9 even though check constraint does not permit this value in the column.
 SELECT DEFAULT(Table15.Col4);
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 The resulting row set is as follows:
 DEFAULT(Col4)-------------
 9
 Example 14: Dynamic Row Result Table Function
 The following example uses the extract_store_data table function to return dynamic row results in the store_data table:
 SELECT * FROM (TABLE(extract_store_data('…', 1000) RETURNS store_data) AS store_sales;
 The following equivalent examples use the sales_retrieve table function to return dynamic row results either by specifying the maximum number of output columns and their individual column names and data types or by specifying only the name of the table into which the converted rows are to be written.
 SELECT *FROM TABLE (sales_retrieve(9005) RETURNS (store INTEGER,
 item INTEGER, quantity INTEGER)) AS s;
 SELECT * FROM TABLE (sales_retrieve(9005) RETURNS sales_table) AS s;
 Related Topics
 The following sections in this chapter describe how to use the SELECT statement to request data from a Teradata database. Topics include the following:
 • “Simple SELECT Statement” on page 45
 • “SELECT AND CONSUME” on page 46
 • “WITH RECURSIVE Clause” on page 51
 • “DISTINCT, ALL, and .ALL Options” on page 69
 • “TOP n Operator” on page 76
 • “FROM Clause” on page 80
 • “Derived Tables” on page 88
 • “WHERE Clause” on page 91
 • “Subqueries in Search Conditions” on page 99
 • “Correlated Subqueries” on page 103
 • “GROUP BY Clause” on page 113
 • “CUBE Option” on page 121
 • “GROUPING SETS Option” on page 125
 • “ROLLUP Option” on page 128
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 • “HAVING Clause” on page 132
 • “QUALIFY Clause” on page 136
 • “SAMPLE Clause” on page 140
 • “SAMPLEID Expression” on page 149
 • “ORDER BY Clause” on page 151
 • “WITH Clause” on page 161
 • "SELECT … INTO" in SQL Reference: Stored Procedures and Embedded SQL.
 • SQL operators and functions in SQL Reference: Functions and Operators.
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 Simple SELECT Statement
 PurposeReturns a result that is based on a list of column names or column expressions.
 Syntax
 Example 1
 In the following example, name is the only column name in the SELECT expression list.
 The request returns all of the employee names in the employee table:
 SELECT name FROM employee;
 Example 2
 The following request selects all of the data in the employee table:
 SELECT * FROM employee;
 Example 3
 The following request selects the name, job title, and department number for each employee in the employee table. In this example, name, jobtitle, and deptno are the column names in the select expression list):
 SELECT name, jobtitle, deptno FROM employee;
 Example 4
 The following request selects the name of, and calculates the monthly salary for, each employee:
 SELECT name, salary/12 AS msalary FROM employee;
 The expression list of the preceding SELECT statement contains two expressions:
 • name
 • salary/12 AS msalary
 FF06R024
 SELECT FROM table_nameSEL
 expression
 ,
 ;column_name
 *
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 SELECT AND CONSUME
 PurposeReturns data from the row with the oldest insertion timestamp in the specified queue table and deletes the row from the queue table.
 Syntax
 where:
 ANSI Compliance
 SELECT AND CONSUME is a Teradata extension to the ANSI SQL-2003 standard.
 Authorization
 To perform a SELECT AND CONSUME from a queue table, you must have the SELECT and DELETE privileges on that table.
 Attributes of a Queue Table
 A queue table is similar to an ordinary base table, with the additional unique property of behaving like an asynchronous first-in-first-out (FIFO) queue.
 The first column of a queue table contains Queue Insertion TimeStamp (QITS) values. The CREATE TABLE statement must define the first column with the following data type and attributes:
 TIMESTAMP(6) NOT NULL DEFAULT CURRENT_TIMESTAMP(6)
 Syntax Element … Specifies …
 select_list an asterisk ( * ) or a comma-separated list of valid SQL expressions.
 If select_list specifies *, all columns from the queue table specified in the FROM clause are returned.
 The select list must not contain aggregate or ordered analytical functions.
 queue_table_name the name of a queue table that was created with the QUEUE option in the CREATE TABLE statement.
 SELECT AND CONSUME TOP 1 FROM
 ;
 select_list queue_table_name
 1101A220
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 The QITS value of a row indicates the time the row was inserted into the queue table, unless a different, user-supplied value is inserted.
 Usage Notes
 SELECT AND CONSUME operates like a FIFO pop:
 • Data is returned from the row that has the oldest value in the QITS column of the specified queue table.
 • The row is deleted from the queue table, guaranteeing that the row is processed only once.
 If no rows are available, the transaction enters a delay state until one of the following occurs:
 • A row is inserted into the queue table.
 • The transaction aborts, either as a result of direct user intervention, such as the ABORT statement, or indirect user intervention, such as a DROP TABLE statement on the queue table.
 To perform a FIFO peek on a queue table, use a SELECT request.
 Transaction Processing
 Multiple SELECT AND CONSUME requests can appear in a transaction when one of the following conditions is true:
 • The session mode is ANSI.
 • The session mode is Teradata and the SELECT AND CONSUME statements appear between BEGIN TRANSACTION (BT) and END TRANSACTION (ET) statements.
 A SELECT AND CONSUME request can consume any rows inserted into a queue table within the same transaction.
 The following are some best practice recommendations for performing SELECT AND CONSUME in transactions:
 • Perform SELECT AND CONSUME early in the transaction to avoid conflicts with other database resources.
 • Perform as few SELECT AND CONSUME statements in a transaction as possible, ideally only one.
 Locks
 A SELECT AND CONSUME operation sets a WRITE lock on the row hash. To upgrade to an EXCLUSIVE lock, use the LOCKING modifier.
 If the request enters a delay state, the lock is not granted until after a row is inserted into the queue table.
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 FIFO Order Is Approximate
 A queue table provides approximate FIFO ordering for the following reasons:
 • System clocks on the nodes of an MPP system are not synchronized.
 • A user-supplied value that is different from the current timestamp can be inserted into the QITS column.
 • The rollback of a transaction may restore rows with an earlier QITS value than rows already consumed.
 • Multiple rows will have the same value for the QITS column when the INSERT statements in a multi-statement request use the default value.
 • Teradata Dynamic Query Manager (TDQM) rules may defer the SELECT AND CONSUME request.
 The best practice is not to apply TDQM workload restrictions to sessions that use SELECT AND CONSUME. For more information on TDQM, see Teradata Dynamic Query Manager User Guide.
 Rules for Embedded SQL
 The selection form of DECLARE CURSOR cannot specify SELECT AND CONSUME if the preprocessor TRANSACT or -tr option is set to ANSI.
 Restrictions
 The following restrictions apply to SELECT AND CONSUME:
 • Only one SELECT AND CONSUME statement may appear in a multistatement request.
 • A multistatement request that includes a SELECT AND CONSUME statement cannot also include a DELETE, UPDATE, UPSERT, or MERGE statement for the same queue table.
 • SELECT AND CONSUME cannot appear in subqueries (with the exception of subqueries in INSERT statements), search conditions, logical predicates, or UNION, MINUS, EXCEPT, and INTERSECT set operations.
 • A limit of 20% of the total possible PE sessions (24 per PE by default) can enter a delay state as a result of submitting a SELECT AND CONSUME statement.
 Performance Characteristics
 The performance of SELECT AND CONSUME is:
 • Similar to that of selecting a single row from a base table using a USI.
 • More expensive than selecting a single row from a base table using a primary index.
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 Example
 Consider the following CREATE TABLE statement that creates a queue table named shopping_cart:
 CREATE SET TABLE shopping_cart, QUEUE (cart_qits TIMESTAMP(6) NOT NULL DEFAULT CURRENT_TIMESTAMP(6),product_id INTEGER,quantity INTEGER )
 PRIMARY INDEX (product_id);
 The following statement returns all the columns of the row with the oldest value in the cart_qits column of the shopping_cart table:
 SELECT AND CONSUME TOP 1 * FROM shopping_cart;
 Related Topics
 FOR more information on … SEE …
 creating queue tables “CREATE TABLE (Queue Table Form)” in SQL Reference: Data Definition Statements.
 inserting data into queue tables “INSERT/INSERT … SELECT” on page 296.
 using SELECT to browse queue tables without deleting rows
 “SELECT and Queue Tables” on page 37.
 cursors and embedded SQL SQL Reference: Stored Procedures and Embedded SQL.
 SELECT AND CONSUME … INTO
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 SELECT … INTO
 This statement is documented in SQL Reference: Stored Procedures and Embedded SQL.
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 WITH RECURSIVE Clause
 PurposeProvides a way to search a table using iterative self-join and set operations.
 Syntax
 WITHNon-recursive
 Recursive
 AS Seed Statement UNION ALL(
 AS ( )query_name
 RECURSIVE query_name
 select_expression
 column_name( )
 A
 A
 ,
 column_name( )
 ,
 Seed Statement
 Recursive Statement
 1101A291
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 SELECT
 FROM
 expression
 table_name.*
 expression_alias_name
 SEL DISTINCT
 ALL
 AS
 A,
 *
 A
 B
 B
 Seed Statement
 1101C293
 C
 D
 table_name
 correlation_name
 AS
 AS
 JOIN ONjoined_table search_conditionjoin_table_name
 (subquery) derived_table_name
 INNER
 LEFT
 RIGHT OUTER
 FULL
 CROSS JOIN
 WHERE
 SingleTables
 JoinedTables
 DerivedTables
 search_condition
 ordinary_group_setGROUP BYHAVING conditional_expression
 empty_grouping_set
 rollup_list
 cube_list
 grouping_sets_specification
 C
 column_name( )
 ,
 ,
 QUALIFY search_condition
 ORDER BY
 ,
 DESC
 ASC
 column_name_alias
 column_position
 column_name
 expression
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 where:
 SELECT
 FROM query_name
 query_name LEFT JOIN ONjoined_table search_condition
 OUTERjoin_table_name
 correlation_name
 expression
 table_name.*
 expression_alias_name
 SEL
 AS
 A,*
 ,
 A
 B
 B
 Recursive Statement
 1101B292
 AS
 1
 1
 1
 table_namecorrelation_name
 AS
 query_nameRIGHT JOINjoin_table_name
 OUTER joined_table
 query_name INNER JOIN joined_table
 join_table_name INNER JOIN query_name
 WHERE
 ImplicitJoin
 ExplicitJoin
 search_condition
 Syntax Element … Specifies …
 Non-Recursive FormThe non-recursive WITH clause is similar to a derived table. Non-recursive WITH defines a named query from which the SELECT statement can select data.
 query_name the name of the non-recursive query.
 column_name the name of a column in the named query definition.
 select_expression a non-recursive SELECT statement that retrieves the row data to store in the named query.
 Recursive FormThe WITH RECURSIVE clause defines a named query that can refer to itself in the query definition and in the SELECT statement that the WITH RECURSIVE clause precedes. The named query definition consists of at least one non-recursive, or seed, statement and at least one recursive statement.
 query_name the name of the recursive query.
 column_name the name of a column in the named query definition.
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 UNION ALL the operator that adds results of iterative operations to the named query.
 Because UNION ALL permits duplicate rows, it is not a true relational operator.
 Seed StatementThe seed statement is a non-recursive SELECT statement that retrieves row data from other tables to store in the named query.
 DISTINCT that only one row is to be returned from any set of duplicates that might result from a given expression list.
 Two rows are considered duplicates only if each value in one is equal to the corresponding value in the other.
 ALL that all rows, including duplicates, are to be returned in the results of the expression list. This is the default value.
 * that all columns of all tables referenced in the FROM clause of the seed statement be returned.
 When qualified by table_name, specifies that all columns of table_name only are to be returned.
 expression any valid SQL expression.
 AS an optional introduction to expression_alias_name.
 expression_alias_name an alias for the expression.
 table_name the name of a table, derived table, or view.
 table_name.* in the SELECT list can define the table from which rows are to be returned when two or more tables are referenced in the FROM clause.
 FROM an introduction to the names of one or more tables, views, or derived tables from which expression is to be derived.
 The FROM clause in a seed statement cannot specify the TABLE option.
 Single TableThis option allows the FROM clause of the seed statement to specify single tables.
 A FROM clause can include a sequence of single table references, which creates an implicit inner join.
 A FROM clause in a seed statement cannot specify the name of the WITH RECURSIVE query.
 table_name the name of a single table, derived table, or view referred to in the FROM clause.
 AS an optional introduction to correlation_name.
 correlation_name an alias for the table referenced in the FROM clause.
 Syntax Element … Specifies …
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 Joined TablesOptions for joined tables allow the FROM clause of the seed statement to specify that multiple tables be joined in explicit ways, as described below.
 join_table_name the name of a joined table.
 INNER a join in which qualifying rows from one table are combined with qualifying rows from another table according to some join condition.
 Inner join is the default join type.
 OUTER a join in which qualifying rows from one table that do not have matches in the other table are included in the join result.
 The rows from the first table are extended with nulls.
 LEFT OUTER an outer join with the table that was listed first in the FROM clause.
 In a LEFT OUTER JOIN, the rows from the left table that are not returned in the result of the inner join of the two tables are returned in the outer join result and extended with nulls.
 RIGHT OUTER an outer join with the table that was listed second in the FROM clause.
 In a RIGHT OUTER JOIN, the rows from the right table that are not returned in the result of the inner join of the two tables are returned in the outer join result and extended with nulls.
 FULL OUTER that rows be returned from both tables.
 In a FULL OUTER JOIN, rows from both tables that have not been returned in the result of the inner join will be returned in the outer join result and extended with nulls.
 JOIN an introduction to the name of the second table to participate in the join.
 joined_table the name of the joined table.
 ON search_condition one or more conditional expressions that must be satisfied by the result rows.
 An ON condition clause is required if the FROM clause specifies an outer join.
 CROSS JOIN an unconstrained or Cartesian join; it returns all rows from all tables specified in the FROM clause.
 Derived TablesThe derived table option allows the FROM clause of a seed statement to specify a spool file made up of selected data from an underlying table set. The derived table acts like a viewed table.
 (subquery) nested SELECT statements.
 SELECT AND CONSUME statements cannot appear in a subquery.
 AS an optional introduction to derived_table_name.
 derived_table_name the name of the derived table.
 Syntax Element … Specifies …
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 column_name the column name. The column_name field is for the column name only. Do not use forms such as Tablename.Columnname or Databasename.Tablename.Columnname.
 WHERE an introduction to the search condition in the seed statement.
 search_condition a conditional search expression that must be satisfied by the row or rows returned by the seed statement.
 GROUP BY an introduction to the specification of how to group result rows.
 ordinary_grouping_set a column expression by which the rows returned by the seed statement are grouped.
 empty_grouping_set a contiguous LEFT PARENTHESIS, RIGHT PARENTHESIS pair with no argument. This syntax is used to request a grand total of the computed group totals.
 rollup_list a ROLLUP expression that reports result rows in a single dimension with one or more levels of detail.
 cube_list a CUBE expression that reports result rows in multiple dimensions with one or more levels of detail.
 grouping_sets_specification a GROUPING SETS expression that reports result rows in one of two ways:
 • As a single dimension, but without a full ROLLUP.
 • As multiple dimensions, but without a full CUBE.
 HAVING an introduction to the conditional clause in the SELECT statement.
 conditional_expression one or more conditional expressions that must be satisfied by the result rows. Aggregate operators can be used with HAVING.
 HAVING filters rows from a single group defined in the select expression list that has only aggregate results, or filters rows from the group or groups defined in a GROUP BY clause.
 QUALIFY an introduction to a conditional clause that, similar to HAVING, further filters rows from a WHERE clause. The major difference between QUALIFY and HAVING is that with QUALIFY the filtering is based on the result of performing various ordered analytical functions on the data.
 search_condition one or more conditional expressions that must be satisfied by the result rows. You can use ordered analytical functions with QUALIFY.
 ORDER BY the order in which result rows are to be sorted.
 expression an expression in the SELECT expression list of the seed statement, either by name or by means of a constant that specifies the numeric position of the expression in the expression list.
 column_name the names of columns used in the ORDER BY clause in the SELECT statement. These can be ascending or descending.
 Syntax Element … Specifies …
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 column_name_alias a column name alias specified in the select expression list of the query for the column on which the result rows are to be sorted.
 If you specify a column_name_alias to sort by, then that alias cannot match the name of any column that is defined in the table definition for any table referenced in the FROM clause of the query whether that column is specified in the select list or not. This does not work because the system always references the underlying physical column having the name rather than the column that you attempt to reference using that same name as its alias.
 If you attempt to specify such a column_name_alias, the system aborts the request and returns an error to the requestor.
 The workaround for this is to specify the sort column by its column_position value within the select list for the query. See “column_position” on page 152.
 column_position the numeric position of the columns specified by the ORDER BY clause. These can be ascending or descending.
 ASCDESC
 either an ascending or a descending sort order.
 ASC specifies ascending order; DESC specifies descending order. The default order is ASC.
 If a sort option is not specified, result values are sorted in ascending order according to the client system collating sequence.
 If ORDER BY is not specified, rows are returned unsorted.
 Recursive StatementThe recursive statement is a SELECT statement that retrieves row data from a join of the named query and other tables.
 * that all columns of all tables referenced in the FROM clause of the recursive statement be returned.
 When qualified by table_name, specifies that all columns of table_name only are to be returned.
 expression any valid SQL expression, with the following exceptions:
 • Aggregate functions
 • Ordered analytical functions
 AS an optional introduction to expression_alias_name.
 expression_alias_name an alias for the expression.
 table_name the name of the named query or the name of a table or view.
 table_name.* in the SELECT list can define the table from which rows are to be returned when two or more tables are referenced in the FROM clause.
 Syntax Element … Specifies …
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 FROM an introduction to the named query and one or more tables or views from which expression is to be derived.
 The FROM clause in a recursive statement cannot specify the TABLE option.
 Implicit JoinThis option allows the FROM clause of the recursive statement to specify the name of the WITH RECURSIVE query and one or more single table references, creating an implicit inner join.
 query_name the named query referred to in the FROM clause.
 AS an optional introduction to correlation_name.
 correlation_name an alias for the query name referenced in the FROM clause.
 table_name the name of a single table or view referred to in the FROM clause.
 AS an optional introduction to correlation_name.
 correlation_name an alias for the table name referenced in the FROM clause.
 Explicit JoinOptions for joined tables allow the FROM clause of the seed statement to specify that multiple tables be joined in explicit ways, described as follows.
 join_table_name the name of a joined table.
 INNER a join in which qualifying rows from one table are combined with qualifying rows from another table according to some join condition.
 Inner join is the default join type.
 OUTER a join in which qualifying rows from one table that do not have matches in the other table are included in the join result.
 The rows from the first table are extended with nulls.
 LEFT OUTER an outer join with the table that was listed first in the FROM clause.
 In a LEFT OUTER JOIN, the rows from the left table that are not returned in the result of the inner join of the two tables are returned in the outer join result and extended with nulls.
 RIGHT OUTER an outer join with the table that was listed second in the FROM clause.
 In a RIGHT OUTER JOIN, the rows from the right table that are not returned in the result of the inner join of the two tables are returned in the outer join result and extended with nulls.
 FULL OUTER that rows be returned from both tables.
 In a FULL OUTER JOIN, rows from both tables that have not been returned in the result of the inner join will be returned in the outer join result and extended with nulls.
 JOIN an introduction to the name of the second table to participate in the join.
 Syntax Element … Specifies …
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 ANSI Compliance
 The WITH RECURSIVE clause is ANSI SQL-2003 compliant.
 How Nonrecursive WITH Works
 The nonrecursive WITH clause is similar to a derived table. A derived table defines a temporary named result set from which the query can select data. Similarly, non-recursive WITH defines a temporary named result set from which the SELECT statement can select data.
 Consider the following table definitions:
 CREATE TABLE product (product_id INTEGER,on_hand INTEGER);
 CREATE TABLE stocked (store_id INTEGER,product_id INTEGER,quantity INTEGER);
 The following request uses a nonrecursive WITH clause to define a temporary named result set called orderable_items that is built from the select expression that follows the AS keyword:
 WITH orderable_items (product_id, quantity) AS( SELECT stocked.product_id, stocked.quantity
 FROM stocked, productWHERE stocked.product_id = product.product_idAND product.on_hand > 5
 )SELECT product_id, quantityFROM orderable_itemsWHERE quantity < 10;
 joined_table the name of the joined table.
 ON search_condition one or more conditional expressions that must be satisfied by the result rows.
 An ON condition clause is required if the FROM clause specifies an outer join.
 WHERE an introduction to the search condition in the recursive statement.
 search_condition a conditional search expression that must be satisfied by the row or rows returned by the recursive statement.
 Syntax Element … Specifies …

Page 60
                        

Chapter 1: The SELECT StatementWITH RECURSIVE Clause
 60 SQL Reference: Data Manipulation Statements
 The same results are produced by the following statement using a derived table:
 SELECT product_id, quantityFROM (SELECT stocked.product_id, stocked.quantity
 FROM stocked, productWHERE stocked.product_id = product.product_idAND product.on_hand > 5) AS orderable_items
 WHERE quantity < 10;
 How WITH RECURSIVE Works
 The WITH RECURSIVE clause provides a way to iteratively query hierarchies of data, such as an organizational structure, bill-of-materials, and document hierarchy.
 WITH RECURSIVE has three execution phases:
 1 Create an initial result set.
 2 Recursion based on the existing result set.
 3 Final query to return the final result set.
 Consider the following employee table:
 CREATE TABLE employee (employee_number INTEGER,manager_employee_number INTEGER,last_name CHARACTER(20),first_name VARCHAR(30));
 The table represents an organizational structure containing a hierarchy of employee-manager data.
 Hierarchically, the employee table looks like this:
 1101A285
 employee # = 801manager employee # = NULL
 employee # = 1003manager employee # = 801
 employee # = 1010manager employee # = 1003
 employee # = 1012manager employee # = 1004
 employee # = 1002manager employee # = 1004
 employee # = 1015manager employee # = 1004
 employee # = 1001manager employee # = 1003
 employee # = 1004manager employee # = 1003
 employee # = 1008manager employee # = 1019
 employee # = 1006manager employee # = 1019
 employee # = 1014manager employee # = 1019
 employee # = 1011manager employee # = 1019
 employee # = 1019manager employee # = 801
 employee # = 1016manager employee # = 801

Page 61
                        

Chapter 1: The SELECT StatementWITH RECURSIVE Clause
 SQL Reference: Data Manipulation Statements 61
 The following recursive query retrieves the employee numbers of all employees who directly or indirectly report to the manager with employee_number 801:
 WITH RECURSIVE temp_table (employee_number) AS (SELECT root.employee_numberFROM employee rootWHERE root.manager_employee_number = 801UNION ALL SELECT indirect.employee_numberFROM temp_table direct, employee indirectWHERE direct.employee_number = indirect.manager_employee_number)SELECT * FROM temp_table ORDER BY employee_number;
 In the example, temp_table is a temporary named result set that can be referred to in the FROM clause of the recursive statement.
 The initial result set is established in temp_table by the non-recursive, or seed, statement and contains the employees that report directly to the manager with an employee_number of 801:
 SELECT root.employee_numberFROM employee rootWHERE root.manager_employee_number = 801
 The recursion takes place by joining each employee in temp_table with employees who report to the employees in temp_table. The UNION ALL adds the results to temp_table.
 SELECT indirect.employee_numberFROM temp_table direct, employee indirectWHERE direct.employee_number = indirect.manager_employee_number
 Recursion stops when no new rows are added to temp_table.
 The final query is not part of the recursive WITH clause and extracts the employee information from temp_table:
 SELECT * FROM temp_table ORDER BY employee_number;
 The results of the recursive query are as follows:
 employee_number---------------
 1001100210031004100610081010101110121014101510161019
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 WITH RECURSIVE Without a Recursive Statement
 A WITH RECURSIVE clause that omits a recursive statement works like a nonrecursive WITH statement.
 The following statement produces the same results as the statement that uses a nonrecursive WITH clause in “How Nonrecursive WITH Works”:
 WITH RECURSIVE orderable_items (product_id, quantity) AS (SELECT stocked.product_id, stocked.quantity -- seed statementFROM stocked, productWHERE stocked.product_id = product.product_idAND product.on_hand > 5)SELECT product_id, quantityFROM orderable_itemsWHERE quantity < 10;
 Using a WITH Clause Result as Input to a Table Function in the FROM Clause
 You can specify the temporary result set created by a WITH clause subquery as input to a FROM clause table function. See “Example 2: WITH Clause Result Set Used as Input to a Table Function in the FROM Clause” on page 68.
 Depth Control to Avoid Infinite Recursion
 If the hierarchy is cyclic, or if the recursive statement specifies a bad join condition, a recursive query can produce a runaway request that never completes with a finite result.
 Consider the employee table in “How WITH RECURSIVE Works.”
 The following query specifies a bad join condition in the recursive statement:
 WITH RECURSIVE temp_table (employee_id, level) AS (SELECT root.employee_number, 0 AS level -- seed statementFROM employee rootWHERE root.employee_number = 1003UNION ALL SELECT direct.employee_id, direct.level + 1 -- recursive statementFROM temp_table direct, employee indirectWHERE indirect.employee_number IN (1003, 1004)) -- bad join cond.SELECT * FROM temp_table ORDER BY level;
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 The result is as follows:
 employee_id level----------- -----
 1003 01003 11003 11003 21003 21003 21003 21003 31003 31003 31003 31003 31003 31003 31003 3... ...
 and so on.
 The best practice is to control the depth of the recursion as follows:
 • Specify a depth control column in the column list of the WITH RECURSIVE clause.
 • Initialize the column value to 0 in the seed statements.
 • Increment the column value by 1 in the recursive statements.
 • Specify a limit for the value of the depth control column in the join condition of the recursive statements.
 The following example adds a join condition to the recursive statement in the previous query to limit the number of levels of recursion:
 WITH RECURSIVE temp_table (employee_id, level) AS (SELECT root.employee_number, 0 AS level -- seed statementFROM employee rootWHERE root.employee_number = 1003UNION ALL SELECT direct.employee_id, direct.level + 1 -- recursive statementFROM temp_table direct, employee indirectWHERE indirect.employee_number IN (1003, 1004) -- bad join cond.AND direct.level < 2 -- recursion limit
 )SELECT * FROM temp_table ORDER BY level;
 Note that the data type of the numeric literal that you specify for the initial value of the depth control column is the smallest data type that can contain the value.
 For example, in the preceding query, the data type of the numeric literal 0 is BYTEINT because it is the smallest type that can fit the value 0.
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 The data type of the initial value of the depth control column limits the number of levels of recursion to the maximum value that the data type can represent.
 For example, the maximum value of a BYTEINT is 127. If you need more than 127 levels of recursion, you must cast the numeric literal that you specify for the initial value of the depth control column to a larger type.
 WITH and WITH RECURSIVE Restrictions
 The only set operator that can appear within a WITH RECURSIVE clause is UNION ALL.1 The following set operators cannot appear within a WITH RECURSIVE clause:
 • UNION
 • INTERSECTINTERSECT ALL
 • EXCEPTEXCEPT ALL
 • MINUSMINUS ALL
 The following elements cannot appear within a WITH or WITH RECURSIVE clause:
 • WITH or WITH RECURSIVE clause
 • TOP n operator
 • User-defined functions
 • Columns with a UDT data type
 The following elements cannot appear within a recursive statement in a WITH RECURSIVE clause:
 • NOT IN or NOT EXISTS logical predicate
 • Aggregate functions
 • Ordered analytical functions
 • GROUP BY clause
 • HAVING clause
 • DISTINCT clause
 • Subqueries
 • Derived tables
 1. Because UNION ALL permits duplicate rows, it is neither a true set operator nor a true relational operator because true mathematical sets do not permit duplicates.
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 SQL Objects That Cannot Specify WITH or WITH RECURSIVE
 WITH or WITH RECURSIVE cannot appear in any of the following definitions:
 • Views or recursive views
 • Triggers
 • Stored procedures
 • Derived tables
 Restrictions for Embedded SQL
 The Teradata Database does not support recursive queries for all forms of embedded SQL, as explained by the following list:
 • Static embedded SQL does not support recursion.
 • Dynamic embedded SQL does support recursion.
 The following cannot appear within a WITH or WITH RECURSIVE clause:
 • SELECT … INTO
 • DECLARE CURSOR
 Example 1: Multiple Seed and Recursive Statements
 This example demonstrates a recursive query that uses multiple seed and recursive statements.
 Consider the following two tables:
 CREATE TABLE planes (depart VARCHAR(40),arrive VARCHAR(40),carrier VARCHAR(40),cost DECIMAL(5,0));
 CREATE TABLE trains (depart VARCHAR(40),arrive VARCHAR(40),cost DECIMAL(5,0));
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 The data in the planes table is as follows:
 The data in the trains table is as follows:
 Depart Arrive Carrier Cost
 Paris New York AA 199
 Paris London AA 99
 London New York AA 199
 New York Mexico City UA 99
 Mexico City New York UA 99
 Paris Mexico City AF 299
 New York London AA 199
 New York Tokyo JAL 999
 Mexico City Tokyo JAL 999
 Tokyo New York JAL 999
 Depart Arrive Cost
 Paris London 99
 London Paris 99
 Paris Milan 199
 London Milan 199
 Milan Paris 199
 Milan Rome 49
 Rome Florence 49
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 The following query uses two seed statements (s1 and s2) and two recursive statements (r1 and r2) to return all cities reachable from Paris by train or plane:
 WITH RECURSIVE temp_table (depart, arrive, carrier, depth) AS (SELECT p_root.depart, p_root.arrive, p_root.carrier, 0 AS depth -- s1FROM planes p_rootWHERE p_root.depart = 'Paris'UNION ALLSELECT t_root.depart, t_root.arrive, 'EuroRail', 0 AS depth -- s2FROM trains t_rootWHERE t_root.depart = 'Paris'UNION ALLSELECT direct.depart, indirect.arrive, indirect.carrier, direct.depth+1 -- r1FROM temp_table direct, planes indirectWHERE direct.arrive = indirect.departAND indirect.arrive <> 'Paris'AND direct.depth <= 4UNION ALLSELECT direct.depart, indirect.arrive, 'EuroRail', direct.depth+1 -- r2FROM temp_table direct, trains indirectWHERE direct.arrive = indirect.departAND indirect.arrive <> 'Paris'AND direct.depth <= 4)SELECT DISTINCT arrive (TITLE 'Destinations Reachable From Paris')FROM temp_table;
 The results of this recursive query are as follows:
 Destinations Reachable From Paris----------------------------------------FlorenceLondonMexico CityMilanNew YorkRomeTokyo
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 Example 2: WITH Clause Result Set Used as Input to a Table Function in the FROM Clause
 Suppose you have created the following tables and table function:
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER);
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER);
 REPLACE FUNCTION add2int (a INTEGER, b INTEGER)
 RETURNS TABLE (addend1 INTEGER,addend2 INTEGER, mysum INTEGER)
 SPECIFIC add2int LANGUAGE C NO SQL PARAMETER STYLE SQL NOT DETERMINISTIC CALLED ON NULL INPUT EXTERNAL NAME 'CS!add3int!add2int.c';
 You can then use the temporary result set derived from the subquery in the WITH clause as input to table function add2int in the FROM clause:
 WITH dt(a,b) AS (SELECT a1, b1 FROM t1)
 SELECT addend1, addend2, mysum FROM dt, TABLE (add2int(dt.a, dt.b)) AS tf ORDER BY 1,2,3;
 Related Topics
 FOR more information on … SEE …
 an overview of recursive queries “Recursive Queries” in SQL Reference: Fundamentals.
 recursive views “CREATE RECURSIVE VIEW” in SQL Reference: Data Definition Statements.
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 DISTINCT, ALL, and .ALL Options
 PurposeSpecifies whether duplicate values are to be returned when an expression is processed.
 For structured UDTs, specifies whether the attribute values for a specified table or column name are to be returned.
 Syntax
 where:
 ANSI Compliance
 DISTINCT and ALL are ANSI SQL-2003-compliant.
 .ALL is a Teradata extension to the ANSI SQL standard.
 Syntax Element … Specifies …
 DISTINCT only one row is to be returned from any set of duplicates that might result from a given expression list.
 Two rows are considered duplicates only if each value in one is equal to the corresponding value in the other.
 ALL all rows, including duplicates, are to be returned in the results of the expression list.
 This is the default value.
 table_name the name of a table for which all the attributes of all its structured UDT columns are to be returned.
 column_name the name of a structured UDT column for which all its attributes are to be returned.
 .ALL a keyword that signifies that all attributes for either the specified UDT column or all the structured UDT columns in the specified table are to be returned.
 1101A357
 ALLDISTINCT
 table_name.
 column_name
 .ALL*
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 DISTINCT Operator and UDTs
 If you specify the DISTINCT operator and the SELECT column list contains a UDT column, the system applies the ordering functionality of that UDT to achieve distinctness.
 Caution: Depending on the ordering definition, the same query can return different results, similar to how the results of performing case-insensitive DISTINCT processing on character strings can vary. Issuing such a query twice can return different results.
 For a UDT example, consider a structured UDT named CircleUdt composed of the following attributes:
 • x INTEGER
 • y INTEGER
 • r INTEGER
 Suppose that the external type for CircleUdt is a character string containing the ASCII form of the x, y, and r components. The ordering functionality is defined to map and compare the r components of two instance of CircleUdt.
 Thus the following circles are considered to be equal because their r values are both 9:
 • NEW CircleUdt('1,1,9'), where x=1, y=1, and r=9
 • NEW CircleUdt('6,10,9')
 The system sometimes returns the '1,1,9' result and at other times returns the '6,10,9' result as part of the DISTINCT result set.
 DISTINCT and Large Objects
 You cannot include LOB columns in the select column list of a SELECT statement if you also specify DISTINCT.
 You can specify LOB columns with DISTINCT if you CAST them to an appropriate data type, as documented in the following table:
 DISTINCT and the WITH Clause
 You cannot specify a WITH clause in a SELECT statement if you also specify DISTINCT.
 DISTINCT and the TOP n Operator
 A SELECT statement that specifies the TOP n operator cannot also specify DISTINCT.
 IF the LOB column has this data type … THEN you can reference it with DISTINCT if you CAST it to this data type …
 BLOB • BYTE
 • VARBYTE
 CLOB • CHARACTER
 • VARCHAR
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 DISTINCT and Recursive Queries
 DISTINCT cannot appear in a recursive statement of a recursive query. However, you can specify DISTINCT within a nonrecursive seed statement in a recursive query.
 Reason for Unexpected Row Length Errors: Sorting Rows Before Eliminating Duplicates
 Before performing the sort operation required to eliminate duplicates, the system creates a sort key and appends it to the rows to be sorted. If the length of this temporary data structure exceeds the system limit of 64K bytes, the operation fails and returns an error to the requestor. Depending on the situation, the message text is one of the following:
 • A data row is too long.
 • Maximum row length exceeded in database_object_name.
 For explanations of these messages, see Messages.
 The BYNET only looks at the first 4096 bytes of the sort key created to sort the specified fields, so if the field the sort key is based on is greater than 4096 bytes, the key is truncated and rows in the set can either be identified as duplicates when they are not or identified as unique when they are duplicates.
 .ALL Option and Structured UDTs
 If an attribute of a UDT is a structured UDT, then its values of its individual attributes are also returned by the .ALL option.
 If you specify either of the following syntaxes, but there is no structured data type column in the specified table set, then the specifications are disregarded:
 • *.ALL
 • table_name.*.ALL
 If you specify the following syntax, but the specified column does not have a structured UDT type, the specification is disregarded:
 column_name.ALL
 See “Example 5: Using *.ALL To Retrieve All Table Columns, Expanding The Structured Types” on page 74 through “Example 8: Selecting The Information For One Student Only From A UDT” on page 75.
 Example 1
 The following request returns the number of unique job titles.
 SELECT COUNT(DISTINCT JobTitle) FROM …
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 Example 2: Using DISTINCT With Aggregates
 The following request uses the DISTINCT option to eliminate duplicate values before applying SUM and AVG aggregate operators, respectively, to column x:
 SELECT SUM(DISTINCT x), AVG(DISTINCT x) FROM test_table;
 You can only perform DISTINCT aggregate operations at the first, or highest level of aggregation if you specify subqueries.
 Note that the result data type for a SUM operation on a DECIMAL(m,n) column is DECIMAL(p,n), as described by the following table:
 Example 3
 Use the following request to list unique department numbers in the employee table:
 SELECT DISTINCT deptno FROM employee;
 The result returned is:
 DeptNo ------
 100 300 500 600 700
 IF DBSControl field MaxDecimal is set to … AND … THEN p is …
 • 0
 • 15
 m ≤ 15 15
 15 < m ≤ 18 18
 m > 18 38
 18 m ≤ 18 18
 m > 18 38
 31 m ≤ 31 31
 m > 31 38
 38 m = any value 38
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 Example 4: Using ALL
 In contrast to “Example 3” on page 72, the following request returns the department number for every employee:
 SELECT ALL deptno FROM employee;
 ALL is the default option, except in query expressions using set operators, where ALL is an option, but not the default. See SQL Reference: Functions and Operators.
 UDT And Table Definitions For the Example Sets
 The following UDT and table definitions support the example sets for *.ALL:
 Suppose you have the following UDT and table definitions:
 CREATE TYPE school_record AS (school_name VARCHAR(20),GPA FLOAT)
 INSTANTIABLE…
 CREATE TYPE college_record AS (school school_record,major VARCHAR(20),minor VARCHAR(20))
 INSTANTIABLE…
 CREATE TABLE student_record (student_id INTEGER,Last_name VARCHAR(20),First_name VARCHAR(20),high_school school_record,college college_record);
 The following example set pairs are equivalent SELECT statements with respect to the response sets they return. Their only difference is that one statement in every set uses the *.ALL notation and the other does not.
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 Example 5: Using *.ALL To Retrieve All Table Columns, Expanding The Structured Types
 The following SELECT statement uses *.ALL to retrieve all columns of the table student_record where the structured type columns high_school and college are expanded:
 SELECT *.ALLFROM student_record;
 The following equivalent SELECT statement does not use the *.ALL notation:
 SELECT student_id,last_name,first_name,high_school.school_name(),high_school.GPA(),college.school().school_name(),college.school().GPA(),college.major(),college.minor()
 FROM student_record;
 Example 6: Using *.ALL To Retrieve The Expanded Structured Type For One UDT Column
 The following SELECT request uses *.ALL to retrieve all columns of the table student_record where the structured type columns high_school and college are expanded:
 SELECT student_record.*.ALL;
 The following equivalent SELECT request does not use the *.ALL notation:
 SELECT student_record.student_id,student_record.Last_name,student_record.First_name,student_record.high_school.school_name(),student_record.high_school.GPA(),student_record.college.school().school_name(),student_record.college.school().GPA(),student_record.college.major(),student_record.college.minor();
 Example 7: Using *.ALL To Retrieve The Expanded Structured Type For Two UDT Columns
 The following SELECT request retrieves high school names and grade point averages of all students:
 SELECT high_school.ALLFROM student_record;
 The following equivalent SELECT statement does not use the .ALL notation:
 SELECT high_school.school_name(),high_school.GPA()
 FROM student_record;

Page 75
                        

Chapter 1: The SELECT StatementDISTINCT, ALL, and .ALL Options
 SQL Reference: Data Manipulation Statements 75
 Example 8: Selecting The Information For One Student Only From A UDT
 The following SELECT request retrieves college name, GPA, major, and minor of student 'Steven Smith':
 SELECT s.college.ALLFROM student_record sWHERE s.student.First_name() = 'Steven'AND s.student.Last_name() = 'Smith';
 The following equivalent SELECT request does not use the .ALL notation:
 SELECT s.college.school().school_name(),s.college.school().GPA(),s.college.major(),s.college.minor()
 FROM student_record sWHERE s.student.First_name() = 'Steven'AND s.student.Last_name() = 'Smith';
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 TOP n Operator
 PurposeSpecifies that a specific number of rows or a specific percentage of rows are to be returned from the query result set.
 Syntax
 where:
 ANSI Compliance
 TOP n is a Teradata extension to the ANSI SQL-2003 standard.
 Syntax element … Specifies …
 integer a non-zero, positive integer literal indicating the number of rows to return.
 If the PERCENT option is specified, the system returns integer% of the rows in the query result set, where 100 ≥ integer > 0.
 decimal a non-zero, positive decimal literal indicating the number of rows to return. The value of decimal must not exceed the maximum decimal value.
 If the PERCENT option is specified, the system returns decimal% of the rows in the query result set, where 100 ≥ decimal > 0.
 If the PERCENT option is not specified, decimal cannot include a decimal point.
 PERCENT that the integer or decimal value indicates a percentage of the rows to return.
 The number of rows returned is (n/100 * result set row count), where n is the integer or decimal value. If the number is not an integer, and the fractional part of the number ≥ 0.000000000000001, the next highest integer is used. For fractions < 0.000000000000001, the number is truncated.
 WITH TIES that in addition to returning the specified number or percentage of rows in the ordered set produced by the ORDER BY clause, the query should return any rows where the sort value is the same as the sort value in the last row that satisfies the specified number or percentage of rows.
 The WITH TIES option only applies to a SELECT statement that also specifies an ORDER BY clause.
 TOP
 PERCENT
 integer
 decimal
 1101A231
 WITH TIES

Page 77
                        

Chapter 1: The SELECT StatementTOP n Operator
 SQL Reference: Data Manipulation Statements 77
 About TOP n
 Use the TOP n operator to obtain a portion of the data in the query result set. For example, the following query obtains 10 rows from the orders table:
 SELECT TOP 10 * FROM orders;
 To obtain a portion of the data from an ordered set, use the TOP option with the ORDER BY clause. For example, the following query obtains the last five orders shipped:
 SELECT TOP 5 * FROM orders ORDER BY ship_date DESC;
 If the TOP n operator specifies a number greater than the number of rows in the query result set, then the query returns the rows in the query result set without producing an error.
 Restrictions
 You cannot specify the TOP n operator in any of the following SQL statements or statement components:
 • Correlated subquery
 • Subquery in a search condition
 • CREATE JOIN INDEX statement
 • CREATE HASH INDEX statement
 • Seed statement or recursive statement in a CREATE RECURSIVE VIEW statement or WITH RECURSIVE clause
 The following options cannot appear in a SELECT statement that specifies the TOP n operator:
 • DISTINCT option
 • QUALIFY clause
 • SAMPLE clause
 • WITH clause
 Note: This is the WITH clause for specifying summary lines and breaks.
 The nonrecursive WITH clause that can precede the SELECT keyword can appear in a SELECT statement that also specifies the TOP n operator.
 • ORDER BY clause where the sort expression is an ordered analytical function
 • Sub-selects of set operations
 Evaluation Order
 The system evaluates the TOP n operator after all other clauses in the SELECT statement have been evaluated.
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 TOP n Operator Replaces QUALIFY RANK and QUALIFY ROW_NUMBER
 The QUALIFY clause with the RANK or ROW_NUMBER ordered analytical functions returns the same results as the TOP n operator.
 For example, the following two requests have the same semantics:
 SELECT TOP 10 * FROM sales ORDER BY county;
 SELECT * FROM sales QUALIFY ROW_NUMBER() OVER (ORDER BY COUNTY) <= 10;
 Similarly, the following two requests have the same semantics:
 SELECT TOP 10 WITH TIES * FROM sales ORDER BY county;
 SELECT * FROM sales QUALIFY RANK() OVER (ORDER BY county) <= 10;
 For best performance, use the TOP option instead of the QUALIFY clause with RANK or ROW_NUMBER. In best-case scenarios, the TOP option provides better performance; in worst-case scenarios, the TOP option provides equivalent performance.
 Example
 Consider the following data in the orders table:
 SELECT * FROM orders;
 order_date customer product quantity---------- ------------ ------------ -----------
 04/05/10 Bestway JR-0101 1004/04/28 Bestway SW-0022 2504/05/10 Bestway QR-7737 1004/04/28 Samstone JR-0101 3504/05/10 Bestway SW-0023 1004/04/28 Samstone KB-6883 2004/05/10 Finelity JR-0101 1204/04/28 Samstone SW-0023 1204/05/10 Finelity SW-0021 2404/05/10 Finelity KB-8883 24
 The following request selects the top three orders with the largest quantities:
 SELECT TOP 3 * FROM orders ORDER BY quantity DESC;
 order_date customer product quantity---------- ------------ ------------ -----------
 04/04/28 Samstone JR-0101 3504/04/28 Bestway SW-0022 2504/05/10 Finelity SW-0021 24
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 To include any orders with the same quantity as the third-largest, use the WITH TIES option:
 SELECT TOP 3 WITH TIES *FROM ordersORDER BY quantity DESC;
 order_date customer product quantity---------- ------------ ------------ -----------
 04/04/28 Samstone JR-0101 3504/04/28 Bestway SW-0022 2504/05/10 Finelity SW-0021 2404/05/10 Finelity KB-8883 24
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 FROM Clause
 PurposeDefines either of the following things:
 • The set of base tables, global temporary tables, volatile tables, derived tables, views, or table functions that are referenced by the SELECT operation.
 • A temporary correlation name for a base table, global temporary table, volatile table, derived table, or view for a self-join.
 Syntax
 1101B235
 FROM table_name
 correlation_nameAS
 joined_table JOIN joined_table ON search_conditionINNERLEFT
 RIGHTFULL
 OUTER
 CROSS JOIN single_table
 ( subquery ) derived_table_nameAS ,
 ,
 DerivedTables
 JoinedTables
 SingleTables
 ( )column_name
 derived_table_nameAS ,
 ( )column_name
 ,
 ( )column_name
 table_namedatabase_name.
 data type
 TABLE
 RETURNS
 )( (function_name,
 TableFunctionDerivedTables
 expression
 A
 ) BA
 B
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 where:
 Syntax Element … Specifies …
 Single TablesA FROM clause can include a sequence of single table references.
 This action creates an implicit inner join, which is to be distinguished from explicit joins where the keyword JOIN is part of the syntax.
 table_name the name of a base table, global temporary table, volatile table, derived table or view. If database is omitted, the system infers it from context.
 AS correlation_name an alias for the table that is referenced by table_name.
 correlation_name is required for a self-join.
 ANSI SQL refers to table aliases as correlation names. They are also referred to as range variables.
 The use of AS introducing correlation_name is optional.
 Joined TablesOptions for joined tables allows the FROM clause to specify multiple tables joined in explicit ways, as described below.
 joined_table either a single table name with optional alias name, or a joined table, indicating nested joins.
 INNER a join in which qualifying rows from one table are combined with qualifying rows from another table according to some join condition. This is the default join type.
 OUTER a join in which qualifying rows from one table that do not have matches in the other table, are included in the join result along with the matching rows from the inner join. The rows from the first table are extended with nulls.
 LEFT OUTER JOIN a left outer join.
 LEFT indicates the table that was listed first in the FROM clause.
 In a LEFT OUTER JOIN, matching rows as well as the rows from the left table that are not returned in the result of the inner join of the two tables, are returned in the outer join result and extended with nulls.
 RIGHT OUTER JOIN a right outer join.
 RIGHT indicates the table that was listed second in the FROM clause.
 In a RIGHT OUTER JOIN, matching rows as well as the rows from the right table that are not returned in the result of the inner join of the two tables, are returned in the outer join result and extended with nulls.
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 FULL OUTER JOIN a full outer join.
 FULL OUTER JOIN returns rows from both tables.
 In a FULL OUTER JOIN, matching rows as well as rows from both tables that have not been returned in the result of the inner join, are returned in the outer join result and extended with nulls.
 CROSS JOIN a cross join.
 A CROSS JOIN is an unconstrained, or extended, Cartesian join.
 Cross joins return the concatenation of all rows from the tables specified in its arguments. Two joined tables can be cross joined.
 single_table the name of a single base or derived table or view on a single table to be cross joined with joined_table.
 ON search_condition one or more conditional expressions that must be satisfied by the result rows.
 An ON condition clause is required for each INNER JOIN or OUTER JOIN specified in an outer join expression.
 Derived TablesThe derived table allows the FROM clause to specify selected data from an underlying table set. The derived table acts like a viewed table.
 subquery the subquery that defines the derived table contents.
 The subquery cannot specify SELECT AND CONSUME statements.
 AS derived_table_name an assigned name for the temporary derived table.
 AS is an introductory optional keyword for derived table.
 column_name a list of column names or expressions listed in the subquery. Allows referencing subquery columns by name.
 Table Function-Derived TablesUse the TABLE option with the FROM clause to invoke a table user-defined function that returns row results as a derived table.
 The TABLE option can only be specified once in a FROM clause.
 The TABLE option cannot be specified in a FROM clause that also specifies the JOIN option.
 function_name the name of the table user-defined function.
 expression any valid SQL expression.
 RETURNS database_name.table_name
 the name of the table and its containing database, if different from the current database, into which the rows processed by the dynamic result row table function are to be inserted.
 Syntax Element … Specifies …
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 ANSI Compliance
 The FROM clause is partially ANSI SQL-2003-compliant.
 ANSI SQL also requires that all fields referenced in an outer query be in tables listed in the FROM clause.
 When Fully Qualified Names Are Required
 If the FROM clause refers to a table or view name that is duplicated in other, non-default, databases referenced in the query, you must use the fully qualified form of the name, for example:
 databasename.tablename
 If a column reference is made from an inner query to an outer query, then it must be fully qualified with the appropriate table name from the FROM clause of the outer query.
 FROM Clause Required for Subqueries
 Any subquery must contain a FROM clause, and every field referenced in the SELECT statement must be in a table referenced either in the FROM clause for the subquery or some FROM clause in an outer query containing the subquery.
 RETURNS column_name data_type
 the name and data type of one or more columns to be assigned to the row fields returned by a dynamic result row table function.
 You cannot use the BLOB AS LOCATOR or CLOB AS LOCATOR forms to specify columns that have a BLOB or CLOB data type.
 See “CREATE FUNCTION (Table Form)” in SQL Reference: Data Definition Statements for details.
 AS derived_table_name the name of a temporary derived table that other clauses in the SELECT statement can reference.
 AS is an introductory optional keyword for derived table.
 column_name an optional list of column names that other clauses in the SELECT statement can reference.
 If specified, the number of names in the list must match the number of columns in the RETURNS TABLE clause of the CREATE FUNCTION statement that installed the function_name table function on the server. The alternate names list corresponds positionally to the corresponding column names in the RETURNS TABLE clause.
 If omitted, the names are the same as the column names in the RETURNS TABLE clause of the CREATE FUNCTION statement that installed the function_name table function on the server.
 Syntax Element … Specifies …
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 Self-Joins
 During a self-join operation, related data selected from different rows of the same table is combined and returned as one row. The temporary table names that are defined using the FROM clause qualify different references to the same table columns.
 For more information about self-joins, see “Self-Join” on page 179.
 FROM Clause Using Both a Permanent Table Name and a Correlation Name
 When a FROM clause references both a permanent table name and a correlation name, a self-join can be performed depending on how the column references are qualified.
 For a successful self-join operation, column references must be fully qualified (that is, specified in the form tablename.columname) and the qualifiers should involve both the permanent and the correlation table names, as shown in the following example.
 Once a correlation name is declared, any subsequent reference to the base table name causes a new instance of the table to be used; the result of the SELECT can be a Cartesian self-join.
 In the following example, table_1 is given the alias T; the subsequent use of table_1 causes a Cartesian product to be performed.
 SELECT *FROM table_1 TWHERE table_1.column_1 = 2;
 The FROM clause is … In the main query of these SQL statements …
 not required • ABORT
 • DELETE
 • SELECT
 • UPDATE
 optional • ABORT
 • SELECT
 • UPDAT
 optional depending on the syntax used DELETE
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 How Column References Affect Self-Joins
 The effect of column references on self-join processing is as follows (These rules apply only to cases where a single aliasing FROM clause is supplied.):
 Example 1: Simple FROM Clause
 The following statement can be used to list employees who have more years of work experience than their department managers:
 SELECT workers.name, workers.yrsexp, workers.deptno, managers.name, managers.yrsexp
 FROM employee workers, employee managers WHERE managers.deptno = workers.deptno AND UPPER (managers.jobtitle) IN ('MANAGER' OR 'VICE PRES') AND workers.yrsexp > managers.yrsexp;
 The FROM clause in the preceding request allows the employee table to be treated as though it were two identical tables: one named workers and the other named managers.
 As in a normal join operation, the WHERE clause defines the conditions of the join, establishing deptno as the column whose values are common to both tables.
 The request is processed by first selecting managers rows that contain a value of either ‘MANAGER’ or ‘VICE PRES’ in the jobtitle field. These rows are then joined to the workers rows using a merge join operation with the following join condition:
 • A workers row must contain a deptno value that matches the deptno value in a managers row.
 • The matching workers row must also contain a yrsexp value that is greater than the yrsexp value in the managers row.
 IF this column reference … IS … THEN a self-join is …
 all unqualified (the preceding tablename or correlation name is omitted)
 not performed.
 qualified (but the qualifiers reference only the correlation name)
 some, but not all qualified and the qualifiers reference only the correlation name
 qualified and the qualifiers reference only the permanent table name
 moot because no assumptions can be made about the owner of the unqualified columns.
 This condition producers the following error message, where n is a number indicating the position of the statement in the request.
 *** Failure 3809 Column 'columnname' is ambiguous.
 Statement# n, Info = 0
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 The following result is returned:
 Example 2: FROM Clause OUTER Join
 The following example illustrates an outer join. In the example, the skills table lists various skills and the associated skill number, and the employee table lists employee numbers and skills.
 You could use the following query to determine which skill areas do not have assigned employees:
 SELECT skills.skillname, employee.empnoFROM skills LEFT OUTER JOIN employee ON skills.skillno = employee.skillno;
 Name YrsExp DeptNo Name YrsExp
 Greene W 15 100 Jones M 13
 Carter J 20 200 Watson L 8
 Aguilar J 11 600 Regan R 10
 Leidner P 13 300 Phan A 12
 Ressel S 25 300 Phan A 12
 Skills Employee
 SkillNo SkillName EmpNo SkillNo1 baker 6123 1
 2 doctor 6234 1
 3 farmer 6392 3
 4 lawyer 7281 5
 5 mason 7362 4
 6 tailor 6169 1
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 The following result is returned. Notice that nulls are displayed as a QUESTION MARK (?) character.
 In order to include all skills in the result, you must specify an OUTER JOIN. An implicit join like the following example that uses just the simple FROM clause does not return rows for nulls (that is, when there are no corresponding employees) and would not list doctor or tailor in the above result.
 …FROM employee, skills …
 Example 3: TABLE Option
 The following request inserts all of the rows that sales_retrieve table function produces into salestable:
 INSERT INTO salestable SELECT s.store, s.item, s.quantity FROM TABLE (sales_retrieve(9005)) AS s;
 SkillName EmpNobaker 6123
 baker 6234
 baker 6169
 doctor ?
 farmer 6392
 lawyer 7362
 mason 7281
 tailor ?
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 Derived Tables
 Introduction
 With respect to an SQL request, a table can be a base table, a derived table, a queue table, or a view. The semantics of derived tables are identical to those of views.
 A derived table is obtained from one or more other tables as the result of a subquery.
 ANSI Compliance
 Derived tables are ANSI SQL-2003-compliant.
 Uses for Derived Tables
 Derived tables can do all of the following things:
 • Avoid CREATE and DROP TABLE statements for storing retrieved information
 • Assist in coding more sophisticated, complex queries. See “Inner Joins” on page 173 and “Outer Joins” on page 180.
 The scope of a derived table is only visible to the level of the SELECT statement calling the subquery.
 Derived tables are one of the options in the FROM clause, and can also be used in the ABORT, ROLLBACK, and DELETE statements.
 Rules for Derived Tables
 Follow these rules when using derived tables:
 • The semantics of derived tables and views are identical.
 • A unique table name is required for the derived table.
 • You cannot specify any of the following SQL syntactical elements in a derived table:
 • Qualified column names are mandatory when you specify otherwise ambiguous column names in the select list used to build derived tables.
 This rule is parallel to, and consistent with, the rules for creating a view.
 • ORDER BY
 • WITH
 • WITH … BY
 • recursion
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 The following query fails because the columns specified in the select list of the subquery that builds the derived table are not qualified:
 SELECT *FROM (SELECT *
 FROM tab1 AS t1, tab2 AS t2WHERE t1.col2 = t2.col3) AS derived_table;
 *** Failure 3809 Column 'col1' is ambiguous.Statement# 1, Info =0*** Total elapsed time was 1 second.
 The query is correctly written as follows:
 SELECT *FROM (SELECT tab1.col1, tab1.col2, tab1.col3, tab1.col1,
 tab1.col2, tab1.col3FROM tab1 AS t1, tab1 AS t2WHERE t1.col2=t2.col3) AS derived_table;
 • The number of fields in the column name list, if specified, for the derived table must be the same as the number of fields in the select list of the derived table.
 Derived Tables and Multilevel Aggregates
 Aggregates are not allowed in a WHERE clause predicate; however, derived tables make such calculations easy to perform.
 The following example shows how derived tables facilitate this.
 SELECT name, salary, average_salary FROM (SELECT AVG(salary)
 FROM employee) AS workers (average_salary), employeeWHERE salary > average_salary ORDER BY salary DESC;
 The query returns the following answer set:
 In this example, the WHERE condition compares values from rows in the base table Employee with the (in this case single) values of the column Average_Salary in the derived table Workers.
 Name Salary Average_SalaryRussel S 55,000.00 38,147.62
 Watson L 56,000.00 38,147.62
 Phan A 55,000.00 38,147.62
 Aquilar J 45,000.00 38,147.62
 Carter J 44,000.00 38,147.62
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 The following example is more elaborate, grouping the same information by deptno. In this example, the request is to return all salaries that exceed their respective department averages.
 SELECT name, salary, deptno, average_salary FROM (SELECT AVG(salary), deptno
 FROM employee GROUP BY deptno) AS workers (average_salary,deptnum),
 employeeWHERE salary > average_salary AND deptnum = deptno ORDER BY deptno,salary DESC;
 The answer set might look like this:
 In this example, the derived table is a grouped table, providing a set of rows. The outer WHERE clause needs an equality join between the department number (deptno) of the base table, employee, and the derived table.
 Restricted Use With SELECT AND CONSUME Requests
 The subquery that defines the contents of a derived table cannot contain SELECT AND CONSUME requests.
 Name Salary DeptNo Average_SalaryChin M 38,000.00 100 32,625.00
 Moffit H 35,000.00 100 32,625,00
 Russel S 55,000.00 300 47,666.67
 Phan A 55,000.00 300 47,666.67
 Watson L 56,000.00 500 38,285.71
 Carter J 44,000.00 500 38,385.71
 Smith T 42,000.00 500 38,285.71
 Aguilar J 45,000.00 600 36,650.00
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 WHERE Clause
 PurposeSelects, or filters, rows that satisfy a conditional expression in SELECT, DELETE, INSERT, UPDATE, and ROLLBACK … ABORT statements.
 Syntax
 where:
 ANSI Compliance
 The WHERE clause is ANSI SQL-2003-compliant.
 Restricted Use With Aggregates
 Except when used in the ROLLBACK statement, the WHERE conditional cannot specify an aggregate operation. However, a predicate can be applied to an aggregate result returned by a subquery.
 Restricted Use With Large Objects
 You cannot specify expressions that contain LOBs in a search condition unless you first cast them to another type2 or pass them to a function whose result is not a LOB.
 Syntax Element … Specifies …
 search_condition a search condition, also referred to as a conditional expression or predicate.
 The arguments can be any valid SQL expression, including individual values, user-defined functions, DEFAULT functions, and subqueries, but the overall expression must be of a form that returns a single boolean (TRUE or FALSE) result.
 Logical expressions include comparisons of numeric values, character strings, and partial string comparisons.
 You cannot specify expressions that contain LOBs in a search condition unless you first cast them to another typea or pass them to a function whose result is not a LOB.
 Subqueries in a search condition cannot specify SELECT AND CONSUME statements.
 a. For example, casting a BLOB to BYTE or VARBYTE or a CLOB to CHARACTER or VARCHAR.
 FF06R011
 WHERE search_condition
 2. For example, casting a BLOB to BYTE or VARBYTE or a CLOB to CHARACTER or VARCHAR.
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 Restricted Use With UDTs
 If a WHERE clause search condition contains a UDT comparison, then the following conditions must all be true; otherwise, the request aborts and the system returns an error to the requestor:
 • Both values specified in the comparison must be of the same UDT type.
 • The UDT has an ordering defined for it.
 Restricted Use With SELECT AND CONSUME Requests
 Subqueries in a search condition cannot contain SELECT AND CONSUME requests.
 Rules For Using a DEFAULT Function As Part of the Search Condition Of a WHERE Clause
 The following rules apply to the use of the DEFAULT function as part of the search condition within a WHERE clause:
 • The DEFAULT function takes a single argument that identifies a relation column by name. The function evaluates to a value equal to the current default value for the column. For cases where the default value of the column is specified as a current built-in system function, the DEFAULT function evaluates to the current value of system variables at the time the statement is executed.
 The resulting data type of the DEFAULT function is the data type of the constant or built-in function specified as the default unless the default is NULL. If the default is NULL, the resulting date type of the DEFAULT function is the same as the data type of the column or expression for which the default is being requested.
 • The DEFAULT function has two forms. It can be specified as DEFAULT or DEFAULT (column_name). When no column name is specified, the system derives the column based on context. If the column context cannot be derived, the request aborts and an error is returned to the requestor.
 • You can specify a DEFAULT function with a column name argument within a predicate. The system evaluates the DEFAULT function to the default value of the column specified as its argument. Once the system has evaluated the DEFAULT function, it treats it like a constant in the predicate.
 • You can specify a DEFAULT function without a column name argument within a predicate only if there is one column specification and one DEFAULT function as the terms on each side of the comparison operator within the expression.
 • Following existing comparison rules, a condition with a DEFAULT function used with comparison operators other than IS [NOT] NULL is unknown if the DEFAULT function evaluates to null.
 A condition other than IS [NOT]NULL with a DEFAULT function compared with a null evaluates to unknown.
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 See SQL Reference: Functions and Operators for more information about the DEFAULT function.
 WHERE With AND and OR Operators
 The WHERE clause can be used with the AND and OR operators. For example, the following statement selects employees who are in department 100 and who have either a college degree or at least 5 years of experience:
 SELECT * FROM employeeWHERE dept = 100 AND (edlev >= 16 OR yrsexp >= 5);
 WHERE In Character String Searches
 The WHERE clause can be used to select data by searching for a character string.
 For example, the following request is processed by searching the employee table for every row that satisfies the condition: the jobtitle field contains the character string “analyst”. The name and deptno fields for those rows are then listed.
 SELECT name, deptno FROM employeeWHERE UPPER (jobtitle) LIKE ’%ANALYST%’;
 WHERE Usage In Join Conditions
 A WHERE clause can define a condition for joining table rows, typically for a situation in which the values in a common column must match in both tables.
 The following request, which requests the name of each employee from the employee table and the location of the department for each employee from the department table, is processed by joining the employee and department tables.
 SELECT name, loc FROM employee, department WHERE employee.deptno = department.deptno;
 IF a DEFAULT function is used with … THEN the comparison is …
 IS NULL • TRUE if the default is null
 • Else it is FALSE
 IS NOT NULL • FALSE if the default is null
 • Else it is TRUE
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 Join Efficiency and Indexes
 The efficiency of a join operation depends on whether the WHERE condition uses values for columns on which primary, secondary, or multitable join indexes are defined.
 If indexes are defined on the DeptNo columns in both the Employee and Department tables, specifying an equality condition between the values in each indexed column, as in the preceding example, allows the rows in the two tables to be matched using the values in both indexed columns.
 Efficiency is increased if a primary index is defined on one or both of these columns. For example, define DeptNo as the unique primary index for the Department table.
 For all-AMP tactical queries against PPI tables, you should specify a constraint on the partitioning column set in the WHERE clause.
 If a query joins PPI tables that are partitioned identically, using their common partitioning column set as a constraint enhances join performance still more if you also include an equality constraint between the partitioning columns of the joined tables.
 EXISTS Quantifier
 SQL supports the EXISTS (∃ ) logical quantifier (see SQL Reference: Functions and Operators) for testing the result of subquery search conditions (see “Subqueries in Search Conditions” on page 99).
 If performance of the subquery would return response rows, then the WHERE condition is considered to be satisfied. Specifying the NOT qualifier for the EXISTS predicate inverts the test.
 Performance of the subquery does not return any response rows. It returns a boolean value to indicate whether responses would or would not be returned.
 The subquery can be correlated with an outer query.
 For more detail about the EXISTS quantifier, see SQL Reference: Functions and Operators.
 Unconstrained Joins
 An unconstrained join is one for which a WHERE clause is not specified for the tables that are joined.
 The result of an unconstrained join is a Cartesian product, which is almost never the desired result. A Cartesian product is the product of the number of rows in each table that is joined.
 An unconstrained join can produce a great many rows, returning a result that not only is not desired, but one that places a large performance burden on the system.
 If a SELECT statement specifies both correlation and real names (for example, correlation names in a WHERE clause and real names in the select list), the Optimizer might specify an unconstrained join, depending on what the conditions of the query are and how they are specified.
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 System-Derived PARTITION and PARTITION#Ln Columns
 You can specify a PPI partition number in a WHERE clause if the referenced table has a partitioned primary index but does not have a user-defined column named partition. See “Example 4: Delete Operation From a PPI Table Using PARTITION” on page 95 and “Example 5: INSERT … SELECT Operation From a PPI Table Using PARTITION” on page 96.
 PARTITION and PARTITION#Ln, where n ranges from 1 to 15, inclusive, are equivalent to a value expression where the that expression is identical to the partitioning expression defined for the primary index of the table with column references appropriately qualified as needed (or zero if no partitioning expression for the primary index is defined).
 Therefore, a query against a PPI table that specifies the predicate WHERE PARTITION <> partitioning_expression should always return 0 rows. If any rows are returned, then they are not partitioned properly, and the table should be revalidated immediately.
 Example 1: Simple Predicate
 The following request can be used to select the name and job title of every employee in Department 100. In this request, the predicate deptno = 100 is the conditional expression.
 SELECT name, jobtitle FROM employee WHERE deptno = 100;
 Example 2: table_name.* Syntax
 The following request returns only those rows from the employee table whose values in the empno column match the values in the mgrno column of the department table.
 Note the use of the table_name.* form of the select list.
 SELECT employee.* FROM employee, departmentWHERE employee.empno=department.mgrno;
 Example 3: Ensure That Predicate Domains Are Consistent
 If empno is defined as CHARACTER(5), then empno values should be compared with character values in the WHERE condition, as indicated in the following predicate:
 …WHERE empno = '12345'…
 Example 4: Delete Operation From a PPI Table Using PARTITION
 This request deletes all orders in the orders table from partition 1 of the primary index:
 DELETE FROM ordersWHERE orders.PARTITION = 1;
 If orders were an MLPPI table, you would substitute PARTITION#L1 for PARTITION in this example.
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 Example 5: INSERT … SELECT Operation From a PPI Table Using PARTITION
 This example performs an INSERT … SELECT to copy orders from partitions 1 and 2 of the orders table into the old_orders table, then deletes them from orders:
 INSERT INTO old_ordersSELECT *FROM ordersWHERE orders.PARTITION IN (1,2);DELETE FROM ordersWHERE orders.PARTITION IN (1,2);
 Example 6: Use of the DEFAULT Function Within a WHERE Clause Search Condition
 The following set of examples demonstrates the proper use of the DEFAULT function within a WHERE clause search condition.
 The examples assume the following table definitions:
 CREATE TABLE table14 (col1 INTEGER, col2 INTEGER DEFAULT 10,col3 INTEGER DEFAULT 20,col4 CHARACTER(60) );
 CREATE TABLE table15 (col1 INTEGER ,col2 INTEGER NOT NULL,col3 INTEGER NOT NULL DEFAULT NULL,col4 INTEGER CHECK (col4 > 10) DEFAULT 9 );
 CREATE TABLE table16 (col1 INTEGER, col2 INTEGER DEFAULT 10,col3 INTEGER DEFAULT 20,col4 CHARACTER(60) );
 The following statements are valid:
 In the following query, the DEFAULT function evaluates to the default value of col2, which is 10.
 SELECT col2, col3 FROM table16 WHERE col1 < DEFAULT(col2);
 Therefore, the above query is equivalent to the following example:
 SELECT col2, col3 FROM table16 WHERE col1 < 10;
 You can specify a DEFAULT function with a column name argument within a predicate.
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 In the following query, the DEFAULT function evaluates to the default value of col3, which is 20.
 SELECT col2, col3 FROM table16 WHERE col1 + 9 > DEFAULT(col3)+ 8;
 Therefore, the above query is equivalent to the following:
 SELECT col2, col3 FROM table16 WHERE col1 + 9 > 20 + 8;
 In the following example, the DEFAULT function evaluates to the default value of col3, compares the returned value with the result of the subquery, and returns the result to the requestor.
 SELECT col2, col3 FROM table16WHERE DEFAULT(col3) < ANY
 (SELECT col2 FROM table14);
 You can specify a DEFAULT function without a column name argument in a comparison predicate when there is only one column specification and one DEFAULT function as the terms on the each side of the comparison operator within the expression.
 In the following example, there is only one column reference, and the DEFAULT function is compared directly with it; therefore, the DEFAULT function evaluates to the default value of col2.
 SELECT col2, col3 FROM table16 WHERE col2 > DEFAULT;
 The following two queries are equivalent:
 SELECT col2, col3 FROM table16 WHERE col2 > DEFAULT AND DEFAULT > col3;
 SELECT col2, col3 FROM table16WHERE col2 > DEFAULT(col2) AND DEFAULT(col3) > col3;
 Following the existing comparison rules, a condition with a DEFAULT function used with comparison operators other than IS [NOT] NULL is unknown if the DEFAULT function evaluates to null.
 Assume the following table definition:
 CREATE TABLE table17 (col1 INTEGER,col2 INTEGER NOT NULL DEFAULT 10,col3 INTEGER DEFAULT NULL );
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 In the following example, the DEFAULT function evaluates to NULL, the predicate is UNKNOWN, and the WHERE condition is FALSE; therefore, the query returns no rows.
 SELECT col1 FROM table17 WHERE col1 = DEFAULT;
 In the following example, the DEFAULT function evaluates to NULL. The first condition, DEFAULT(col3) > 5, is UNKNOWN, but the second condition is TRUE; therefore, the WHERE condition is TRUE and the query returns all rows.
 SELECT col1, col2 FROM table17WHERE DEFAULT(col3) > 5 OR DEFAULT(col3) IS NULL;
 In the following example, the DEFAULT function evaluates to NULL, the predicate is UNKNOWN, and the WHERE condition is FALSE; therefore, the query returns no rows.
 SELECT col1 FROM table17 WHERE col2 < DEFAULT(col3) + 3;
 In the following example, the DEFAULT function evaluates to 10 and the first condition is TRUE. The second condition, DEFAULT(col2) IS NULL, is FALSE; therefore, the WHERE condition is TRUE and the query returns all rows.
 SELECT col1, col2 FROM table17WHERE DEFAULT(col2) > 5 OR DEFAULT(col2) IS NULL;
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 Subqueries in Search Conditions
 PurposePermits a more sophisticated and detailed query of a database through the use of nested SELECT statements.
 Syntax 1
 Syntax 2: Logical Expressions
 ANSI Compliance
 Subqueries are ANSI SQL-2003-compliant.
 Restriction on Number of Subqueries Permitted
 You can specify no more than 64 subqueries per SELECT request.
 This limit is established using the DBSControl record field MaxParseTreeSegs. The value for MaxParseTreeSegs must be set as follows to define a limit of 64 subquery nesting levels:
 • 128 or higher (32-bit systems)
 • 256 or higher (64-bit systems)
 See Utilities for information about how to change the MaxParseTreeSegs setting in the DBSControl record.
 Restricted Use With SELECT AND CONSUME Statements
 Subqueries in search conditions cannot contain SELECT AND CONSUME statements.
 Restricted Use With TOP n Operator
 Subqueries in search conditions cannot specify the TOP n operator.
 HH01B064
 expression
 IN
 NOT IN
 , ANY
 SOME
 comparison_operator
 ALL
 (query )
 expression )(
 HH01A065
 EXISTS (query )
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 Example 1
 The following request selects the names and department locations of those employees who report to manager Aguilar (whose employee number is 10007).
 SELECT name, loc FROM employee, department WHERE employee.deptno = department.deptno AND employee.deptno IN (SELECT deptno
 FROM department WHERE mgrno = 10007);
 Example 2
 The following SELECT request finds every employee in the employee table with a salary that is greater than the average salary of all employees in the table:
 SELECT name, deptno, jobtitle, salaryFROM employee WHERE salary > (SELECT AVG(salary)
 FROM employee) ORDER BY name;
 The statement returns the following results table:
 Name DeptNo JobTitle SalaryAguilar J 600 Manager 45,000.00
 Carter J 500 Engineer 44,000.00
 Omura H 500 Programmer 40,000.00
 Phan A 300 Vice President 55,000.00
 Regan R 600 Purchaser 44,000.00
 Russell S 300 President 65,000.00
 Smith T 500 Engineer 42,000.00
 Smith T 700 Manager 45,000.00
 Watson L 500 Vice President 56,000.00
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 Example 3
 The following SELECT request retrieves the employees with the highest salary and the most years of experience:
 SELECT empno, name, jobtitle, salary, yrsexp FROM employee WHERE (salary,yrsexp) >= ALL (SELECT salary,yrsexp
 FROM employee);
 For the current data in the employee table, the result looks like this:
 EmpNo Name JobTitle Salary YrsExp----- --------- --------- --------- -------10018 Russell S President 65,000.00 25
 The result shows that one employee has both the highest salary and the most years of experience.
 Example 4
 The following statement uses a nested ordered analytical function and a HAVING clause to find those items that appear in the top 1 percent of profitability in more than 20 stores:
 SELECT item, COUNT(store)FROM (SELECT store,item,profit,QUANTILE(100,profit) AS percentile
 FROM (SELECT item, SUM(sales)-COUNT(sales)*items.itemcost) AS profitFROM dailysales, itemsWHERE dailysales.item = items.itemGROUP BY item) AS itemprofit
 GROUP BY storeQUALIFY percentile = 0) AS toponepercent
 GROUP BY itemHAVING COUNT(store) >= 20;
 The results of this query might look something like the following:
 Item Count(Store)---------------- ------------Chilean sea bass 99Mackerel 149Tako 121Herring 120Salmon 143
 The query returns this many rows … WHEN this condition evaluates to TRUE …
 0 employees with the highest salary do not also have the most years experience.
 1 there is only one employee with the highest salary and years experience.
 multiple there is more than one employee with the highest salary and years experience.
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 Example 5
 The following example uses nested RANK functions and QUALIFY clauses to report the top 100 items by profitability and the top items by revenue, matching those that appear in both lists using an OUTER JOIN:
 SELECT *FROM (SELECT item, profit, RANK(profit) AS profitrank
 FROM item, salesQUALIFY profitrank <= 100 AS p)
 FULL OUTER JOIN(SELECT item, revenue, RANK(revenue) AS revenuerankFROM item, salesQUALIFY revenuerank <= 100 AS r)
 ON P.item = r.item;
 The results of this query might look something like the following table:
 Item Profit ProfitRank Item Revenue RevenueRankDress slacks 17804 74 Dress slacks 180211 56
 Dress shirts 16319 68 ? ? ?
 Dresses 55888 82 Dresses 652312 77
 Blouses 9849 48 Blouses 771849 92
 ? ? ? Skirts 817811 55
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 Correlated Subqueries
 Definitions
 A subquery is said to be correlated when it references columns of outer tables in an enclosing, or containing, outer query. The reference from the inner query to its containing query is indicated explicitly in the following illustration.
 The expression correlated subquery comes from the explicit requirement for the use of correlation names in any correlated subquery in which the same table is referenced in both the internal and external query. When the inner table references a foreign key column of a different table, then there is no need to use correlation names to distinguish the relevant columns, but they must be fully qualified within the interior WHERE clause.
 The effect of a correlated subquery is to provide an implicit loop function within any standard SQL DML statement, including ABORT, DELETE, INSERT, and UPDATE.
 A reference to variables in an outer expression by a variable in an inner expression is called an outer reference.
 If a column reference is made from an inner query to an outer query, then it must be fully qualified with the appropriate table name from the FROM clause of the outer query.
 ANSI Compliance
 Correlated subqueries are ANSI SQL-2003-compliant.
 IF a scalar subquery references tables in its containing query that are … THEN it is said to be …
 not referenced in its own FROM clause correlated.
 referenced in its own FROM clause uncorrelated.
 SELECT *FROM order_table AS o_1WHERE order_amount < (SELECT MAX (order_amount) FROM order_table AS o_2 WHERE o_1 . status = o_2.status) ;
 ff07D407
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 Behavior of Outer References
 Outer references behave as described in the following process. This process does not mirror the query plan generated by the Optimizer: it is meant only to describe how a correlated subquery works at a conceptual level.
 1 For each row of an outer query, the values of the outer references in that row are used to evaluate the result of the inner subquery.
 2 The inner subquery expression result is joined with its associated row from the outer query based on the specified join constraint for the inner query.
 The semantics of correlated subqueries imply that an inner subquery expression is executed once for each row of its immediate outer query expression. The semantics do not guarantee that each iteration of the subquery produces a unique result.
 The following example of this behavior uses the following simple Employee table.
 The following SELECT statement demonstrates the behavior of a simple correlated subquery. Because the same table is referenced in both the inner and outer queries, both references are given correlation names for clarity, though only one of them (it makes no difference which) must be aliased.
 SELECT *FROM employee AS e1WHERE age < (SELECT MAX(age)
 FROM employee AS e2WHERE e1.sex = e2.sex);
 Employee
 EmpNo EmpName Sex Age
 PI NN101 Friedrich F 23
 102 Harvey M 47
 103 Agrawal M 65
 104 Valduriez M 34
 105 Cariño F 39
 106 Au M 28
 107 Takamoto F 51
 108 Ghazal F 26
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 Here is the process:
 1 Two copies of the table described earlier are generated, one as e1 and the other as e2.
 2 Evaluation of the inner query requires data from the outer, containing, query.
 The evaluation of the inner query becomes a set of virtual individual queries such as the following:
 SELECT 101, 'Friedrich', 'F', 23FROM employee AS e1WHERE 23 < (SELECT MAX(age)
 FROM employee AS e2WHERE 'F' = e2.sex;
 …SELECT 108, 'Ghazal', 'F', 26FROM employee as e1WHERE 26 < (SELECT MAX(age)
 FROM employee AS e2WHERE 'F' = e2.sex;
 3 The expanded individual queries once the subquery has been evaluated for each row in the inner query look like the following:
 SELECT 101, 'Friedrich', F, 23FROM employee AS e1 WHERE 23 < 51;
 SELECT 102, 'Harvey', M, 47 FROM employee AS e1 WHERE 47 < 65;
 SELECT 103, 'Agrawal', M, 65 FROM employee AS e1 WHERE 65 < 65;
 SELECT 104, 'Valduriez', M, 34 FROM employee AS e1 WHERE 34 < 65;
 SELECT 105, 'Cariño', F, 39 FROM employee AS e1 WHERE 39 < 51;
 SELECT 106, 'Au', M, 28 FROM employee AS e1 WHERE 28 < 65;
 SELECT 107, 'Takamoto', F, 51 FROM employee AS e1 WHERE 51 < 51;
 SELECT 108, 'Ghazal', F, 26 FROM employee AS e1 WHERE 26 < 51;
 4 The same evaluations are performed for each row in the outer query.
 5 Employee 103, Agrawal, is eliminated from the result because his age is not less than the maximum male age in the table. Similarly, employee 107, Takamoto, is eliminated because her age is not less than the maximum female age in the table.
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 The final result is reported in the following table.
 EmpNo EmpName Sex Age----- ------- --- ---101 Friedrich F 23102 Harvey M 47104 Valduriez M 34105 Cariño F 39106 Au M 28108 Ghazal F 26
 Rules for Using Correlated Subqueries
 The rules for using correlated subqueries are as follows:
 • Correlated subqueries can specify combinations of equality and inequality between the tables of an outer query and the tables of a subquery.
 For example, the following SELECT request specifies an equality condition in its subquery and specifies an inequality condition in the main query:
 SELECT * FROM table_1 WHERE x < ALL (SELECT y
 FROM table_2 WHERE table_2.n = table_1.n);
 • Correlated subqueries can be nested to a depth of 64 (see “Restriction on Number of Subqueries Permitted” on page 99).
 For example, the following SELECT request specifies three levels of depth:
 SELECT * FROM table_1 WHERE x = (SELECT y
 FROM table_2WHERE table_2.n = table_1.nAND t2.m = (SELECT y
 FROM table_3 WHERE table_3.n = table_2.m AND table_1.l = table_3.l));
 • A correlated subquery can reference the same table as a table specified in the FROM clause of an outer query.
 To differentiate between the references to the inner and outer tables, one of them must to be renamed with a correlation name.
 In the first example, the outer table is aliased, while in the second example, the inner table is aliased.
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 Also note that in the first example, the outer reference is a.n, while in the second example, the outer reference is table_1.n.
 SELECT * FROM table_1 AS a WHERE x < (SELECT AVG(table_1.x)
 FROM table_1 WHERE table_1.n = a.n);
 SELECT * FROM table_1 WHERE x < (SELECT AVG(a.x)
 FROM table_1 AS a WHERE table_1.n = a.n);
 • Correlated subqueries cannot contain SELECT AND CONSUME statements.
 • Correlated subqueries cannot contain the TOP option.
 When Uncorrelated Subqueries Are Desired
 To perform a subquery as an uncorrelated subquery and not as a correlated subquery, observe the following guidelines.
 • For each main and subquery you code, ensure that its scope is local by specifying a FROM clause that includes all the tables it references.
 • Instead of specifying join operations in the main queries of DELETE and UPDATE statements, restrict them to subqueries.
 Comparing the Behavior of Uncorrelated and Correlated Subqueries
 In the following SELECT statement, no entry in predicate_2 of the subquery references any entry in table_list_1 of the main query; therefore, the subquery is completely self-contained and is uncorrelated. A self-contained subquery is also referred to as a local subquery.
 SELECT column_list_1 FROM table_list_1 WHERE predicate_1 (SELECT column_list_2
 FROM table_list_2WHERE predicate_2);
 The relationship between inner and outer query predicates is referred to as their correlation. The subquery in the previous statement is said to be uncorrelated because it does not reference tables in the main query. Because its subquery is local, the statement restricts the number of iterations of its subquery to one. The results of the query are then joined with the results of the query made by the main SELECT statement.
 Correlated subqueries perform the subquery in parentheses once for each result row of the main query. When a subquery references tables in the main query that are not referenced within itself, the subquery is said to be correlated because its result is directly correlated with the main query. A correlated subquery performs once for each value from its containing query. It does not necessarily produce a unique result for each of those iterations.
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 The following example demonstrates the behavior of an SQL request that contains a correlated subquery.
 Assume that table_1 has columns field_1 and field_2, while table_2 has columns field_3 and field_4. The following four rows exist in the two tables.
 The following SELECT request, containing a correlated subquery, is used to query the tables:
 SELECT * FROM table_1 WHERE field_1 IN (SELECT MAX(field_3)
 FROM table_2 WHERE table_1.field_2=table_2.field_4);
 The request returns two response rows because the subquery is performed four times: once for each row in table_1.
 The result contains only two response rows (and not four) because of the MAX(field_3) constraint, because two of the subquery executions return a response row where field_1 is not in the result.
 The two rows returned are these:
 • field_1 = 100, field_2 = 1
 • field_1= 40, field_2 = 2.
 The four executions of the subquery return the following response rows:
 Only the first and fourth rows of table_1 have a value for field_1 in this result set. If you had not specified the MAX function, then all four rows of table_1 would have been returned.
 table_1 table_2
 field_1 field_2 field_3 field_4100 1 100 1
 50 1 50 1
 20 2 20 2
 40 2 40 2
 f3 f4
 100 1
 100 1
 40 2
 40 2
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 Combining Equality and Inequality Constraints in a Correlated Subquery
 You can use correlated subqueries to specify a combination of equality and inequality constraints with the subquery.
 For example, to select the names of all students who are younger than all students at the same grade, you can perform the following query:
 SELECT nameFROM student st1WHERE age < ALL (SELECT age
 FROM student st2WHERE st1.grade = st2.gradeAND st1.stno <> st2.stno);
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 Correlated Subqueries and the SELECT Statement
 Rules for Using Correlated Subqueries in a SELECT Statement
 The following rules apply to using SELECT statements with correlated subqueries:
 • A SELECT statement can be used in an outer query, a main query, or a subquery.
 • Correlated subqueries can be used in a FROM clause under the following conditions:
 • A FROM clause is required in any query specification.
 • The FROM clause is not required in the main query (see the bullet under “Rules for Using Correlated Subqueries” on page 106). However, you should always write your applications to specify a FROM clause because future releases might enforce the ANSI SQL-2003 rule that all tables referenced in a SELECT must be specified in a FROM clause.
 More importantly, specifying tables explicitly in the FROM clause helps to prevent errors in coding your queries because it enhances their clarity.
 A Warning message is returned if the referenced table does not appear in the FROM clause.
 IF a SELECT is specified in … THEN …
 the main query any table referenced in the main query should be specified in the FROM clause of the main query SELECT.
 a subquery any table referenced in that subquery must be specified either in the FROM clause of that query or in some outer query.
 If the select expression list of the subquery specifies a column reference to a table in the FROM clause of an outer query, the column reference must be fully qualified.
 If the correlated condition specifies an unqualified column reference, then Teradata Database searches for the column starting with the tables and views in the current subquery toward the tables and views in the outermost query.
 IF a table referenced in a subquery is identified in the FROM clause of … THEN the table reference is …
 a subquery local and the subquery is uncorrelated.
 an outer query not local and the subquery is correlated.
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 SELECT COUNT(*)
 Use the following query to select the names of the publishers whose book count values in the library match the actual count of books.
 SELECT pubname, bookcountFROM libraryWHERE (bookcount, pubnum) IN (SELECT COUNT(*), book.pubnum
 FROM bookGROUP BY pubnum);
 If the book count for a publisher in the library is zero, then the name of that publisher is not returned because no row is returned by the subquery for this publisher.
 Note that the result data type for a COUNT operation is different for ANSI and Teradata session modes, as described by the following table:
 See SQL Reference: Functions and Operators for details.
 Another equivalent SELECT request uses two uncorrelated subqueries to return the same answer set as follows.
 SELECT pubname, bookcountFROM libraryWHERE (bookcount, pubnum) IN (SELECT COUNT(*), pubnum
 FROM bookGROUP BY pubnum)
 OR NOT IN (SELECT book.pubnumFROM bookGROUP BY pubnum)
 AND bookcount = 0;
 IN this session mode … THE data type of the result for a COUNT operation is …
 ANSI DECIMAL(p,0)
 where p represents the precision of the number.
 IF DBSControl field MaxDecimal is set to … THEN p is …
 • 0
 • 15
 • 18
 15
 31 31
 38 38
 Teradata INTEGER
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 The following SELECT request, which is less complicated and more elegant, uses a correlated subquery to return the same correct answer as the previous query.
 SELECT pubname, bookcountFROM libraryWHERE bookcount IN (SELECT count(*)
 FROM bookWHERE book.pubnum = library.pubnum);
 EXISTS Quantifier and Correlated Subqueries
 The EXISTS quantifier is supported as the predicate of a search condition in a WHERE clause.
 EXISTS tests the result of the subquery. The subquery is performed for each row of the table specified in the outer query when the subquery is correlated.
 If the subquery returns response rows, then its WHERE condition is satisfied.
 Examples
 The following simple SELECT requests are syntactically correct in all releases:
 SELECT CURRENT_DATE, CURRENT_TIME;
 SELECT x1,x2FROM table_1,table_2WHERE table_1.x1 = table_2.x2;
 SELECT x1FROM table_1WHERE x1 IN (SELECT x2
 FROM table_2);
 SELECT table_1.x1;
 SELECT table_1.x1FROM table_1WHERE table_1.x1 = table_2.x2;
 The following SELECT request returns the names of employees having the highest salary in each department:
 SELECT name FROM personnel p WHERE salary = (SELECT MAX(salary)
 FROM personnel spWHERE p.department = sp.department);
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 GROUP BY Clause
 PurposeGroups result rows by the values in one or more columns or by various extended GROUP BY operations on specified column expressions.
 Syntax
 where:
 Syntax Element … Specifies …
 GROUP BY a reference to one or more expressions in the select expression list.
 ordinary_grouping_set a column expression by which the rows returned by the request are grouped.
 You cannot include LOB columns in the grouping expression.
 ordinary_grouping_set falls into three general categories:
 Ordinary Grouping Set Expression
 Definition
 column_name a set of column names drawn from the list of tables specified in the FROM clause of the SELECT statement that is used in the GROUP BY clause to specify the columns by which data is to be grouped.
 column_position the sequential numeric position of columns within the column_list clause of the SELECT statement that is used in the GROUP BY clause to specify the order by which data is to be grouped.
 This must be a positive integer.
 Use of column_position is a Teradata extension to the ANSI SQL-2003 standard.
 GROUP BY
 ,
 ordinary_grouping_set
 empty_grouping_set
 rollup_list
 cube_list
 grouping_sets_specification1101S015

Page 114
                        

Chapter 1: The SELECT StatementGROUP BY Clause
 114 SQL Reference: Data Manipulation Statements
 ANSI Compliance
 The GROUP BY clause is ANSI SQL-2003-compliant with extensions.
 GROUP BY Clause Terminology
 A GROUP BY clause is said to be simple if it does not contain any of the following elements:
 • rollup_list
 • cube_list
 • grouping_sets_specification
 A GROUP BY clause is said to be primitive if it does not contain any of the following elements:
 • rollup_list
 • cube_list
 • grouping_sets_specification
 • both a grouping_expression and an empty_grouping_set.
 ordinary_grouping_set
 (continued) Ordinary Grouping Set Expression
 Definition
 expression any list of valid SQL expressions specified for the GROUP BY clause.
 You can specify column_name, column_position, and expression either as single entries or as a list.
 Use of expression is a Teradata extension to the ANSI SQL-2003 standard.
 empty_grouping_set a contiguous LEFT PARENTHESIS, RIGHT PARENTHESIS pair with no argument. This syntax is used to request a grand total.a
 rollup_list a ROLLUP expression that reports result rows in a single dimension with one or more levels of detail. See “ROLLUP Option” on page 128 for further information.
 cube_list a CUBE expression that reports result rows in multiple dimensions with one or more levels of detail. See “CUBE Option” on page 121 for further information.
 grouping_sets_specification
 a GROUPING SETS expression that reports result rows in one of two ways:
 • As a single dimension, but without a full ROLLUP.
 • As multiple dimensions, but without a full CUBE.
 See “GROUPING SETS Option” on page 125 for further information.
 a. The term grand total here refers to a summation of all the individual group totals, not a summation of the nonaggregate data.
 Syntax Element … Specifies …
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 See “GROUPING SETS Option” on page 125 for definitions of rollup_list, cube_list, grouping_sets_specification, and empty_grouping_set.
 See the following topics for examples of non-simple, non-primitive GROUP BY clauses:
 • “ROLLUP Option” on page 128
 • “CUBE Option” on page 121
 • “GROUPING SETS Option” on page 125
 Aggregate Handling
 When an aggregate operation (for example, SUM, AVERAGE, MAX, MIN, or COUNT) is specified, GROUP BY can be used to return a summary row for each group. Aggregate operators can be used only in the SELECT expression list or in the optional HAVING clause.
 All nonaggregate groups in a SELECT expression list must be included in the GROUP BY clause.
 GROUP BY and Ordered Analytical Functions
 For Teradata Database-specific functions, such as CSUM and MAVG, GROUP BY determines the partitions over which the function executes. For an example, see “Example 5” on page 118.
 For window functions, such as SUM and AVG, GROUP BY collapses all rows with the same value for the group-by columns into a single row. The GROUP BY clause must include all the columns specified in the:
 • Select list of the SELECT clause
 • Window functions in the select list of a SELECT clause
 • Window functions in the search condition of a QUALIFY clause
 For examples and more information on GROUP BY and ordered analytical functions, see SQL Reference: Functions and Operators.
 GROUP BY and Large Objects
 You cannot specify LOB columns in a grouping expression, rollup list, cube list, or grouping sets specification.
 GROUP BY and Recursive Queries
 GROUP BY cannot appear in a recursive statement of a recursive query. However, a non-recursive seed statement in a recursive query can specify the GROUP BY clause.
 Combining GROUP BY With ORDER BY
 If you specify an ORDER BY clause, then any group contained in the ORDER BY clause must also be included in the GROUP BY clause.
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 Reason for Unexpected Row Length Errors: Sorting Rows for Grouping
 Before performing the sort operation that groups the rows to be returned to the requestor, the system creates a sort key and appends it to the rows to be sorted. If the length of this temporary data structure exceeds the system limit of 64KB, the operation fails and returns an error to the requestor. Depending on the situation, the message text is one of the following:
 • A data row is too long.
 • Maximum row length exceeded in database_object_name.
 See Messages for explanations of these messages.
 The BYNET only looks at the first 4096 bytes of the sort key created to sort the specified fields, so if the field the sort key is based on is greater than 4096 bytes, the key is truncated and the data might or might not come back in the desired order.
 Evaluation Order of WHERE, GROUP BY, and HAVING Clauses
 When the WHERE, GROUP BY, and HAVING clauses are used together in a SELECT statement, the order of evaluation is as follows:
 1 WHERE
 2 GROUP BY
 3 HAVING
 Examples
 The following examples illustrate the use of the simple or primitive GROUP BY clause.
 Examples for the ROLLUP, CUBE, and GROUPING SETS extended GROUP BY operators are provided in “ROLLUP Option” on page 128, “CUBE Option” on page 121, and “GROUPING SETS Option” on page 125, respectively.
 Example 1
 If the following statement were used to generate a report of salary totals by department, the result might look something like the report that follows.
 SELECT deptno, SUM(salary) FROM employee GROUP BY deptno;
 DeptNo Sum(Salary)100 180,500.00
 300 143,000.00
 500 268,000.00
 600 146,600.00
 700 113,000.00
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 Example 2
 If you specify an aggregate in the select expression list of a query, then you must also specify a GROUP BY clause that includes all nonaggregate expressions from the select list; otherwise, the system aborts the request and returns the following message:
 Selected non-aggregate values must be part of the associated group.
 The system returns this message whenever an aggregate query includes a nonaggregate expression in its select list, WHERE clause, ORDER BY clause, or HAVING clause, but not in a GROUP BY clause. The system also returns this error when ORDER BY and WITH clauses contain aggregate, but the select expression list for the query does not.
 For example, the system aborts the following query because it does not have a GROUP BY clause that groups on the only nonaggregate expression in the select list, which is department_number:
 SELECT department_number, SUM(salary_amount)FROM employeeWHERE department_number IN (100, 200, 300);
 The work correctly, the query must be rewritten with an appropriate GROUP BY clause, as follows:
 SELECT department_number, SUM(salary_amount)FROM employeeWHERE department_number IN (100, 200, 300)GROUP BY department_number;
 Example 3
 Similarly, the following request fails and returns an error message because not all of the nonaggregate columns specified in the SELECT expression list (in this case, the qualified column department.deptname) are also specified in the GROUP BY clause:
 SELECT employee.deptno, department.deptname, AVG(salary)FROM employee, departmentWHERE employee.deptno = department.deptnoGROUP BY employee.deptno;
 Example 4
 The following request returns an error message because the nonaggregate grouping column listed in the ORDER BY clause is not also specified in the GROUP BY clause:
 SELECT employee.deptno, AVG(salary)FROM employee, departmentWHERE employee.deptno = department.deptnoORDER BY department.deptnameGROUP BY employee.deptno;
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 Example 5
 The following statement uses a GROUP BY clause with an ordered analytical function to generate report breaks where the function resets and computes a new value for the next grouping.
 The example groups all items into percentile by profitability for each store and then returns only the items of interest, which, in this case, are the lowest percentile for each store.
 SELECT store, dailysales.item, profit, QUANTILE(100, profit) AS percentile
 FROM (SELECT items.item,SUM(sales)-(COUNT(sales)*items.itemcost)AS profitFROM dailysales, itemsWHERE dailysales.item = items.itemGROUP BY item) AS itemprofit
 GROUP BY store, item, profitQUALIFY percentile = 99;
 The result of this query looks like the following table:
 Store Item Profit PercentileEastside Golf balls 100.19 99
 Westside Tennis balls - 110.00 99
 Central Bowling balls - 986.81 99
 South Codfish balls - 1,891.89 99
 North Bocce balls 1,180.88 99
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 How Extended GROUP BY Operator Specifications Are Resolved
 Introduction
 Teradata Database resolves multiple grouping sets specifications (see “CUBE Option” on page 121, “GROUPING SETS Option” on page 125, and “ROLLUP Option” on page 128) by concatenating pairwise the individual elements of the different sets. This is trivial in the case of a simple grouping specification because it is a set containing only one element. When applied to more complicated specifications that contain multiple grouping specification elements, the resolution is more complicated.
 For example, the following two GROUP BY clauses are semantically identical:
 GROUP BY GROUPING SETS ((A,B), (C)), GROUPING SETS ((X,Y),())
 GROUP BY GROUPING SETS ((A,B,X,Y),(A,B),(C,X,Y),(C))
 Example 1
 The following three queries return the same results set because they are semantically identical:
 SELECT y,m,r, SUM(u)FROM testGROUP BY CUBE(y,m), CUBE(r)ORDER BY 1,2,3;
 SELECT y,m,r,SUM(u)FROM testGROUP BY CUBE(y,m,r)ORDER BY 1,2,3;
 SELECT y,m,r,SUM(u)FROM testGROUP BY GROUPING SETS(y,()), GROUPING SETS(m,()),
 GROUPING SETS(r,())ORDER BY 1,2,3;
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 Example 2
 The following three queries return the same results set because they are semantically identical:
 SELECT y, m, r, s, SUM(u)FROM testGROUP BY ROLLUP(y,m),ROLLUP(r,s)ORDER BY 1,2,3,4;
 SELECT y, m, r, s, SUM(u)FROM testGROUP BY GROUPING SETS((y, m),(),y),ROLLUP(r,s)ORDER BY 1,2,3,4;
 SELECT y, m, r, s, SUM(u)FROM testGROUP BY GROUPING SETS((y,m),(),y),GROUPING SETS((),r,(r,s))ORDER BY 1,2,3,4;
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 CUBE Option
 PurposeAnalyzes data by grouping it into multiple dimensions.
 Syntax
 where:
 ANSI Compliance
 CUBE is ANSI SQL:2003 compliant.
 SAMPLE Clause and CUBE
 The SAMPLE clause cannot appear in a query that specifies the CUBE option in a GROUP BY clause, with the exception of a query where the CUBE option in the GROUP BY clause appears in a derived table or view and the SAMPLE clause appears in the outer query.
 Syntax element … Specifies …
 ordinary_grouping_set one or more expressions used to group cubed report rows across multiple dimensions.
 All ordinary grouping sets must make explicit column references. You cannot specify column positions with CUBE.
 You cannot specify more than 8 columns in the ordinary grouping sets.a
 You cannot reference columns that have a LOB data type unless they are first CAST to another type or passed to a function whose result is not a LOB.b
 a. This limit is actually on the number of table dimensions that can be cubed. The value is much smaller than the limits for the ROLLUP and GROUPING SETS options because it specifies a limit of 28, or 256 different combinations of columns, not just columns.
 b. For example, casting a BLOB to BYTE or VARBYTE or a CLOB to CHARACTER or VARCHAR.
 ordinary_grouping_set
 1101A103
 CUBE
 ordinary_grouping_set( )
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 How CUBE Summarizes Data
 Given n dimensions, CUBE generates 2n different kinds of groups. Each group reports as a single row.
 For example, with 2 dimensions, CUBE generates 4 groups as follows:
 With 3 dimensions, CUBE generates 8 groups as follows:
 Group Number Dimension 1 Dimension 2
 1 X X
 2 X
 3 X
 4
 Group Number Dimension 1 Dimension 2 Dimension 3
 1 X X X
 2 X X
 3 X X
 4 X
 5 X X
 6 X
 7 X
 8
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 Example
 Suppose you have the following sales_view table data:
 You are interested in determining the effect of county and PID on sale price.
 The following SELECT request analyzes the effect of county and PID on sale price using CUBE in its GROUP BY clause:
 SELECT pid, county, SUM(sale) FROM sales_viewGROUP BY CUBE (pid,county);
 The query reports the following data, where the QUESTION MARK character indicates a null:
 sales_view
 PID Cost Sale Margin State County City1 38350 50150 11800 CA Los Angeles Long Beach
 1 63375 82875 19500 CA San Diego San Diego
 1 46800 61200 14400 CA Los Angeles Avalon
 1 40625 53125 12500 CA Los Angeles Long Beach
 2 20000 24750 4750 CA Los Angeles Long Beach
 2 4800 5940 1140 CA San Diego Santee
 1 57600 71280 13680 CA San Diego San Diego
 Pid County Sum(sale)
 --- ------ ---------
 2 Los Angeles 24750
 1 Los Angeles 164475
 2 San Diego 5940
 1 San Diego 154155
 2 ? 30690
 1 ? 381630
 ? Los Angeles 189225
 ? San Diego 160095
 ? ? 349320
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 This query computes four different levels of grouping over the dimensions of county and PID:
 • By county and PID (groups 1 through 4).
 • By PID only (groups 5 and 6).
 • By county only (groups 7 and 8).
 • By nothing (group 9), which aggregates sales over all counties and PIDs.
 Notice that nulls are used to represent the empty set, not missing information. The nulls mean that information is not reported at the grouping level represented, not that the information is missing from the sales_view base table.
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 GROUPING SETS Option
 PurposeAnalyzes data in one of two possible ways:
 • In a single dimension without performing a full ROLLUP.
 • In multiple dimensions without performing a full CUBE.
 Syntax
 where:
 Syntax element … Specifies …
 ordinary_grouping_set one or more expressions used to group cubed report rows across multiple dimensions.
 All ordinary grouping sets must make explicit column references. You cannot specify column positions with GROUPING SETS.
 You cannot specify more than 190 columns in the ordinary grouping sets.
 You cannot reference columns that have a LOB data type unless they are first CAST to another type or passed to a function whose result is not a LOB.a
 empty_grouping_set a contiguous LEFT PARENTHESIS, RIGHT PARENTHESIS pair with no argument. This syntax is used to request a grand total.b
 rollup_list a standard grouping expression set specified with ROLLUP. If you specify more than one expression, the expression list must be enclosed by parentheses.
 See “ROLLUP Option” on page 128 for further information.
 cube_list a standard grouping expression set specified with CUBE. If you specify more than one expression, the expression list must be enclosed by parentheses.
 See “CUBE Option” on page 121 for further information.
 GROUPING SETS ordinary_grouping_set
 empty_grouping_set
 rollup_list
 cube_list
 grouping_sets_specification1101A104
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 ANSI Compliance
 GROUPING SETS is ANSI SQL:2003 compliant.
 SAMPLE Clause and GROUPING SETS
 You cannot specify a SAMPLE clause in a query that also specifies the GROUPING SETS option in a GROUP BY clause, with the exception of a query where the GROUPING SETS option in the GROUP BY clause appears in a derived table or a view, and the SAMPLE clause appears in the outer query.
 How GROUPING SETS Summarizes Data
 GROUPING SETS allows you to group your results set multiple times. Empty parentheses () specify a single grand total group that sums all the groups specified in the query.
 Example
 The following example query forms the first group by state, county then forms the second group by city then forms the third group consisting of the whole table.
 Suppose you have the following sales_view table data:
 grouping_sets_specification any of the following:
 • a parenthetically enclosed ordinary_grouping_set
 • a rollup_list
 • a cube_list
 • an empty_grouping_set
 • a grouping_sets_specification
 There is no limit to the number of nesting levels for grouping_sets_specifications other than your system configuration.
 You cannot reference columns that have a LOB data type.
 a. For example, casting a BLOB to a BYTE or VARBYTE type, or casting a CLOB to a CHARACTER or VARCHAR type.
 b. The term grand total here refers to a summation of all the individual group totals, not a summation of the nonaggregate data.
 Syntax element … Specifies …
 sales_view
 PID Cost Sale Margin State County City1 38350 50150 11800 CA Los Angeles Long Beach
 1 63375 82875 19500 CA San Diego San Diego
 1 46800 61200 14400 CA Los Angeles Avalon
 1 40625 53125 12500 CA Los Angeles Long Beach
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 You are interested in looking at sales summaries by county within state, by city, and by state.
 The following SELECT request analyzes the data in sales_view for this information:
 SELECT state, county, city, sum(margin) FROM sales_viewGROUP BY GROUPING SETS ((state,county),(city),());
 The query reports the following results, where the QUESTION MARK character indicates a null:
 Notice that nulls are used to represent the empty set in this answer set, not missing information. The nulls mean that information is not reported at the grouping level represented, not that the information is missing from the sales_view base table. This usage is similar to the way nulls are used in outer joins to indicate empty sets of nonmatching rows.
 State County City Sum(margin)
 ----- ------ ---- -----------
 CA Los Angeles ? 38700
 CA San Diego ? 19500
 ? ? Long Beach 24300
 ? ? San Diego 19500
 ? ? Avalon 14400
 ? ? ? 58200
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 ROLLUP Option
 PurposeAnalyzes a set of data across a single dimension with more than one level of detail.
 Syntax
 where:
 ANSI Compliance
 ROLLUP is ANSI SQL:2003 compliant.
 SAMPLE Clause and ROLLUP
 The SAMPLE clause cannot appear in a query that specifies the ROLLUP option in a GROUP BY clause, with the exception of a query where the ROLLUP option in the GROUP BY clause appears in a derived table or view and the SAMPLE clause appears in the outer query.
 Syntax element … Specifies …
 ordinary_grouping_set one or more expressions used to group rolled up report rows across a single dimension.
 All ordinary grouping sets must make explicit column references. You cannot specify column positions with ROLLUP.
 Rolling up over a single column is equivalent to a simple GROUP BY on that same column.
 You cannot specify more than 190 columns in the ordinary grouping sets.
 You cannot reference columns that have a LOB data type unless they are first CAST to another data type or passed to a function whose result is not a LOB.a
 a. For example, casting a BLOB to BYTE or VARBYTE or casting a CLOB to CHARACTER or VARCHAR.
 ,ordinary_grouping_set
 1101A102
 ROLLUP
 ordinary_grouping_set( )
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 How ROLLUP Summarizes Data
 Given n column references, ROLLUP groups data at n levels of detail in one dimension. For example, in “Example 1: Basic ROLLUP” on page 129, the GROUP BY clause rolls up over three columns and reports three levels of control breaks.
 Example 1: Basic ROLLUP
 The following example returns the total margin in each county, city, state, and as a whole. This example shows how ROLLUP groups data at three levels of detail in the single dimension of geography.
 Suppose you have the following sales_view table data, where the QUESTION MARK character indicates a null:
 Now perform the following SELECT request against this table, which uses ROLLUP in its GROUP BY clause to roll up over state, county, and city:
 SELECT state, county, city, SUM(margin) FROM sales_viewGROUP BY ROLLUP (state, county, city);
 The query reports the following data:
 sales_view
 PID Cost Sale Margin State County City1 38350 50150 11800 CA Los Angeles Long Beach
 1 63375 82875 19500 CA San Diego San Diego
 1 46800 61200 14400 CA Los Angeles Avalon
 1 40625 53125 12500 CA Los Angeles Long Beach
 1 30000 33000 3000 CA San Diego ?
 State County City SUM(margin)
 ----- ------ ---- -----------
 CA San Diego San Diego 19500
 CA San Diego ? 3000
 CA Los Angeles Avalon 14400
 CA Los Angeles Long Beach 24300
 CA Los Angeles ? 38700
 CA San Diego ? 22500
 CA ? ? 61200
 ? ? ? 61200
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 This query computes four different levels of grouping, or control breaks:
 1 By state, county, and then city.
 2 By state and then county.
 3 By state.
 4 By all the data in the table.
 Each control break is characterized by a null in the column being rolled up. These nulls represent an empty set, not missing information.
 The following table summarizes this for the current example:
 Example 2: ROLLUP With GROUPING Function
 Notice that nulls are used to represent both missing information and the empty set in the report generated in “Example 1: Basic ROLLUP” on page 129. For example, the fifth row of sales_view has a null city in San Diego County, and this is reflected in the report by the second line, where the null maps 1:1 with the null representing the city for the fifth row of the table.
 The nulls for city in lines 5 through 8 of the report indicate an empty set, not missing information. The nulls mean that information is not reported at the level they represent, not that the information is missing from the sales_view base table.3
 This control break number …
 Breaks on this column set …
 Groups on this column set in the order indicated …
 And has nulls in this column set to represent the rolled up columns…
 1 City 1 State
 2 County
 3 City
 nonea
 a. Note that the null in the city column in the second row indicates missing information for that column in that row of the table, not an empty set representing a control break point in the report. See “Example 2: ROLLUP With GROUPING Function” on page 130 for a way to eliminate this ambiguity using CASE expressions.
 2 City and County
 1 State
 2 County
 City
 3 City, County, and State
 State City and County
 4 All All City, County, and State
 3. This appears to be confounded in row 6 of the report, because there is missing information about one of the reported cities in San Diego county; however, because the information for all cities in San Diego county is summed in this row, there is no problem because it is known that the null city is in that county.
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 • The first level of summation, represented symbolically as (state, county), breaks on counties, so in line 5 of the report, all cities are collapsed for Los Angeles County and in line 6 all cities are collapsed for San Diego County.
 • The second level of summation, represented symbolically as (state), breaks on states, so in line 7, all cities and counties are collapsed for the state of California.
 • The final level of summation reports the sum across all states, and line 8 reflects this level of summation. Because data for only one state, California, is recorded in the sales_view table, the totals for lines 7 and 8 are identical. This would not be the case had there been additional state data recorded in the sales_view table.
 You can use CASE expressions with the GROUPING function (see SQL Reference: Functions and Operators) to better distinguish between nulls that represent missing information and nulls that represent the empty set, by reporting instances of the empty set using a character string instead of the QUESTION MARK character. In this example, the character string representing the empty set is the phrase (-all-):
 SELECT CASE GROUPING(state)WHEN 1 THEN '(-all-)' ELSE state
 END AS state,CASE GROUPING(county)WHEN 1 THEN '(-all-)' ELSE county
 END AS county,CASE GROUPING(city)WHEN 1 THEN '(-all-)' ELSE city
 END AS city,SUM(margin) FROM sales_viewGROUP BY ROLLUP (state, county, city);
 This query reports the identical information as the previous query, but the representation is much cleaner:
 State County City SUM(margin)
 ----- ------ ---- -----------
 CA San Diego San Diego 19500
 CA San Diego ? 3000
 CA Los Angeles Avalon 14400
 CA Los Angeles Long Beach 24300
 CA Los Angeles (-all-) 38700
 CA San Diego (-all-) 22500
 CA (-all-) (-all-) 61200
 (-all-) (-all-) (-all-) 61200
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 HAVING Clause
 PurposeSpecifies a conditional expression that must be satisfied for a group of rows to be included in the result data.
 Syntax
 where:
 ANSI Compliance
 The HAVING clause is ANSI SQL-2003-compliant.
 HAVING And UDTs
 You cannot specify UDT columns in the HAVING condition list.
 HAVING And Large Objects
 You cannot specify LOB columns in the HAVING condition list.
 HAVING And Aggregate Functions
 The conditional expression can define one or more aggregates (for example, MAX, MIN, AVG, SUM, COUNT) and can be applied to the rows of the following group conditions:
 • A single group defined in the SELECT expression list, which has only aggregate results
 • One or more groups defined in a GROUP BY clause
 Syntax Element … Specifies …
 HAVING the conditional clause in the SELECT statement.
 condition one or more conditional expressions that must be satisfied by the result rows. You can specify aggregate operators and DEFAULT functions as HAVING search conditions.
 HAVING condition selects rows from a single group defined in the SELECT expression list that has only aggregate results, or it selects rows from the group or groups defined in a GROUP BY clause.
 The HAVING condition cannot reference LOB columns.
 FF06R016
 HAVING condition

Page 133
                        

Chapter 1: The SELECT StatementHAVING Clause
 SQL Reference: Data Manipulation Statements 133
 HAVING and Recursive Queries
 HAVING cannot appear in a recursive statement of a recursive query. However, a non-recursive seed statement in a recursive query can specify the HAVING clause.
 Rules For Using a DEFAULT Function As Part of the Search Condition Of a HAVING Clause
 The following rules apply to the use of the DEFAULT function as part of the search condition within a HAVING clause:
 • You can specify a DEFAULT function with a column name argument within a predicate. The system evaluates the DEFAULT function to the default value of the column specified as its argument. Once the system has evaluated the DEFAULT function, it treats it like a constant in the predicate.
 • You can specify a DEFAULT function without a column name argument within a predicate only if there is one column specification and one DEFAULT function as the terms on each side of the comparison operator within the expression.
 • Following existing comparison rules, a condition with a DEFAULT function used with comparison operators other than IS [NOT] NULL is unknown if the DEFAULT function evaluates to null.
 A condition other than IS [NOT]NULL with a DEFAULT function compared with a null evaluates to unknown.
 See SQL Reference: Functions and Operators for more information about the DEFAULT function.
 Evaluation Order of WHERE, GROUP BY, and HAVING Clauses
 When the WHERE, GROUP BY, and HAVING clauses are used together in a SELECT statement, the order of evaluation is as follows:
 1 WHERE
 2 GROUP BY
 3 HAVING
 IF a DEFAULT function is used with … THEN the comparison is …
 IS NULL • TRUE if the default is null
 • Else it is FALSE
 IS NOT NULL • FALSE if the default is null
 • Else it is TRUE
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 HAVING Error Conditions
 If the tables referenced in a HAVING clause meet any of the following criteria, the system returns an error to the requestor:
 • Are not specified in the FROM clause
 • Are not specified in the WHERE clause
 • Are not specified in the SELECT expression list
 • Are not specified in a non-aggregate condition.
 Example 1
 The following statement can be used to display salary ranges for specified departments whose salaries average more than $37,000:
 SELECT deptno, MIN(salary), MAX(salary), AVG(salary) FROM employee WHERE deptno IN (100,300,500,600) GROUP BY deptno HAVING AVG(salary) > 37000;
 The result is:
 DeptNo Minimum(Salary) Maximum(Salary) Average(Salary) ------ --------------- --------------- ---------------
 300 23,000.00 65,000.00 47,666.67500 22,000.00 56,000.00 38,285.71
 Example 2
 The following example demonstrates the use of HAVING as applied to the aggregate results of a single group defined in the SELECT expression list. This application is particularly useful in a SELECT subquery.
 SELECT COUNT(employee)FROM departmentWHERE deptno = 100 HAVING COUNT(employee) > 10;
 The following SELECT requests are additional examples of the correct use of the HAVING clause.
 SELECT SUM(t.a) FROM t,u HAVING SUM(t.a)=SUM(u.a);
 SELECT SUM(t.a), SUM(u.a) FROM t,u HAVING SUM(t.b)=SUM(u.b);
 SELECT SUM(t.a) FROM t,u HAVING SUM(t.b)=SUM(u.b) AND u.b = 1 GROUP BY u.b;
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 Aggregating a Join In a HAVING Clause
 Teradata Database SQL supports the HAVING clause when referencing columns from two or more tables.
 Example
 The columns named price and sales_qty are from two different tables table_1, UnitPriceCost, and table_2, SalesHist. Use the following SELECT request to find which category of items is sold for a profit margin greater than $1000.
 SELECT table_1.category,(table_2.price - table_2.cost) * SUM (table_1.sales_qty) AS marginFROM saleshist table_1, unitpricecost table_2WHERE table_1.prodno=table_2.prodnoGROUP BY table_1.category,table_2.price, table_2.costHAVING margin > 1000;
 A subquery can have a join on a view with an aggregate operation and a HAVING clause that references more than one table.
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 QUALIFY Clause
 PurposeFilters results of a previously computed ordered analytical function according to user-specified conditions.
 Syntax
 where:
 ANSI Compliance
 The QUALIFY clause is a Teradata extension to the ANSI standard.
 QUALIFY And UDTs
 A QUALIFY search condition cannot contain any UDT expressions.4
 A QUALIFY search condition can include an expression that contains UDTs as long as that expression returns a result that has a predefined data type.
 QUALIFY And Large Objects
 You cannot specify LOB columns in the QUALIFY search condition.
 Syntax element … Specifies …
 QUALIFY a conditional clause in the SELECT statement.
 search_condition one or more conditional expressions that must be satisfied by the result rows.
 You can use aggregate operators and DEFAULT functions within a QUALIFY search condition clause.
 FF07D087
 QUALIFY search_condition
 4. A UDT expression is an expression that yields a UDT result. This definition includes UDFs that returns a UDT value.
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 QUALIFY and Complex Joins Involving Subqueries
 You cannot specify an OR condition connected with a subquery in a QUALIFY clause condition.
 The following query fails because of the OR condition connected with the subquery:
 SELECT RANK (column_1)FROM table_1QUALIFY column_1 IN (SELECT table_2.column_1
 FROM table_2)OR table_1.column.1 = 10000;
 QUALIFY and Statistical Functions
 When you specify a QUALIFY clause in a query, you must also specify a statistical function in one of the following locations within the query.
 • Select list of the SELECT clause
 • Grouping key of the GROUP BY clause
 • Search condition of the QUALIFY clause
 If you do not specify a statistical function in one of these clauses, then the query fails and the system returns an error.
 Rules For Using a DEFAULT Function As Part of the Search Condition Of a QUALIFY Clause
 The following rules apply to the use of the DEFAULT function as part of the search condition within a QUALIFY clause:
 • You can specify a DEFAULT function with a column name argument within a predicate. The system evaluates the DEFAULT function to the default value of the column specified as its argument. Once the system has evaluated the DEFAULT function, it treats it like a constant in the predicate.
 • You can specify a DEFAULT function without a column name argument within a predicate only if there is one column specification and one DEFAULT function as the terms on each side of the comparison operator within the expression.
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 • Following existing comparison rules, a condition with a DEFAULT function used with comparison operators other than IS [NOT] NULL is unknown if the DEFAULT function evaluates to null.
 A condition other than IS [NOT]NULL with a DEFAULT function compared with a null evaluates to unknown.
 See SQL Reference: Functions and Operators for more information about the DEFAULT function.
 Evaluation Order of WHERE, GROUP BY, and QUALIFY Clauses
 When the WHERE, GROUP BY, and QUALIFY clauses are used together in a SELECT statement, the order of evaluation is as follows:
 1 WHERE
 2 GROUP BY
 3 QUALIFY
 In detail, the steps are these.
 1 The WHERE clause conditions are evaluated on the FROM clause tables.
 2 The resulting rows are grouped using the GROUP BY columns.
 3 The ordered analytical functions are evaluated on the grouped table.
 4 The QUALIFY clause is applied to the resulting set.
 Teradata Database-specific functions, such as CSUM and MAVG, that are invoked in both the select list and in the search condition of the QUALIFY clause are computed on the grouped rows without any rows eliminated and then the search condition of the QUALIFY clause is applied.
 For window functions, such as SUM and AVG, the GROUP BY collapses all rows with the same value for the group-by columns into a single row.
 TOP n Operator and QUALIFY
 A SELECT statement that specifies the TOP n operator cannot also specify the QUALIFY clause.
 IF a DEFAULT function is used with … THEN the comparison is …
 IS NULL • TRUE if the default is null
 • Else it is FALSE
 IS NOT NULL • FALSE if the default is null
 • Else it is TRUE

Page 139
                        

Chapter 1: The SELECT StatementQUALIFY Clause
 SQL Reference: Data Manipulation Statements 139
 QUALIFY Error Conditions
 If the tables referenced in a QUALIFY clause meet any of the following criteria, the system returns an error to the requestor:
 • Are not specified in the FROM clause
 • Are not specified in the WHERE clause
 • Are not specified in the SELECT expression list
 • Are not specified in a non-aggregate condition.
 The spirit of QUALIFY is similar to that of HAVING in that rows are eliminated based on the value of a function computation. With QUALIFY, rows are eliminated based on the computation of the ordered analytical functions.
 Example 1
 The following request displays each item in a sales table, its total sales, and its rank within the top 100 selling items:
 SELECT itemid, sumprice, RANK() OVER (ORDER BY sumprice DESC)FROM (SELECT a1.itemID, SUM(a1.sale)
 FROM sales a1 GROUP BY a1.itemID) AS T1 (itemID, sumprice)
 QUALIFY RANK() OVER (ORDER BY sumprice DESC) <=100;
 Example 2
 The following example reports the bottom percentile of items by profitability:
 SELECT item, profit, QUANTILE(100, profit) AS percentileFROM (SELECT item, SUM(sales)-(COUNT(sales)*items.itemcost)
 AS profitFROM dailysales, itemsWHERE dailysales.item = items.itemGROUP BY item) AS itemprofit
 QUALIFY percentile = 99;
 The results of this query might look something like the following table:
 Item Profit PercentileCarrot-flavored ice cream 10.79 99
 Low fat carrot-flavored ice cream - 100.55 99
 Low fat sugar-free carrot-flavored ice cream - 1,110.67 99
 Regular broccoli-flavored ice cream - 2,913.88 99
 Low fat broccoli-flavored ice cream - 4,492.12 99
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 SAMPLE Clause
 PurposeReduces the number of rows to be considered for further processing by returning one or more samples of rows specified either as a list of fractions of the total number of rows or as a list of numbers of rows from the SELECT query.
 Syntax
 where:
 Syntax element … Specifies …
 WITH REPLACEMENT whether sampling is done by returning each sampled row to the table for possible redundant sampling or by withholding sampled rows from resampling.
 If you specify WITH REPLACEMENT, then it is possible to request more samples than there are rows in the table.
 Sampling without replacement is the default. You select it implicitly by not specifying WITH REPLACEMENT.
 SAMPLE
 WITH REPLACEMENT RANDOMIZED ALLOCATION
 1101B065
 count_description
 fraction_description
 count_description
 fraction_descriptionTHENconditionWHEN
 ,
 ,
 count_description
 fraction_descriptionELSE
 END,
 A
 A
 B
 B
 C
 C
 16
 16
 16
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 ANSI Compliance
 The SAMPLE clause is a Teradata extension to the ANSI SQL-2003 standard.
 RANDOMIZED ALLOCATION
 whether rows are sampled randomly across AMPS (RANDOMIZED ALLOCATION) or proportionate to the number of qualified rows per AMP (proportional allocation).
 The proportional allocation option does not provide a simple random sample of the entire population. It provides a random sample stratified by AMPs, but it is much faster, especially for very large samples.
 Proportional is the default. You select it implicitly by not specifying RANDOMIZED ALLOCATION.
 fraction_description any set of unsigned floating point constant numbers in the closed interval (0,1) that specifies the percentage of rows to be sampled for a true search condition.
 This is a comma-separated list of fractions, the sum of which must not exceed 1.
 The value set specifies the percentage of the homogeneous subgroup defined by search_condition to be sampled for the report.
 No more than 16 samples can be requested per fraction description.
 count_description a set of positive integer constants that specifies the number of rows to be sampled for a true search condition.
 A warning is returned if there are not enough rows in the result to satisfy the sampling request completely.
 No more than 16 samples can be requested per count description.
 WHEN to test a set of conditions for truth.
 search_condition an evaluation predicate that defines each homogeneous subgroup in the sample set.
 You cannot specify expressions that contain LOBs in a search condition unless you first cast them to another type or pass them to a function whose result is not a LOB.a
 THEN to apply the specified sampling fraction description or count description to the sample.
 ELSE to apply the specified sampling fraction description or count description to the sample if none of the WHEN condition predicates evaluates to true.
 END the termination of the WHEN … THEN … ELSE clause.
 a. For example, casting a BLOB to BYTE or VARBYTE or casting a CLOB to CHARACTER or VARCHAR.
 Syntax element … Specifies …

Page 142
                        

Chapter 1: The SELECT StatementSAMPLE Clause
 142 SQL Reference: Data Manipulation Statements
 About SAMPLE
 • SAMPLE operates on the evaluated output of the table expression, which can include a WHERE clause and GROUP BY, HAVING, or QUALIFY clauses, sampling the result according to user specification.
 • You can specify sampling either with or without replacement.
 • You can specify sample allocation as either randomized or proportional.
 • You can use the SAMPLEID expression to identify the samples to which the rows belong. See “SAMPLEID Expression” on page 149.
 Rules for Using the SAMPLE Clause
 The following rules apply to SAMPLE.
 • If a fraction_description results in no rows being returned, a warning is generated.
 • If a count_description cannot be completely satisfied, a warning is generated and the sample size is reduced to the number of remaining rows.
 • No more than 16 samples can be requested per fraction description or count description.
 • A sampling request cannot be repeated. The identical sampling query run twice against the same data will report different rows in the result.
 • Sampling can be used in a derived table, view, or INSERT … SELECT to reduce the number of rows to be considered for further computation.
 • If an INSERT … SELECT statement specifies a SAMPLE clause that selects a set of rows from a source MULTISET table, but inserts them into a target SET table, and the sampled row set contains duplicates, the number of rows inserted into the target SET table might be fewer than the number requested in the SAMPLE clause.
 The condition occurs because SET tables reject attempts to insert duplicate rows into them. The result is that the INSERT portion of the INSERT … SELECT operation inserts only distinct rows into SET target tables. As a result, the number of rows inserted into the target table can be fewer than the number specified in the SAMPLE clause.
 For example, if an INSERT … SELECT statement SAMPLE clause requests a sample size of 10 rows, and there are duplicate rows from the MULTISET source table in the collected sample, the system rejects the duplicate instances when it attempts to insert the sampled rows into the SET table and inserts only the distinct rows from the sample set. In other words, you could request a sample of 10 rows, but the actual number of rows inserted into the target table could be fewer than 10 if there are duplicate rows in the sampled row set.
 The system does not return any warning or information message when this condition occurs.
 • You cannot use a SAMPLE clause in a subquery.
 • You cannot specify the SAMPLE clause in a SELECT statement that uses the set operators UNION, INTERSECT, or MINUS.
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 GROUP BY and SAMPLE
 The SAMPLE clause cannot appear in a query that specifies the GROUP BY clause and any of the following extended grouping options:
 • CUBE
 • ROLLUP
 • GROUPING SETS
 An exception to this restriction is a query where the GROUP BY clause and extended grouping option appear in a derived table or view and the SAMPLE clause appears in the outer query.
 TOP n Operator and SAMPLE
 A SELECT statement that specifies the TOP n operator cannot also specify the SAMPLE clause.
 Simple Random Sampling
 Simple random sampling is a procedure in which every possible set of the requested size has an equal probability of being selected.
 Stratified Random Sampling
 Stratified random sampling, sometimes called proportional or quota random sampling, is a sampling method that divides a heterogeneous population of interest into homogeneous subgroups, or strata, and then takes a random sample from each of those subgroups.
 The result of this homogeneous stratification of the population is that stratified random sampling represents not only the overall population, but also key subgroups. For example, a retail application might divide a customer population into subgroups composed of customers who pay for their purchases with cash, those who pay by check, and those who buy on credit.
 Sampling With Or Without Replacement
 The WITH REPLACEMENT option specifies that sampling is to be done with replacement. The default is sampling without replacement. Sampling without replacement is assumed implicitly if you do not specify WITH REPLACEMENT explicitly.
 When sampling with replacement, a sampled row, once sampled, is returned to the sampling pool. As a result, a row might be sampled multiple times. Because of this, it is possible to sample more rows than the number of rows in the input. When multiple samples are requested, all the samples are from the whole population and therefore not mutually exclusive.
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 Sampling without replacement is analogous to selecting rows from a SET table in that each row sampled is unique, and once a row is sampled, is not returned to the sampling pool. As a result, requesting a number of samples greater than the cardinality of the table returns an error or warning. Whenever multiple samples are requested, they are mutually exclusive.
 The magnitude of the difference of the results obtained by these two methods varies with the size of the sample relative to the population. The smaller the sample relative to the population, the less the difference in the results of sampling with or without replacement.
 Randomized and Proportional Row Allocation
 Randomized allocation means that the requested rows are allocated across the AMPs by simulating random sampling. This is a slow process, especially for large sample sizes, but it provides a simple random sample for the system as a whole.
 The default row allocation method is proportional. This means that the requested rows are allocated across the AMPs as a function of the number of rows on each AMP. This method is much faster than randomized allocation, especially for large sample sizes. Because proportional allocation does not include all possible sample sets, the resulting sample is not a simple random sample, but it has sufficient randomness to suit the needs of most applications.
 Note that simple random sampling, meaning that each element in the population has an equal and independent probability of being sampled, is employed for each AMP in the system regardless of the specified allocation method.
 One way to decide on the appropriate allocation method for your application is to determine whether it is acceptable to stratify the sampling input across the AMPs to achieve the corresponding performance gain, or whether you need to consider the table as a whole.
 The SAMPLEID value is simply 1, 2, 3, … n across n specified samples regardless of stratification. That is, for the following SAMPLE clause,
 SAMPLE WHEN state = 'CA' THEN 0.3, 0.2 ELSE 0.5, 0.2
 the SAMPLEID correspondence would be: 1 2 3 4

Page 145
                        

Chapter 1: The SELECT StatementSAMPLE Clause
 SQL Reference: Data Manipulation Statements 145
 Example 1: Using fraction_description
 Suppose you want to generate three mutually exclusive sample sets of a customer table for a neural net analysis. The desired percentages are as follows:
 • Train, 60%
 • Test, 25%
 • Validate, 15%
 Note that the sum does not exceed 100%.
 A SELECT statement to generate the desired result looks like the following:
 SELECT customer_id, age, income, marital_status, SAMPLEIDFROM customer_tableSAMPLE 0.6, 0.25, 0.15;
 The result might look something like the following table:
 Sample 1 is the training group, Sample 2 is the test group, and Sample 3 is the validation group.
 customer_id age income marital_status SAMPLEID1362549 17 0 1 1
 1362650 21 17,804 2 1
 1362605 34 16,957 2 1
 1362672 50 16,319 2 3
 1362486 76 10,701 3 1
 1362500 40 56,708 1 3
 1362489 35 55,888 3 2
 1362498 60 9,849 2 1
 1362551 27 23,085 1 1
 1362503 18 5,787 1 2
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 Example 2: Using count_description
 Suppose you want to see if your customers are in at least 100 cities. The SELECT statement to do that is the following:
 SELECT COUNT (DISTINCT city)FROM (SELECT city FROM customer_tableSAMPLE 1000) TEMP;
 If customer_table is large, the SAMPLE 1000 clause would not require a full scan of the table and the sort for DISTINCT would only handle 1000 rows.
 A 1000 row sample is more than 95 percent accurate for estimating if the number of distinct values is greater than 100.
 If you were to make a similar query without including the SAMPLE clause, the query would first have to sort the large customer_table before performing the DISTINCT. For example:
 SELECT COUNT (DISTINCT city)FROM customer_table;
 Examples Using Stratified Sampling
 The following table provides the data for the examples that follow:
 SELECT *FROM stores;
 storeid city state----------- --------------- -----
 2 Green Bay WI7 San Diego CA5 San Jose CA8 Los Angeles CA3 Madison WI1 Racine WI6 San Francisco CA4 Milwaukee WI
 Example 3
 The following query uses proportional allocation by default to sample, without replacement, 25 percent of the rows for WI and 50 percent of the rows for CA:
 SELECT city, state, sampleidFROM storesSAMPLE WHEN state = 'WI' THEN 0.25
 WHEN state = 'CA' THEN 0.5END
 ORDER BY 3;
 city state SampleId--------------- ----- -----------Milwaukee WI 1San Diego CA 2San Jose CA 2
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 Example 4
 The following query uses proportional allocation by default with replacement to sample two nonmutually exclusive samples of 3 and 1 rows, respectively, for WI and two nonmutually exclusive samples of 2 rows each for CA:
 SELECT city, state, sampleidFROM storesSAMPLE WITH REPLACEMENT
 WHEN state = 'WI' THEN 3, 1WHEN state = 'CA' THEN 2, 2END
 ORDER BY 3;
 city state SampleId--------------- ----- -----------Green Bay WI 1Madison WI 1Madison WI 1Racine WI 2San Diego CA 3San Jose CA 3San Diego CA 4San Jose CA 4
 Example 5
 The following query uses randomized allocation without replacement to sample two mutually exclusive samples of 25% and 50%, respectively, of the rows from WI and two mutually exclusive samples of 25% each for CA:
 SELECT city, state, sampleidFROM storesSAMPLE RANDOMIZED ALLOCATION
 WHEN state = 'WI' THEN 0.25, 0.5WHEN state = 'CA' THEN 0.25, 0.25END
 ORDER BY 3;
 city state SampleId--------------- ----- -----------Green Bay WI 1Milwaukee WI 2Madison WI 2San Diego CA 3San Francisco CA 4
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 Example 6
 The following query uses randomized allocation with replacement to sample three rows for WI, and two nonspecific, non-WI rows:
 SELECT city, state, sampleidFROM storesSAMPLE WITH REPLACEMENT RANDOMIZED ALLOCATION
 WHEN state = 'WI' THEN 3ELSE 2END
 ORDER BY 3;
 city state SampleId--------------- ----- -----------Racine WI 1Racine WI 1Madison WI 1San Diego CA 2San Diego CA 2
 Example 7
 The following query samples three rows with replacement using randomized allocation:
 SELECT city, stateFROM storesSAMPLE WITH REPLACEMENT RANDOMIZED ALLOCATION 3;
 city state--------------- -----San Diego CAMadison WI San Jose CA
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 SAMPLEID Expression
 PurposeIdentifies the sample to which a row belongs, distinguishing rows belonging to different samples specified in the SAMPLE clause of a SELECT statement.
 Syntax
 ANSI Compliance
 SAMPLEID is a Teradata extension to the ANSI SQL-2003 standard.
 Definition
 The sample ID identifies the sample to which a row belongs in the left-to-right order of the SAMPLE clause specification, from 1 through n (where n is the number of samples requested in the SAMPLE clause).
 Rules for Using SAMPLEID
 The following rules apply to the use of SAMPLEID:
 • SAMPLEID can only be specified with a SAMPLE clause and can appear either as part of a SELECT clause or in an ORDER BY clause.
 • SAMPLEID cannot be the only term specified in the select list. If you specify SAMPLEID, you must also specify at least one other non-SAMPLEID column expression.
 Using SAMPLEID With Stratified Sampling
 The SAMPLEID value for stratified sampling is simply 1, 2, 3, … n across n specified samples regardless of stratification. That is, for the following SAMPLE clause,
 FF07D180
 SAMPLEID
 SAMPLE WHEN state = 'CA' THEN 0.3, 0.2 ELSE 0.5, 0.2
 the SAMPLEID correspondence would be: 1 2 3 4
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 Example
 The following SELECT statement provides three mutually exclusive sample sets (60 percent for sample category X, 25 percent for sample category Y, and 15 percent for sample category Z) from a customer table.
 The results are returned in a table with three columns: cust_name, cust_addr, and SAMPLEID.
 The integer in the SAMPLEID column identifies whether the row belongs to the 0.6 sample, the 0.25 sample, or the 0.15 sample.
 The samples are identified as 1 through 3, in left-to-right order from the SAMPLE clause, so 0.6 is identified by 1, 0.25 by 2, and 0.15 by 3.
 SELECT cust_name, cust_addr, SAMPLEIDFROM customer_tableSAMPLE 0.6, 0.25, 0.15;
 A partial results table might look something like the following:
 cust_name cust_addr SAMPLEID
 Jones Pharmaceuticals 4235 Lawler RoadMemphis, TNUSA
 1
 Fong Furniture 310 East Highway 5Hong Kong
 2
 Subramaniam Spice Exports 455 1/2 Gandhi LaneHyderabadIndia
 3
 Forrester Property Management
 1 West BroadwaySyracuse, New YorkUSA
 1
 Iwahashi Consulting 33 Korakuen HallTokyoJapan
 1
 Adler Music Publishing, Ltd. 5 East 245th StreetNashville, TNUSA
 O’Brian Metals 83 HeatheringtonThe WhithersCobblestone-on-TreadsUnited Kingdom
 1
 Irama Rice Importers 8562 Rhoma LaneJakartaIndonesia
 2
 Abdelwahab Fine Egyptian Rugs
 1723 Kulthum AvenueCairoEgypt
 1
 Bachar Ouds 18 Rashied DiagonalBaghdadIraq
 1
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 ORDER BY Clause
 PurposeSpecifies how results data are to be sorted.
 Syntax
 where:
 Syntax Element … Specifies …
 ORDER BY the order in which result rows are to be sorted.
 Depending on the specific situation, you can specify one or more sort fields on expression, column_name, column_name_alias, or column_position.
 The first sort field determines the primary sort, with any subsequent sort fields specifying secondary, tertiary, …, and n-ary sorts, respectively, that occur when rows have the same values for the preceding sort fields.
 You can specify a sort field to be sorted in either ascending or descending order.
 If you do not specify an ORDER BY clause, the result rows are returned unsorted.
 expression a valid SQL expression on which to sort.
 If the sort field is a character string, the expression used in the ORDER BY phrase can include a type modifier to force the sort to be either CASESPECIFIC or NOT CASESPECIFIC.
 The expression you specify must not reference a column that has either a BLOB or a CLOB data type.
 See SQL Reference: Data Types and Literals.
 column_name the name of a column on which to sort. An ordering column does not have to be specified as part of the select expression list.
 You can specify a column_name_alias instead of column_name as long as it does not have the same name as a physical column in the table definition. In this case, you must specify column_position, not column_name_alias. See “Example 7: Ordering On a Column Name Alias” on page 160.
 The column you specify cannot have either a BLOB or a CLOB data type.
 1101A429
 ORDER BY
 ,
 DESC
 ASC
 column_name_alias
 column_position
 column_name
 expression
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 ANSI Compliance
 The ORDER BY clause is ANSI SQL-2003-compliant with extensions.
 The use of an ORDER BY clause in the definition of an updatable cursor is ANSI SQL:2003-compliant.
 The use of expression as an ordering argument in the ORDER BY clause is a Teradata extension to the ANSI SQL-2003 standard.
 column_name_alias a column name alias specified in the select expression list of the query for the column on which the result rows are to be sorted.
 If you specify a column_name_alias to sort by, then that alias cannot match the name of any column that is defined in the table definition for any table referenced in the FROM clause of the query whether that column is specified in the select list or not. This does not work because the system always references the underlying physical column having the name rather than the column that you attempt to reference using that same name as its alias.
 If you attempt to specify such an improper column_name_alias, the system aborts the request and returns an error to the requestor.
 The workaround for this is to specify the sort column by its column_position value within the select list for the query. See “column_position” on page 152.
 column_position the numeric position of a column or expression specified in the select expression list on which to sort.
 If the column_name_alias specified in the select list is the same as the name of the physical column in the underlying table specified in the FROM clause, then you cannot specify that column_name_alias as a sort value. Instead, you can specify a column position reference to order on the column or expression in the select list. However, you cannot use a column_name_alias that is the same as the name of some other column specified in the table definition. Substituting column_position for column_name_alias when the query will not otherwise work is not a good practice, and you should not engage in it; however, it does work if you must resort to it for a given situation.
 The column or expression referenced by its numeric position in the select-list must not have either a BLOB or CLOB data type.
 ASC that the results are to be ordered in ascending sort order.
 If the sort field is a character string, then the system orders it in ascending order according to the definition of the collation sequence for the current session.
 The default order is ASC.
 DESC that the results are to be ordered in descending sort order.
 If the sort field is a character string, then the system orders it in descending order according to the definition of the collation sequence for the current session.
 Syntax Element … Specifies …
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 Column Name
 Each column_name in an ORDER BY clause is the name of a column in a relation referenced in the SELECT expression list. The columns named do not have to match the columns in the SELECT expression list.
 You can also order on a column_name_alias.
 You cannot reference LOB columns in the column name list.
 Column Position
 The column position (column_position) is an unsigned integer that refers to the sequential position of a column in the SELECT expression list. The column position cannot be passed as a parameter; attempts to do so cause it to be interpreted as an expression, and the data to be sorted by a constant.
 You cannot reference LOB columns in the column position list.
 Combining ORDER BY And WITH Clauses
 You can specify an ORDER BY clause before or after any WITH clause. Also see “ORDER BY Clause” on page 151.
 When you specify both WITH and ORDER BY clauses in the same SELECT statement, they function together as follows:
 • The WITH clause defines the major sort key.
 • The ORDER BY clause defines the minor sort key.
 This is true regardless of the structure of the query or the number of WITH clauses.
 See “Example 3: Combining WITH And ORDER BY Clauses” on page 166.
 ORDER BY and UDTs
 If an ORDER BY specification contains a UDT column, then the system uses the defined ordering functionality for that UDT to order the result set.
 Reason for Unexpected Row Length Errors: Sorting and Default Sort Order
 Before performing the sort operation that orders the rows to be returned to the requestor, the system creates a sort key and appends it to the rows to be sorted. If the length of this temporary data structure exceeds the system limit of 64KB, the operation fails and returns an error to the requestor. Depending on the situation, the message text is one of the following:
 • A data row is too long.
 • Maximum row length exceeded in database_object_name.
 See Messages for explanations of these messages.
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 There are several possible reasons why a data row plus BYNET sort key might unexpectedly exceed the limit of 64KB without any updates having been made to it:
 • The value for the MaxDecimal field in the DBSControl record for your system might have been changed to a larger value, which could increase the number of bytes stored for each value in a DECIMAL column to as much as 38 bytes where it might previously have been only 1, 2, 4, or 8 bytes.
 See Database Design and SQL Reference: Data Types and Literals for details.
 • Your site has upgraded from a system with a 32-bit architecture to a system with a 64-bit architecture. This upgrade expands the size of data, both on disk and in memory, for a number of data types. The expansion is due to byte alignment restrictions that require padding to ensure alignment on 8-byte boundaries. These restrictions do not exist for 32-bit architectures; therefore, the same row can be within the 64K size boundary on a 32-bit system, but exceed that limit on a 64-bit system.
 See Database Design for details.
 The BYNET only looks at the first 4096 bytes of the sort key created to sort the specified fields, so if the field the sort key is based on is greater than 4096 bytes, the key is truncated and the data might or might not come back in the desired order.
 The Teradata Database sorts nulls before all other data in a column. In other words, nulls sort low. For example, suppose you want to sort the following set of values: 5, 3, null, 1, 4, and 2.
 The values sort as follows:
 null12345
 By default, the result values of a character expression are sorted in ascending order, using the collating sequence in effect for the session.
 Specifying Collation
 You can specify the default collation for a user using the CREATE USER or MODIFY USER statement, or you can specify collation for the duration of a session using the SET SESSION COLLATION statement. Otherwise, collation for a session is determined by the logon client system. The direction of the sort can be controlled by including the DESC (descending) or ASC (ascending) sort option in the SQL request.
 The Teradata Database supports ASCII, EBCDIC, and MULTINATIONAL collating sequences. If MULTINATIONAL is in effect, your collation will be one of the European (diacritical) or Kanji sort sequences described in “International Sort Orders” on page 157.
 The following subsections explain the results of ORDER BY as affected by whether character string expressions have the CASESPECIFIC or NOTCASESPECIFIC attribute.

Page 155
                        

Chapter 1: The SELECT StatementORDER BY Clause
 SQL Reference: Data Manipulation Statements 155
 Case Sensitivity
 For details on defining case sensitivity for a column, see SQL Reference: Data Types and Literals.
 You cannot specify case sensitivity for a CLOB column.
 Japanese Character Sort Order Considerations
 If character strings are to be sorted NOT CASESPECIFIC, which is the default in Teradata session mode, only lowercase simple letters (for example, a … z in the Latin alphabet) are converted to uppercase before a comparison or sorting operation is done.
 The important thing to understood is that case differences are ignored in NOT CASESPECIFIC collations. In other words, the case of the characters is not critical for NOT CASESPECIFIC collation.
 Any non-Latin single-byte character, any multibyte character, and any byte indicating a transition between single-byte characters and multibyte characters is excluded from this function.
 If the character strings are to be sorted CASESPECIFIC, which is the default in ANSI session mode, then the case of the characters is critical for collation.
 For Kanji1 character data in CASESPECIFIC mode, the letters in any alphabet that uses casing, such as Latin, Greek, or Cyrillic, are considered to be matched only if they are the identical letters and have the same case.
 Note that the system does not consider FULLWIDTH and HALFWIDTH characters to be matched whether in CASESPECIFIC or NOT CASESPECIFIC mode.
 Teradata Database uses one of four server character sets to support Japanese characters, with the last two forms being deprecated:
 • Unicode
 • KanjiSJIS
 • Kanji1
 • Graphic
 If you are at a Japanese character site and you want to ensure that sorting of character data is as close as possible to that of the client, you should set your session collation (see “SET SESSION COLLATION” in SQL Reference: Data Definition Statements) as follows:
 • For character data stored on the server as KanjiSJIS or Unicode, the best way to order the session character set is to use the CHARSET_COLL collation.
 For character data stored on the server as either KanjiSJIS or Unicode, the CHARSET_COLL collation provides the collation that is closest to sorting on the client.
 • The JIS_COLL collation also provides an adequate collation, and has the added virtue of providing the same collation no matter what the session character set is.
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 • The CHARSET_COLL and JIS_COLL collation sequences are not designed to support Kanji1 character data.
 For Kanji1 character data, the ASCII collation provides a collation similar to that of the client, assuming the session character set is KanjiSJIS_0S, KanjiEUC_0U, or something very similar. However, ASCII collation does not sort like the client if the data is stored on the server using the ShiftJIS or Unicode server character sets.
 • Users under the KATAKANAEBCDIC, KANJIEBCDIC5026_0I, or KANJIEBCDIC5035_0I character sets who want to store their character data on the server as Kanji1, and who want to collate in the session character set should install either KATAKANAEBCDIC, KANJIEBCDIC5026_0I, or KANJIEBCDIC5035_0I, respectively, at start-up time, and use MULTINATIONAL collation.
 Note that each of these character sets requires a different definition for its MULTINATIONAL collation in order to collate like its respective session character set.
 Teradata Database handles character data collation as follows:
 • Under the KanjiEUC character set, the ss3 0x8F is converted to 0xFF. This means that a user-defined KanjiEUC codeset 3 are not ordered properly with respect to other KanjiEUC code sets. The order of other KanjiEUC code sets is proper (that is, ordering is the same as the binary ordering on the client system).
 ASCII collation collates Kanji1 data in binary order, but handles case matching of single-byte or HALFWIDTH Latin characters (see International Character Set Support for details). This matches collation on the client for KanjiSJIS_0S sessions, is close for
 KanjiEUC_0U,5 and is only reasonably close for double-byte data for KanjiEBCDIC sessions.
 • For Kanji1 data, characters identified as multibyte characters remain in the client encoding and are collated based on their binary values. This explains why ASCII collation works for double-byte characters in KanjiEBCDIC sessions.
 Note that it is not true that multibyte Kanji1 characters remain in the client encoding for KanjiEUC_0U sessions.
 For details, see International Character Set Support and SQL Reference: Data Types and Literals.
 5. For which the system puts code set 3 after code set 1 rather than before code set 1.
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 International Sort Orders
 MULTINATIONAL collation is enabled at the user level via the COLLATION option of the CREATE USER or MODIFY USER statement. If a collation is not specified, the default is HOST; that is, the standard sort ordering of the client system (EBCDIC for IBM clients, ASCII for all others).
 You can override the default at the session level by issuing the SET SESSION COLLATION statement.
 When MULTINATIONAL collation is in effect, the default collation sequence is determined by the collation setting installed at system start-up. Also see International Character Set Support.
 Each international sort sequence is defined by program constants and no check is made to ensure that collation is compatible with the character set of the current session. The choice of sequence is controlled by your database administrator. The programmed character sequences cannot be changed.
 European Sort Order
 The sort order uses a two-level comparison that involves the following rules:
 • All lowercase letters are first mapped to their uppercase equivalents unless CASESPECIFIC is specified in the ORDER BY clause or was defined for the column being accessed.
 In ANSI session mode, the default is CASESPECIFIC and you must explicitly specify NOT CASESPECIFIC to change this.
 • All diacritical forms of the same letter are given the value of the base letter; that is, Ä is given the value of A, Ö is given the value of O, and so forth.
 • If two strings produce the same value, the characters are further ordered according to their sort position in their diacritical equivalence class (defined in the table of European sort orders, below).
 • Unless the query specifies the DESC sort option, collation is in ascending order.
 For details, see SQL Reference: Data Types and Literals.
 When these rules are applied, the words “abbey,” “Active,” and “adage” are returned in this order,
 abbey Active adage
 and the names Muller, Handl, Böckh, Mueller, Händl, Bohr, Bock, and Müller are ordered as:
 Bock Böckh Bohr Handl Händl Mueller Muller Müller
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 Equivalence classes and the ordering of diacritical characters in each class are shown in the following table of European sort orders.
 The listed classes are those with characters that have diacritical forms.
 Example 1
 The following example produces a list of employees, sorted by years of work experience.
 SELECT name, jobtitle, yrsexp FROM employee ORDER BY yrsexp;
 Example 2
 The following example substitutes the integer 3 for YrsExp in the ORDER BY clause. The 3 refers to the left-to-right sequential numeric position of YrsExp in the select expression list.
 SELECT name, jobtitle, yrsexp FROM employee ORDER BY 3;
 Example 3
 The following example produces a list of employees, sorted by DeptNo and Salary. Note that Salary is not contained in the expression list.
 SELECT name, deptno FROM employee ORDER BY deptno, salary;
 A C E I N O
 a Aà Àá Áâ Âã Ãä Ä
 c Cç Ç
 e Eè Èé Éê Êë Ë
 i Iì Ìí Íî Îï Ï
 n Nñ Ñ
 o Oò Òó Óô Ôõ Õö Öo O
 S U Y AE O slash A ring
 s Sβ
 u Uù Ùú Úû Û(U tilde)ü Ü
 y Yÿ Ÿ
 æ Æ ø Ø å Å
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 Example 4
 The following example returns a list of each department number and its total population, in the order of lowest population first:
 SELECT COUNT(name), deptno FROM employee GROUP BY deptno, ORDER BY COUNT(name);
 Example 5
 Each of the following statements can be used to list employees by department number, with the highest paid employee listed first and the lowest paid last:
 SELECT name, deptno, salary FROM employee ORDER BY 2 ASC, 3 DESC;
 SELECT name, deptno, salary FROM employeeORDER BY deptno, salary DESC;
 Example 6: Case Sensitivity
 Consider the following statements that create and populate table t:
 CREATE TABLE t (a CHAR(4) NOT CASESPECIFIC, b BYTEINT)
 PRIMARY INDEX (a,b);
 INSERT INTO t VALUES (’AAAA’, 1); INSERT INTO t VALUES (’aaaa’, 2); INSERT INTO t VALUES (’BBBB’, 3); INSERT INTO t VALUES (’bbbb’, 4);
 If the default handling of case is allowed, the following request produces the results table immediately following.
 SELECT * FROM t ORDER BY a;
 a b ---- ---AAAA 1aaaa 2BBBB 3bbbb 4
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 On the other hand, when you specify CASESPECIFIC for the query, the results are one of the results tables immediately following the example SELECT statements, depending on the collation sequence in effect for the current session.
 SELECT * FROM t ORDER BY CAST(a AS CASESPECIFIC);
 or
 SELECT CAST(a AS CASESPECIFIC), b FROM t ORDER BY 1;
 Example 7: Ordering On a Column Name Alias
 Suppose you define a column named j in table t1.
 The following statement fails because j is defined to be an alias for the expression SUM(t1.j); however, when it is used in the ORDER BY clause, the system resolves it to the column j and not the expression aliased by j:
 SELECT t1.i, SUM(t1.j) AS j, t1.k FROM t1 GROUP BY 1,3 ORDER BY j;
 On the other hand, the following statement does work because the column name alias jj is not the same as the column name j, and there is no column named jj in the table definition.
 SELECT t1.i, SUM(t1.j) AS jj, t1.k FROM t1 GROUP BY 1,3 ORDER BY jj;
 EBCDIC ASCII MULTINATIONAL
 A B A B A B
 ---- ---- ---- ---- ---- ----
 aaaa 2 AAAA 1 aaaa 2
 bbbb 4 BBBB 3 AAAA 1
 AAAA 1 aaaa 2 bbbb 4
 BBBB 3 bbbb 4 BBBB 3
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 WITH Clause
 PurposeSpecifies summary lines and breaks (also known as grouping conditions) that determine how selected results are returned.
 The typical use of a WITH clause is with subtotals.
 Syntax
 where:
 Syntax Element … Specifies …
 WITH the keyword introducing the condition to be fulfilled by the SELECT statement.
 expression_1 a summary line, such as a total, for the values in an expression of the select result.
 expression_1 can contain one or more aggregate and arithmetic operators that are applied to column values.
 expression_1 cannot contain LOB columns.
 BY expression_2 one or more result columns (expressions) for which expression_1 is provided. BY is valid only when used with WITH. expression_2 can be considered as a group condition.
 expression_2 can refer to an expression in the select expression list either by name or by means of a constant that specifies the numeric position of the expression in the expression list.
 expression_2 cannot contain LOB columns.
 ASCDESC
 the sort order.
 ASC specifies ascending order and is the default.
 DESC specifies descending order.
 If a sort option is not given, result values are sorted in ascending order according to the collation in effect for the session.
 FF06B014
 WITH
 ,
 expression_1
 DESC
 ASC
 ,
 expression_2BY
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 ANSI Compliance
 The WITH clause is a Teradata extension to the ANSI SQL-2003 standard.
 Expressions In A WITH Clause
 expression_2 determines where summary lines are generated. For example, BY DeptNo specifies a summary for each value in the DeptNo column; a summary line is generated following a listing of the values for each DeptNo.
 If the BY phrase is not used, the summary line applies to the entire result, as specified by the SELECT expression list.
 As in the ORDER BY clause, the values of any expression specified by expression_2 can be sorted in ascending or descending order. For example:
 WITH SUM(salary) BY divno ASC, deptno DESC
 Likewise, expression_2 can specify a constant that references an expression by its position in the SELECT expression list. For example:
 WITH SUM(salary) BY 2 ASC, 3 DESC
 However, an expression that is specified in expression_1 or expression_2 need not appear in the SELECT expression list.
 The following expressions can be used in a WITH clause:
 • Expressions operated on by aggregate operators (for example, SUM, AVERAGE, COUNT, MIN, or MAX).
 An aggregate operator must be specified directly before each column to which the operator applies, for example, WITH SUM(salary) or MAX(yrsexp).
 • Expressions associated with the field values of an expression contained in the BY phrase, for example, WITH deptno, SUM(salary) BY deptno.
 You cannot use expressions that include LOB or UDT columns in a WITH clause.
 WITH And UDTs
 You cannot specify UDT columns in a WITH clause.
 WITH And LOBs
 You cannot specify LOB columns in a WITH clause.
 A WITH Clause Is Not Allowed When You Specify The TOP n Operator
 A SELECT request that specifies the TOP n operator cannot also specify a WITH clause.
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 Using TITLE Phrases
 You can use a TITLE phrase to specify a title for any valid expression contained in expression_1 and the SELECT expression list. The TITLE phrase must be enclosed by parentheses and follow the entire expression to which it applies.
 Title is relevant only for FieldMode output for report generation and normally done only via BTEQ.
 In the following statement, the title Subtotal is listed at each summary row:
 WITH SUM(salary)(TITLE 'Subtotal')
 In the following statement, a blank title is specified:
 WITH SUM(salary)(TITLE ' ')
 See “Example 1: Detail Line For Each Employee And Subtotal Line For Each Department” on page 164.
 How Multiple WITH Clauses Work Together
 You can use more than one WITH clause in a SELECT statement to specify different kinds of summaries. Each succeeding WITH clause refers to an ever broader grouping of rows as follows:
 • The BY phrase in the first WITH clause defines the least important sort key.
 • The BY phrase in the next WITH clause defines the next-to-least important sort key.
 • The final WITH clause defines the major sort key.
 See “Example 2: Multiple WITH Clauses” on page 165.
 Combining WITH And ORDER BY Clauses
 You can specify an ORDER BY clause before or after any WITH clause. Also see “ORDER BY Clause” on page 151.
 When you specify both WITH and ORDER BY clauses in the same SELECT statement, they function together as follows:
 • The WITH clause defines the major sort key.
 • The ORDER BY clause defines the minor sort key.
 This is true regardless of the structure of the query or the number of WITH clauses.
 See “Example 3: Combining WITH And ORDER BY Clauses” on page 166.
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 Combining WITH and GROUP BY Clauses
 You should not combine WITH and GROUP BY clauses in a SELECT statement.
 Specifying WITH and GROUP BY clauses in the same SELECT statement can produce unintended results.
 See “Example 4: Unintended Result From Combining GROUP BY and WITH Clauses” on page 167.
 Also see “GROUP BY Clause” on page 113.
 Example 1: Detail Line For Each Employee And Subtotal Line For Each Department
 You can use the following request to generate a departmental salary report that contains a detail line for each employee and a subtotal line for each department:
 SELECT name, deptno, salary FROM employee WITH SUM(salary) BY deptno;
 The result returned is as follows:
 Name DeptNo Salary ---- ------ ----------Peterson J 100 25,000.00Moffit H 100 35,000.00Jones M 100 50,000.00Chin M 100 38,000.00Greene W 100 32,500.00
 ---------- Sum(Salary) 180,500.00
 Leidner P 300 34,000.00Phan A 300 55,000.00Russell S 300 65,000.00
 ---------- Sum(Salary) 154,000.00
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 Example 2: Multiple WITH Clauses
 The following statement generates a report of employee salaries ordered by department, with a summary line of total salaries for each department and a final summary line of total salaries for the entire organization:
 SELECT name, deptno, salary FROM employee WITH SUM(salary) BY deptno WITH SUM(salary);
 The result returned is as follows:
 Name DeptNo Salary---------- ------- -----------Peterson J 100 25,000.00Moffit H 100 35,000.00Jones M 100 50,000.00Chin M 100 38,000.00Greene W 100 32,000.00
 ---------- Sum(Salary) 180,000.00
 Leidner P 300 34,000.00Phan A 300 55,000.00Russell S 300 65,000.00
 ---------- Sum(Salary) 154,000.00
 Smith T 500 42,000.00 Clements D 700 38,000.00
 ----------Sum(Salary)113,000.00
 ----------Sum(Salary) 851,000.00
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 Example 3: Combining WITH And ORDER BY Clauses
 Both of the following statements use an ORDER BY clause to sort employee names in ascending order in each department group:
 SELECT name, deptno, salary FROM employee ORDER BY name WITH SUM(salary) BY deptno WITH SUM(salary);
 SELECT name, deptno, salary FROM employee WITH SUM(salary) BY deptno WITH SUM(salary) ORDER BY name;
 The result returned is as follows:
 Name DeptNo Salary---------- ------- -----------Chin M 100 38,000.00Greene W 100 32,500.00Jones M 100 50,000.00Moffit H 100 35,000.00Peterson J 100 25,000.00
 ----------Sum(Salary) 180,500.00
 . . .
 . . .
 . . .Brangle B 700 30,000.00Clements D 700 38,000.00Smith T 700 45,000.00
 ----------Sum(Salary) 113,000.00
 ----------Sum(Salary) 851,100.00
 If any sort key column contains character data that was entered in mixed case, the results produced from WITH...BY or ORDER BY can be unexpected, depending on whether the CASESPECIFIC option was defined on the column and the collation in effect for the session (see “ORDER BY Clause” on page 151 and SQL Reference: Data Definition Statements).
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 Example 4: Unintended Result From Combining GROUP BY and WITH Clauses
 The following statement is intended to generate a report of salary totals by department with a grand total of employee salaries:
 SELECT deptno, SUM(salary) FROM employee GROUP BY deptno WITH SUM(salary);
 The result returned is as follows:
 DeptNo Sum(Salary) ------ -----------
 100 180,500.00300 143,000.00500 268,000.00600 146,600.00700 113,000.00
 ----------- Sum(Sa 851,100.00
 As would be expected, the WITH clause produces a summary line of total salaries for all departments. Note that the summary title is truncated because of the narrow width of the DeptNo column.
 If a WITH clause contains an unnecessary BY phrase, then a useless summary line is generated following each department salary total as seen in the report following this example query:
 SELECT deptno, SUM(salary) FROM employee GROUP BY deptno WITH SUM(salary) BY deptno;
 DeptNo Sum(Salary)------ ----------100 180,500.00
 ----------Sum(Sa 180,500.00
 .
 .
 .700 113,000.00
 -----------Sum(Sa 113,000.00
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 CHAPTER 2 Join Expressions
 This chapter describes joins of tables and views, including the following:
 • “Inner Joins” on page 173
 • “Ordinary Inner Join” on page 174
 • “Cross Join” on page 177
 • “Self-Join” on page 179
 • “Outer Joins” on page 180
 • “Left Outer Join” on page 193
 • “Right Outer Join” on page 195
 • “Full Outer Join” on page 197
 The chapter also presents an outer join case study (“Outer Join Case Study” on page 210) that demonstrates how to write correct outer joins that behave the way you expect them to.
 Information on the various join algorithms used by the Optimizer to perform these various joins is provided in SQL Reference: Statement and Transaction Processing.
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 Joins
 Definition
 A join is an action that projects1 columns from two or more tables into a new virtual table. The Teradata Database supports joins of as many as 64 tables per query.
 Less formally, a join is an action that retrieves column values from more than one table.
 Join Varieties
 The various types of joins that SQL supports are distinguished by the conditions specified in the query that joins the tables. There are four basic types of join:
 • Natural
 • Theta (represented symbolically by Θ)
 • Inner
 • Outer
 These are not mutually exclusive types: you can make natural inner and outer joins as well as Θ inner and outer joins.
 Natural and Theta Joins
 At the highest level of abstraction, the two basic types of join are the natural join and the Θ join.
 The natural join is an equality join made over a common column set with matching column names such as a primary index or primary key-foreign key relationship that is expressed in a WHERE clause equality condition. For example,
 ... WHERE a.custnum = b.custnum ...
 The Θ join is similar except that the Θ operator is typically assumed to be an inequality condition. For example,
 ... WHERE a.custnum > b.custnum ...
 If the Θ operator happens to be =, then the join is said to be an equijoin. In certain cases, the natural join and the equijoin are identical.2 While both joins are made over an equality condition, the column names on which tables are joined need not match in an equijoin, while they must match in a natural join.
 SQL also supports two other special join cases: the cross join, or Cartesian product and the self-join.
 1. See “Review of Relevant Relational Algebra for the Outer Join” on page 191 for definitions of the relational algebra terms project, restrict, and product.
 2. Because Teradata Database SQL does not support the ANSI SQL-2003 NATURAL JOIN syntax, it does not recognize a practical difference between natural and equijoins and they are effectively the same thing.
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 For more detailed information about these join types, see the following topics:
 • “Inner Joins” on page 173
 • “Ordinary Inner Join” on page 174
 • “Cross Join” on page 177
 • “Self-Join” on page 179
 Note that both intersection (see the documentation for the INTERSECT operator in SQL Reference: Functions and Operators) and Cartesian product are special cases of the join operation.
 Inner and Outer Joins
 The inner join projects only those rows that have specific commonality between the joined tables. Because the inner join does not include rows that have no counterpart in the other table, it is sometimes said to lose that information.
 For further information about inner joins, see the following topics:
 • “Inner Joins” on page 173
 • “Ordinary Inner Join” on page 174
 The outer join is meant to provide a method for regaining the "lost" information the inner join does not report. The outer join is an extended inner join that projects not only those rows that have commonality between the joined tables, but also those rows that have no counterpart in the other relation.
 Depending on how you write an outer join, it can project the inner join rows plus any of the following: the nonmatching rows of the left table, the nonmatching rows of the right table, or the nonmatching rows from both. The attributes of the complementary row sets of an outer join are represented in the result set by nulls.
 For further information about the outer join and its various types, see the following topics:
 • “Outer Joins” on page 180
 • “Left Outer Join” on page 193
 • “Right Outer Join” on page 195
 • “Full Outer Join” on page 197

Page 172
                        

Chapter 2: Join ExpressionsJoins
 172 SQL Reference: Data Manipulation Statements
 Outer joins are somewhat controversial for several reasons:
 • There are some formal complications involved in deriving outer joins. For example, while it is true that the inner natural join is a projection of the inner equijoin, it is not true that the outer natural join is a projection of the outer equijoin.
 • The result of an outer join can be very difficult to interpret, if only because nulls are used to represent two very different things: the standard "value unknown" meaning and the empty set, representing the attributes of the outer row set.
 See Database Design for further information about issues with nulls and the outer join.
 • It is often difficult to code an outer join correctly.
 For further information about coding outer joins, see the following topics:
 • “Coding ON Clauses for Outer Joins” on page 202
 • “Coding ON Clauses With WHERE Clauses for Outer Joins” on page 205
 • “Rules and Recommendations for Coding ON and WHERE Clauses for Outer Joins” on page 209
 • “Outer Join Case Study” on page 210
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 Inner Joins
 This section describes inner joins. The inner join is more commonly referred to simply as a join.
 Topics include:
 • “Ordinary Inner Join” on page 174
 • “Cross Join” on page 177
 • “Self-Join” on page 179
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 Ordinary Inner Join
 Definitions: Join and Inner Join
 A join allows you to select columns and rows from two or more tables and views. You can join as many as 64 tables and views.
 An inner join projects data from two or more tables or views that meet specific join conditions. Each source must be named and the join condition, the common relationship among the tables or views to be joined, must be specified explicitly in a WHERE clause.
 Components of an Inner Join
 Refer to the following table abstractions and Venn diagram.
 Define table_A as the row set containing sections 1 and 2. Refer to table_A as left_table.
 Define table_B as the row set containing sections 1 and 3. Refer to table_B as right_table.
 The inner join of table_A and table_B is section 1, as indicated by the following Venn diagram.
 FF07R012
 FF07R016
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 The Default Join
 Unless explicitly declared as outer joins, all joins are inner joins by default. You can, however, specify an explicit inner join using the reserved word INNER.
 The following SELECT request is an inner join of the two tables table_A and table_B.
 SELECT ...FROM table_A INNER JOIN table_B ...
 Because the keyword sequence INNER JOIN is optional (but if you specify the keyword INNER, you must immediately follow it with the keyword JOIN), the following SELECT requests are also correct examples of inner joins:
 SELECT ...FROM table_A JOIN table_B ...
 SELECT ...FROM table_A, table_B ...
 You can specify the join condition using either the ON clause or the WHERE clause for inner joins. Note that an ON clause is mandatory if the keyword JOIN is specified for an inner join.
 Example
 You can determine the department location of employee Marston by joining the employee and department tables on the column in which there are values common to both. In this case, that column is deptno.
 SELECT Loc FROM Department, Employee WHERE Employee.Name = ’Marston A’AND Employee.DeptNo = Department.DeptNo;
 This query asks two questions:
 • What is the number of the department in the employee file that contains Marston?
 • What is the location code for that department in the department file?
 The key to answering both questions is the deptno column, which has the same values in both tables and thus can be used to make the join relationship (the actual name of the column is irrelevant).
 The result of this inner join is the following report.
 LocATL
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 Joins on Views Containing an Aggregate
 You can join views containing an aggregate column.
 In the following example, the custfile table is joined with the custprodsales view (which contains a SUM operation) in order to determine which companies purchased more than $10,000 worth of item 123.
 CREATE VIEW CustProdSales (custno, pcode, sales) ASSELECT custno, pcode, SUM(sales) FROM SalesHistGROUP BY custno, pcode;
 SELECT company_name, sales FROM CustProdSales a, CustFile bWHERE a.custno = b.custno AND a.pcode = 123 AND a.sales > 10000;

Page 177
                        

Chapter 2: Join ExpressionsCross Join
 SQL Reference: Data Manipulation Statements 177
 Cross Join
 Definition
 SQL supports unconstrained joins (or cross joins)—joins in which a WHERE relationship between the joined tables is not specified.
 The result of an unconstrained join is also referred to as a Cartesian product (more formally, an extended Cartesian product) after the proof by the philosopher and mathematician Rene Descartes that an ordered pair of elements, in this case the concatenation of two rows, can be represented in a two dimensional plane as a single point in two-dimensional space.
 The collection of all such ordered pairs formed by multiplying each element of one relation with each element of a second relation is the same result obtained by performing a cross join between two tables: the join is the product of the rows in each table that is joined.
 Why Perform a Cross Join?
 Concatenating each row of one table with every row of another table rarely produces a useful result. Before performing a cross join, you should address the following considerations:
 • Why you need to execute such a wide ranging and uninformative operation
 • How expensive (with respect to resource consumption) a cross join can be
 For example, a cross join of two tables, table_a and table_b, each with a cardinality of 1,000 rows, returns a joined table of 1 million rows. Cross joins can easily abort transactions by exceeding user spool space limits.
 Generally speaking, the only reason to request a cross join is to write performance benchmarks. Real world applications of cross joins are essentially nonexistent.
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 How to Write a Cross Join
 If you want to return a Cartesian product that is not an outer join of two or more tables, you can write the following SELECT request:
 SELECT ...FROM table_a CROSS JOIN table_b;
 Because the reserved word sequence CROSS JOIN is optional, you could also write the following, more concise, SELECT request that accomplishes the same result:
 SELECT ...FROM table_a,table_b;
 The first form, with the explicit CROSS JOIN syntax, more clearly indicates that a cross join is the intent of the query.
 If table_a contains five rows and table_b contains three rows, then the Cartesian product is 3 x 5, or 15. An unconstrained join on these tables results in 15 rows being returned.
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 Self-Join
 Definition
 A self-join combines the information from two or more rows of the same table into a single result row, effectively joining the table with itself.
 Example
 For example, the following query asks the names of employees who have more years of experience than their managers:
 SELECT workers.name, workers.yrsexp, workers.deptno, managers.name, managers.yrsexp
 FROM employee AS workers, employee AS managersWHERE managers.deptno = workers.deptnoAND managers.jobtitle IN (’Manager’, ’Vice Pres’)AND workers.yrsexp > managers.yrsexp;
 The operation treats the Employee table as if it were two tables; one named Workers, the other named Managers. This is accomplished by using table name aliases in the FROM clause.
 ANSI calls table aliases correlation names. They are also referred to as range variables.
 Because each of these fictitious tables has the same columns (name, yrsexp, and deptno) each column name must be qualified with the alias name of its table as defined in the FROM clause (for example, “workers.deptno”).
 The WHERE clause establishes the following things:
 • A key to both tables (deptno)
 • Which employees belong in the managers table (first AND)
 • Which workers and managers should be listed in the tables (second AND)
 A possible result of this self-join is as follows:
 Name YrsExp DeptNo Name YrsExpGreene W 15 100 Jones M 13
 Carter J 20 500 Watson L 8
 Smith T 10 700 Watson L 8
 Aguilar J 11 600 Regan R 10
 Leidner P 13 300 Phan A 12
 Russell S 25 300 Phan A 12
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 Outer Joins
 The outer join is an extension of the inner join that includes both rows that qualify for a simple inner join as well as a specified set of rows that do not match the join conditions expressed by the query.
 Because outer joins are as complicated to code correctly as they are to interpret, this section studies them in detail, including a carefully thought out case study and series of recommendations contributed by a Teradata database administrator.
 There are three types of outer joins:
 • LEFT OUTER JOIN (see “Left Outer Join” on page 193)
 • RIGHT OUTER JOIN (see “Right Outer Join” on page 195)
 • FULL OUTER JOIN (see “Full Outer Join” on page 197)
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 Definition of the Outer Join
 Definition: Outer Join
 The outer join is an extension of the inner join. The difference between outer joins and inner joins is the existence of an nonmatching row set in the outer join result.
 Outer joins of two or more tables perform an inner join of those tables according to a specified join condition and also return rows from the left join table, the right join table, or both, that do not match the inner join condition, extending the results rows with nulls in the nonmatching fields.
 The nonmatching rows are for those rows in the outer table that do not have a match in the inner table, while the matching rows in the outer join result are the rows that satisfy the join condition, which are exactly the same as those in the inner join result.
 The outer join is loosely defined as the algebraic UNION ALL of its components.3
 Syntax
 where:
 3. Note that because UNION ALL permits duplicates, it is not a relational operator in the strict sense of the term.
 Syntax element … Specifies …
 left_table the table reference that appears to the left of the join type keywords.
 right_table the table reference that appears to the right of the join type keywords.
 join_condition the columns on which the join is made separated by the comparison operator that specifies the comparison type for the join.
 The join conditions of an ON clause define the rows in the left table that take part in the match to the right table. At least one join condition is required in the ON clause for each table in the outer join.
 You can include multiple join conditions in an ON clause by using the Boolean AND, OR, and NOT operators.
 1101A041
 RIGHT
 LEFT JOIN right_table ONleft_table
 OUTER
 FULL
 join_condition
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 For example, consider the following SELECT request:
 SELECT offerings.courseno, offerings.location, enrollment.empnoFROM offerings LEFT OUTER JOIN enrollment ON offerings.courseno = employee.courseno;
 where:
 Simple Outer Join Example
 Assume you have the data presented in tables t1 and t2:
 An inner join of these tables is specified by the following query:
 SELECT x1, y1, x2, y2 FROM t1, t2 WHERE x1=x2;
 The result of this query is as follows:
 This variable … Corresponds to this syntax element …
 offerings left_table
 enrollment right_table
 offerings.courseno=employee.courseno join_condition
 t1 t2
 FK PK
 x1 y1 x2 y2
 1 1 1 1
 2 2 3 3
 3 3 4 4
 4 4 5 5
 x1 y1 x2 y2
 1 1 1 1
 3 3 3 3
 4 4 4 4
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 An left outer join of these tables is specified by the following query:
 SELECT x1, y1, x2, y2 FROM t1 LEFT OUTER JOIN t2 ON x1=x2;
 The result of this query is as follows:
 Outer Join Is Equivalent to Inner Join for Selected Foreign Key-Primary Key Relationships
 Recall from the original table definitions (see “Definition: Outer Join” on page 181) that x2 is the primary key of t2. Assume the following referential integrity constraint is defined on t1:
 FOREIGN KEY (x1) REFERENCES t2 (x2);
 This constraint requires each of the x1 (foreign key) values in t1 to also exist as the primary key for one, and only one, row in table t2 as column x2. Therefore the second row in t1 (see “Simple Outer Join Example” on page 182) cannot be valid, which makes the nonmatching row in the outer join result disappear from the outcome. The outer join result converts into the inner join result on the same tables because the referential integrity constraint guarantees there can be no unmatched rows in the join result.
 Mathematically, the foreign key-primary key relationship implies that the values in the foreign key column set form a proper subset of the set of values in the primary key column set, expressed mathematically as SFK ⊂ SPK, where SFK represents the foreign key value set and SPK represents the primary key value set.
 Therefore, an equijoin between the parent table primary key column set and a child table foreign key column set always leaves the unmatched row set empty so that an outer join is equivalent to the corresponding inner join. This property is extremely valuable for query optimization using join indexes (see SQL Reference: Data Definition Statements and Database Design for more information).
 x1 y1 x2 y2
 1 1 1 1
 2 2 ? ?
 3 3 3 3
 4 4 4 4
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 Components of an Outer Join
 Refer to the following table abstractions and Venn diagram.
 This diagram is identical to the Venn diagram used for “Components of an Inner Join” on page 174; however, the way the components of this diagram are combined for an outer join is very different.
 Define table_A as the row set contained by sections 1 and 2. Refer to table_A as left_table.
 Define table_B as the row set contained by sections 1 and 3. Refer to table_B as right_table.
 Define the components of a 2-table outer join as follows:
 This component … Is defined as …
 1 the inner join of the 2 tables as defined by an ON clause with all join conditions applied. These rows also provide the matching rows of an outer join.
 2 all rows from left_table not included in section 1 extended with nulls for each nonmatching column from left_table. These are the unmatched rows in a left outer join.
 3 all rows from right_table not included in section 1 extended with nulls for each nonmatching column selected from right_table. These are the unmatched rows in a right outer join.
 FF07R012
 FF07R016
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 Types of Outer Join
 The sections to be unioned are defined by the type of outer join:
 For each type of outer join, you can think of the operation as assembling the proper components using the UNION ALL operator.4
 Terminology
 The terms inner table and outer table, used frequently when writing about outer joins, are defined in the following table:
 This terminology also applies to the result of nested joins and spool files.
 This outer join type … Is defined as …
 LEFT Section 1 UNION ALL Section 2
 RIGHT Section 1 UNION ALL Section 3
 FULL Section 1 UNION ALL Section 2 UNION ALL Section 3
 4. Note that because UNION ALL permits duplicates, it is not a relational operator in the strict sense of the term.
 Term Definition
 Inner table The inner table is the table that contributes only matched rows to the outer join result.
 For an inner join, both tables are inner tables.
 Outer table The outer table is the table that contributes unmatched rows to the outer join result.
 In this description, the word unmatched refers to the rows in the left or right (or both) table that are not part of the inner join rows because they have no matching columns, so they are extended with nulls in the results table.
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 Inner/Outer Table Example
 Consider the following nested outer join:
 (table_A LEFT OUTER JOIN (table_B RIGHT OUTER JOIN table_C ON join_condition) ON join_condition) FULL OUTER JOIN table_D ON join_condition
 What are the inner and outer tables of this outer join?
 Beginning with the most deeply nested join and working outward, the following relationships apply:
 1 table_c is an outer table with respect to table_b
 2 table_a is an outer table with respect to the nested join (table_b RIGHT OUTER JOIN table_c ON join_condition)
 3 (table_a LEFT OUTER JOIN (table_b RIGHT OUTER JOIN table_c ON join_condition) ON join_condition is an outer table for the full outer join
 4 table_d is an outer table for the full outer join
 Projected Column List
 When you construct an outer join, the projected column list has to be chosen carefully to make the results both useful and interpretable. In general, you should project the column from the same side as the outer join. “Practical Example” on page 196 right outer joins on CourseNo; therefore, you needed to project out the right join column, which is Enrollment.CourseNo.
 Similarly, in the full outer join in “Practical Example” on page 198, the example projects both CourseNo columns for this same reason.
 Nulls and the Outer Join
 Nulls are a fundamental component of the report produced by a query that contains an outer join.
 The key feature of the outer join is that in returning rows from the outer table set, the report extends the rows that have no matching values with nulls, as if these unknown “values” came from the corresponding table.
 Suppose, for example, you wish to list courses offered by customer education for which employees have registered and also to include in that list those courses for which no one signed up.
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 The practical outer join examples in “Left Outer Join” on page 193, “Right Outer Join” on page 195, and “Full Outer Join” on page 197 use these three tables.
 • offerings shows customer education courses currently being offered and their location. With respect to courses being offered, you can think of offerings as a subset of courses.
 • enrollment shows employees who have registered for courses, some of which may not be offered.
 • courses lists all courses developed by customer education, some of which are not currently being offered (for example, C300).
 Note that the nulls reported for an outer table set do not represent missing information, but the empty set, which is not the same thing. See Database Design for a discussion of the various uses of nulls in the SQL language.
 Offerings
 CourseNo Beginning Dates LocationC100 01/05/2006 El Segundo
 C200 07/02/2006 Dayton
 C400 10/07/2006 El Segundo
 Enrollment
 EmpNo CourseNo236 C100
 236 C300
 Courses
 CourseNo NameC100 Recovery Planning
 C200 Software Architecture
 C300 Teradata Basics
 C400 Introduction to Java Programming
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 Example
 The following SELECT request is an example of a left outer join of two tables, table_a and table_b:
 SELECT column_expressionFROM table_a LEFT OUTER JOIN table_b ON join_conditionsWHERE join_condition_exclusions;
 The left table in the above example means the table specified to the left of the keywords OUTER JOIN in the FROM clause. The right table means the table specified to the right of the keywords OUTER JOIN.
 The keyword LEFT indicates the source of the nonmatching rows returned in the result of the left outer join.
 In addition to performing an inner join of two or more tables according to a join condition, a left outer join, as in the example above, returns nonmatching rows from its left table (table_a) and extends them with nulls.
 A right outer join returns nonmatching rows from its right table and extends them with nulls.
 A full outer join returns nonmatching rows from both of the join tables and extends them with nulls.
 The reserved word OUTER is optional so that the preceding SELECT request could also be written as follows:
 SELECT ...FROM table_A LEFT JOIN table_B ON join_condition;
 Rules for Using the DEFAULT Function as a Search Condition for an Outer Join ON Clause
 The following rules apply to the use of the DEFAULT function as part of the search condition within an outer join ON clause:
 • The DEFAULT function takes a single argument that identifies a relation column by name. The function evaluates to a value equal to the current default value for the column. For cases where the default value of the column is specified as a current built-in system function, the DEFAULT function evaluates to the current value of system variables at the time the request is executed.
 The resulting data type of the DEFAULT function is the data type of the constant or built-in function specified as the default unless the default is NULL. If the default is NULL, the resulting date type of the DEFAULT function is the same as the data type of the column or expression for which the default is being requested.
 • The DEFAULT function has two forms. It can be specified as DEFAULT or DEFAULT (column_name). When no column name is specified, the system derives the column based on context. If the column context cannot be derived, the request aborts and an error is returned to the requestor.
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 • You can specify a DEFAULT function with a column name argument within a predicate. The system evaluates the DEFAULT function to the default value of the column specified as its argument. Once the system has evaluated the DEFAULT function, it treats it like a constant in the predicate.
 • You can specify a DEFAULT function without a column name argument within a predicate only if there is one column specification and one DEFAULT function as the terms on each side of the comparison operator within the expression.
 • Following existing comparison rules, a condition with a DEFAULT function used with comparison operators other than IS [NOT] NULL is unknown if the DEFAULT function evaluates to null.
 A condition other than IS [NOT]NULL with a DEFAULT function compared with a null evaluates to unknown.
 See SQL Reference: Functions and Operators for more information about the DEFAULT function.
 Use of the DEFAULT Function in an Outer Join ON Condition
 The examples assume the following table definitions:
 CREATE TABLE table15 (col1 INTEGER ,col2 INTEGER NOT NULL,col3 INTEGER NOT NULL DEFAULT NULL,col4 INTEGER CHECK (col4 > 10) DEFAULT 9 );
 CREATE TABLE table16 (col1 INTEGER, col2 INTEGER DEFAULT 10,col3 INTEGER DEFAULT 20,col4 CHARACTER(60) );
 You can specify a DEFAULT function as a component of the search condition for an outer join. The following examples demonstrate proper use of the DEFAULT function as part of an outer join search condition:
 IF a DEFAULT function is used with … THEN the comparison is …
 IS NULL • TRUE if the default is null
 • Else it is FALSE
 IS NOT NULL • FALSE if the default is null
 • Else it is TRUE
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 In the following example, the DEFAULT function evaluates to the default value of table16.col2, which is 10.
 SELECT * FROM table16 FULL OUTER JOIN table15 ON table15.col1 < DEFAULT(table16.col2);
 Therefore, the previous example is equivalent to the following example:
 SELECT * FROM table16 FULL OUTER JOIN table15 ON table15.col1 < 10;
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 Review of Relevant Relational Algebra for the Outer Join
 Basic SQL Query
 The relational algebra and the relational calculus (more formally, the first order predicate calculus) are two different, but precisely equivalent formal languages for manipulating relations. They differ in that the algebra is procedural, lending itself to internal representations of queries that can be manipulated by query optimizers and database managers, while the calculus is nonprocedural, lending itself to providing a foundation for user-malleable query languages.
 The basic query SELECT-FROM-WHERE, which is the SQL dialect of the generalized nonprocedural relational calculus for a query, can be restated in terms of relational algebra as follows.
 projection ( restriction ( product ) )
 where:
 For clarity of presentation, restate the original expression as projection (inner join).
 Syntax element … Specifies …
 projection the result of applying a PROJECT operator that extracts one or more attributes from one or more relations.
 In concrete terms, this defines an SQL SELECT … FROM. Projection selects columns from tables.
 restriction the result of applying a RESTRICT (or SELECT) operator that extracts one or more tuples from the projection.
 Note that the SELECT of relational algebra is different than the SELECT statement of SQL, which essentially performs both a PROJECT operation and a RESTRICT operation.
 In concrete terms, restriction defines the WHERE, ON, HAVING, and QUALIFY clauses of an SQL SELECT statement. Restriction selects qualified rows from tables. When a join condition exists, restriction selects qualified rows from the intermediate results table produced by the join.
 product the result of applying a PRODUCT operator that builds all possible combinations of tuples, one from each specified relation.
 In concrete terms, this defines a join. More rigorously, the term defines an inner join.
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 Relational Algebra for the Outer Join
 Now consider the outer join. Informally, the outer join merges the result of an inner join with the remaining tuples in one (or both) of the joined relations that do not share commonality with the tuples of the inner join result table.
 The outer join can be restated in terms of the relational algebra developed here as follows:
 projection ( inner_join ∪ extension )
 where:
 Syntax element … Specifies …
 projection the result of applying a PROJECT operator that extracts one or more attributes from one or more relations.
 inner_join the result of applying the RESTRICT (or SELECT) operator to the PRODUCT of the relations in the projection.
 ∪ the UNION ALL operator.a
 a. Note that because UNION ALL permits duplicates, it is not a relational operator in the strict sense of the term.
 extension the complement of the result of applying the RESTRICT operator to the PRODUCT of the relations in the projection.
 Depending on how the query is stated, extension can refer either to the excluded tuples from the left table, the right table, or both.
 These are, respectively, left, right, and full outer joins.
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 Left Outer Join
 Definition
 When you perform a left outer join on the Offerings and Enrollment tables, the rows from the left table that are not returned in the result of the inner join of these two tables are returned in the outer join result and extended with nulls.
 Inner/Outer Table Example
 The following example uses the explicit table names inner_table and outer_table (see “Terminology” on page 185) to indicate how these terms relate to the way a simple left outer join is constructed in the FROM clause of a SELECT statement.
 The example demonstrates the semantics of inner and outer table references for a left outer join.
 outer_table LEFT OUTER JOIN inner_table
 Section 1 represents the inner join (intersection) of outer_table and inner_table. Section 2 represents the unmatched rows from the outer table.
 The outer join result contains the matching rows from Sections 2 and 3, indicated in the diagram as Section 1, plus unmatched rows from Section 2, noted in the graphic by the more lightly shaded component of the Venn diagram.
 In terms of the algebra of sets, the result is
 (Table_A ∩ Table_B) + (Table_A - Table_B)
 where:
 Table_A ∩ Table_B is the set of matched rows from the inner join of Table_A and Table_B.
 Table_A - Table_B is the set of unmatched rows from Table_A.
 FF07R013
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 Practical Example
 The following SELECT request yields the results in the table that follows:
 SELECT offerings.course_no,offerings.location,enrollment.empnoFROM offerings LEFT OUTER JOIN enrollment ON offerings.course_no =
 enrollment.courseno;
 Note that BTEQ reports represent nulls by the QUESTION MARK character.
 These results show that course C100 has two enrolled employees and that courses C200 and C400 have no enrolled employees. In this case, the nulls returned by the outer join of the offerings and enrollment tables provide meaningful information.
 The use of the keyword OUTER in the FROM clause is optional so the above SELECT request could just as well have been written like the following SQL code:
 SELECT Offerings.CourseNo,Offerings.Location,Enrollment.EmpNoFROM Offerings LEFT JOIN Enrollment ON Offerings.CourseNo = Employee.CourseNo;
 o.course_no o.location e.empnoC100 El Segundo 236
 C100 El Segundo 668
 C200 Dayton ?
 C400 El Segundo ?
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 Right Outer Join
 Definition
 In a right outer join, the rows from the right table that are returned in the result of the inner join are returned in the outer join result and extended with nulls.
 Inner/Outer Table Example
 The following example uses the explicit table names inner_table and outer_table (see “Terminology” on page 185) to indicate how these terms relate to the way a simple right outer join is constructed in the FROM clause of a SELECT statement.
 The example demonstrates the semantics of inner and outer table references for a right outer join.
 inner_table RIGHT OUTER JOIN outer_table
 Section 1 represents the inner join (intersection) of outer_table and inner_table. Section 3 represents the unmatched rows from the outer table.
 The outer join result contains the matching rows from Sections 2 and 3, indicated in the diagram as Section 1, plus the unmatched rows from Section 3, noted in the graphic by the more darkly shaded component of the Venn diagram.
 In terms of the algebra of sets, the result is
 (Table_A ∩ Table_B) + (Table_B - Table_A)
 where:
 Table_A ∩ Table_B is the set of matched rows from the inner join of Table_A and Table_B.
 Table_B - Table_A is the set of unmatched rows from Table_B.
 FF07R014
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 Practical Example
 When you perform a right outer join on the offerings and enrollment tables, the rows from the right table that are not returned in the result of the inner join are returned in the outer join result and extended with nulls.
 The following SELECT request yields the results in the following table:
 SELECT offerings.course_no, offerings.location, enrollment.empnoFROM offerings RIGHT OUTER JOIN enrollment ON offerings.course_no = enrollment.course_no;
 Note that BTEQ reports represent nulls by the QUESTION MARK character.
 These results show that course C100 has two employees enrolled in it and that employee 236 has not enrolled in another class. But in this case the nulls returned by the right outer join of the Offerings and Enrollment tables are deceptive, because we know by inspection of the enrollment table that employee 236 has enrolled for course C300. We also know by inspection of the offerings table that course C300 is not currently being offered.
 To get the more useful results you probably want, write the following right outer join:
 SELECT Enrollment.CourseNo,Offerings.Location,Enrollment.EmpNoFROM OfferingsRIGHT OUTER JOIN Enrollment ON Offerings.CourseNo = Enrollment.CourseNo;
 Instead of the row (?, ?, 236), this query returns the row (C300, ?, 236).
 O.CourseNo O.Location E.EmpNoC100 El Segundo 236
 C100 El Segundo 668
 ? ? 236
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 Full Outer Join
 Definition
 In a full outer join, rows from both tables that have not been returned in the result of the inner join are returned in the outer join result and extended with nulls.
 Inner/Outer Table Example
 The following example uses the explicit table names inner table and outer table (see “Terminology” on page 185) to indicate how these terms relate to the way a simple full outer join is constructed in the FROM clause of a SELECT statement.
 The example demonstrates the semantics of inner and outer table references for a full outer join.
 outer_table_1 FULL OUTER JOIN outer_table_2
 Section 1 represents the inner join (intersection) of outer_table_1 and outer_table_2. Sections 2 and 3 represent the unmatched rows from both outer tables.
 The outer join result contains matched rows from the inner join of table_a with table_b plus the unmatched rows from table_a and table_b.
 In terms of the algebra of sets, the result is
 (Table_A ∩ Table_B) + (Table_A - Table_B) + (Table_B - Table_A)
 where:
 (Table_A ∩ Table_B) is the set of matched rows from the inner join of table_a and table_b.
 (Table_A - Table_B) is the set of unmatched rows from table_a.
 (Table_B - Table_A) is the set of unmatched rows from table_b.
 FF07R015
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 Practical Example
 Suppose you wish to find out if the current course offering by customer education satisfied the employee requests for courses, and include the courses offered and their locations, as well as the classes requested (but not offered) and the employees who requested them.
 The example uses the same two tables as the prior example, offerings and enrollment.
 Performing a full outer join on these two tables results in the rows from both tables not returned in the result of the inner join being returned in the outer join and extended with nulls.
 The following SELECT request yields the desired results, as indicated in the results table that follows:
 SELECT offerings.course_no, offerings.location,enrollment.course_no,enrollment.empno,
 FROM offerings FULL OUTER JOIN enrollment ON offerings.courseno = enrollment.course_no;
 Note that BTEQ reports represent nulls by the QUESTION MARK character.
 These results show that course C100 has two employees enrolled and that courses C200 and C400 have no employees enrolled.
 In this case, the nulls returned by the outer join of the offerings and enrollment tables are meaningful information.
 You can see that course C300, for which employee 236 registered, is not among those courses offered by customer education, nor does it have a location. Notice the null in the last row of the o.course_no and the o.location columns.
 offerings enrollment
 courseno beginning dates location empno coursenoC100 01/05/94 El Segundo 236 C100
 C200 07/02/94 Dayton 236 C300
 C400 10/07/94 El Segundo 668 C100
 o.courseno o.location e.courseno e.empnoC100 El Segundo C100 236
 C100 El Segundo C100 668
 C200 Dayton ? ?
 C400 El Segundo ? ?
 ? ? C300 236
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 Multitable Joins
 Introduction
 This topic describes some of the operations that are unique to joins of more than two tables.
 Definition: Temporary Derived Table
 When joining three or more tables, the join process logically creates a temporary derived table that is defined only for the duration of the SELECT operation.5
 Such a temporary table is also called a joined table. Teradata refers to this kind of temporary table as a spool file.
 Consider the following example:
 table_R LEFT OUTER JOIN table_S ON join_conditionRIGHT OUTER JOIN table_T ON join_condition
 When table_r is left outer joined to table_s according to the first join condition, a derived table is created. It is that derived table, not a persistent base table, that is then right outer joined (as a new derived left table) to table_T according to the second join condition.
 ON Clause Evaluation Order
 The result of an inner join of two tables is not changed if rows from table_a are joined to rows from table_b, or if rows from table_b are joined to rows from table_a. In terms of set algebra, inner joins are both commutative and associative. This is true no matter how many tables are (inner) joined.
 Because inner joins are both commutative and associative, the Optimizer can select the best join order for inner joins arbitrarily and the end result is always identical.
 Outer joins, on the other hand, are rarely either commutative or associative. The Optimizer cannot select an arbitrary best join order for outer joins because neither commutativity nor associativity can be assumed, nor does it have any way to know what specific result you intended to produce with the query you presented to it.
 If you wish to outer join three tables, then you must specify their join order explicitly by placing the ON clause in an appropriate position within the FROM clause to ensure that the join is evaluated correctly.
 The rules the Optimizer follows to generate join orders for outer joins are these.
 • The first ON clause in the query (reading from left to right) is evaluated first.
 • Any ON clause applies to its immediately preceding join operation.
 5. Depending on various factors, the Optimizer might rewrite a request in such a way that it generates a query plan that is very different from the 1:1 correspondence between the coded query and its actual implementation that this simplified description implies.
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 Example 1
 Note that the two following outer joins evaluate differently because of the order in which their ON clauses are expressed.
 Example 1a
 Consider the following outer join.
 table_r LEFT OUTER JOIN table_s ON join_condition RIGHT OUTER JOIN table_t ON join_condition
 This request is evaluated according to the following steps:
 1 table_r is left outer joined to table_s according to the first join condition.
 2 The derived table (the table resulting from the first join operation, a newly derived “left” table with respect to what follows) is right outer joined to table_t according to the next join condition.
 Using parentheses to indicate order of evaluation, you could rewrite the example in this way:
 (table_r LEFT OUTER JOIN table_s ON join_condition) RIGHT OUTER JOIN table_t ON join_condition
 You can use parentheses to write a SELECT request that performs an outer join on three or more tables.
 Example 1b
 The next example places the ON clause differently, resulting in an entirely different result.
 table_r LEFT OUTER JOIN table_s RIGHT JOIN table_t ON join_condition ON join_condition
 This statement is evaluated according to the following steps:
 1 Table S is right outer joined to table_t according to the first join condition.
 2 The derived table (a newly derived “right” table) is left outer joined to table_r according to the next join condition.
 Using parentheses to indicate order of evaluation, you could rewrite the example as in the following.
 table_r LEFT OUTER JOIN (table_s RIGHT JOIN table_t ON join_condition)ON join_condition
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 Example 2
 Suppose you add a fourth table, table_u to the example, as in the following join operation:
 table_r LEFT OUTER JOIN table_s ON join_condition JOIN table_t LEFT OUTER JOIN table_u ON join_condition ON join_condition
 This request is evaluated according to the following steps:
 1 table_r is left outer joined to table_s according to the first join condition.
 2 table_t is then left outer joined to table_u according to the second join condition.
 3 The two derived tables are inner joined according to the third join condition.
 Using parentheses to indicate order of evaluation, you could rewrite the example as follows:
 (table_r LEFT OUTER JOIN table_s ON join_condition
 ) JOIN (table_t LEFT OUTER JOIN table_u ON join_condition
 ) ON join_condition
 Notice that the join condition specified in the ON clause for the inner join (JOIN in the example) is separated from that operation by the join condition that specifies how the left outer join of table_t and table_u is to be performed.
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 Coding ON Clauses for Outer Joins
 Introduction
 Different join conditions in a FROM clause can yield very different results.
 For example, suppose you wish to find out, using the three tables courses, offerings, and enrollment, whether the current course offerings satisfy the employee requests for courses, including the following information in the query.
 • Courses offered
 • Course locations
 • Courses requested but not offered
 • Employees who requested courses
 Example 1
 In the SELECT request that follows, the offerings table is full outer joined to the enrollment table according to the first ON condition (offerings.course_no = enrollment.course_no).
 SELECT courses.course_no, offerings.course_no, offerings.location, enrollment.course_no, enrollment.empno
 FROM offeringsFULL OUTER JOIN enrollment ON offerings.course_no =
 enrollment.course_no RIGHT OUTER JOIN courses ON courses.course_no =
 offerings.course_no;
 The result of this intermediate join is shown in the following table:
 Note that BTEQ reports represent nulls by the QUESTION MARK character.
 This intermediate derived table is next right outer joined to the courses table, according to the second join condition (courses.courseno = offerings.courseno).
 o.courseno e.courseno e.empnoC100 C100 236
 C100 C100 668
 C200 ? ?
 C400 ? ?
 ? C300 236
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 The final results appear in the following table:
 Example 2
 If the same SELECT request is written with a different second join condition, as illustrated in the current example, then the offerings table is full outer joined to the enrollment table, according to the first JOIN condition (offerings.courseno = enrollment.courseno)
 SELECT courses.course_no, offerings.course_no,enrollment.course_no, enrollment.empno
 FROM offerings FULL OUTER JOIN enrollment ON offerings.course_no =
 enrollment.course_no RIGHT OUTER JOIN courses ON courses.course_no =
 enrollment.course_no;
 The result of this intermediate join is shown in the following table:
 Note that BTEQ reports represent nulls by the QUESTION MARK character.
 This intermediate derived table is next right outer joined to the courses table, according to the second join condition (courses.courseno = enrollment.courseno).
 The final results appear in the following table:
 c.courseno o.courseno e.courseno e.empnoC100 C100 C100 236
 C100 C100 C100 668
 C200 C200 ? ?
 C400 C400 ? ?
 C300 ? ? ?
 o.courseno e.courseno e.empnoC100 C100 236
 C100 C100 668
 C200 ? ?
 C400 ? ?
 ? C300 236
 c.courseno o.courseno e.courseno e.empnoC100 C100 C100 236
 C100 C100 C100 668
 C300 ? C300 236
 C200 ? ? ?
 C400 ? ? ?
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 Comparing the ON Clause Join Conditions of Examples 1 and 2
 Although the following second join conditions might intuitively appear to be equivalent, the results of a SELECT operation are different using the two different join conditions.
 Thus, using courses.course_no = offerings.course_no as the second join condition, you do not see in the results of the outer join, for example, that employee 236 registered for course C300.
 But if you use courses.course_no = enrollment.course_no as the second join condition, you do not see in the results of the outer join, for example, that courses C200 and C400 are, in fact, offered.
 Related Topics
 Join Condition Example
 courses.course_no = offerings.course_no “Example 1” on page 202
 courses.course_no = enrollment.course_no “Example 2” on page 203
 FOR … SEE …
 information on using WHERE clauses with ON clauses
 “Coding ON Clauses With WHERE Clauses for Outer Joins” on page 205.
 guidelines on using ON and WHERE clauses with outer joins
 “Rules and Recommendations for Coding ON and WHERE Clauses for Outer Joins” on page 209.
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 Coding ON Clauses With WHERE Clauses for Outer Joins
 Introduction
 Although an ON clause is required for each operation in an outer join in a FROM clause, an outer join can itself also include a WHERE clause.
 Any restriction in the WHERE clause is applied only to the table that is the final result of the outer join. The WHERE clause does not define the join condition of the outer join.
 Example 1
 Consider the following SELECT request.
 SELECT offerings.course_no, enrollment.empnoFROM offerings LEFT JOIN enrollment ON offerings.course_no = enrollment.course_noWHERE location = ’El Segundo’;
 This query yields the intermediate derived results in the following table:
 Note that BTEQ reports represent nulls by the QUESTION MARK character.
 The query next applies the location restriction. After the restriction is applied (course C200 is given in Atlanta), the results are as seen in the following table:
 o.courseno e.empnoC100 236
 C100 668
 C200 ?
 C400 ?
 o.courseno e.empnoC100 236
 C100 668
 C400 ?
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 Example 2
 Suppose you were to put the location restriction in the ON clause, as in the following SELECT request:
 SELECT offerings.course_no, enrollment.empnoFROM offerings LEFT OUTER JOIN enrollment ON (location = ’El Segundo’) AND (offerings.course_no = enrollment.course_no);
 Such a restriction is not, strictly speaking, a join condition. Instead, it is a search condition.
 The location restriction is applied as part of the inner join (of the left outer join) rather than after the left outer join has been performed.
 When formed this way, the query produces confusing results, as the following table illustrates:
 Note that BTEQ reports represent nulls by the QUESTION MARK character.
 Although it was applied as part of the inner join (of the left outer join), the location restriction did not eliminate course C200, given in Atlanta, from being returned. C200 was returned as part of the rows that were not returned as a result of the inner join.
 Use Join Conditions in ON Clauses, Not Search Conditions
 To avoid obtaining unexpected results, you should generally use only ON clauses that reference columns from two tables that are to be joined. In other words, specify join conditions in ON clauses, and not search conditions. Also see “A Guide to Placing Search Conditions in a Join” on page 208.
 Example 1: WHERE Restriction Not Part of the Join Condition
 Consider the following two tables, table_a and table_b:
 o.courseno e.empnoC100 236
 C100 668
 C200 ?
 C400 ?
 table_a.a table_a.b table_b.a
 3 1 3
 6 6 6
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 The following SELECT request yields these results. The left outer join returns the data in the table that follows:
 SELECT *FROM table_a LEFT OUTER JOIN table_b ON table_a.a = table_b.aWHERE table_a.b > 5;
 The query yields the intermediate derived results in the following table:
 When the WHERE restriction is applied, the final results are reported as seen in the following table:
 Example 2: WHERE Restriction Part of the Join Condition
 What happens if you include the WHERE restriction as part of the join condition? Consider the following SELECT request:
 SELECT *FROM table_a LEFT OUTER JOIN table_b ON (table_a.b >5)AND (table_a.a = table_b.a);
 The results of this query are confusing, as the following results table demonstrates:
 Note that BTEQ reports represent nulls by the QUESTION MARK character.
 Notice that the join condition, which specified the inner join of the left outer join, restricts the results to 6, 6, 6. But then the rows that were not returned as a result of the inner join are returned and extended with nulls. Thus, for our second row, you get 3, 1, null, which is not the desired result.
 table_a.a table_a.b table_b.a
 3 1 3
 6 6 6
 table_a.a table_a.b table_b.a
 6 6 6
 table_a.a table_a.b table_b.a
 6 6 6
 3 1 ?
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 Using Search Conditions In ON Clauses
 Some scenarios require a search condition in the ON clause. For example, to list all courses offered as well as the course requested by employee 236, you might use the following query.
 SELECT offerings.course_no, enrollment.empnoFROM offerings LEFT OUTER JOIN enrollment ON offerings.course_no =
 enrollment.course_noAND enrollment.empno = 236;
 A Guide to Placing Search Conditions in a Join
 The following table provides guidelines for placing the search condition for outer and inner joins:
 In a left outer join, the outer table is the left table, and the inner table is the right table.
 Related Topics
 FOR this join type … Put the search condition in this clause …
 outer WHERE
 inner ON
 FOR … SEE …
 information on coding ON clauses “Coding ON Clauses for Outer Joins” on page 202.
 guidelines on using ON and WHERE clauses with outer joins
 “Rules and Recommendations for Coding ON and WHERE Clauses for Outer Joins” on page 209.
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 Rules and Recommendations for Coding ON and WHERE Clauses for Outer Joins
 The following rules and recommendations apply to coding ON and WHERE clauses for outer joins:
 • One or more join conditions, or connecting terms, are required in the ON clause for eachtable in an outer join.
 These join conditions define the rows in the outer table that take part in the match to the inner table.
 • The best practice is to use only join conditions in ON clauses.
 However, when a search condition is applied to the inner table in a WHERE clause, it should be applied in the ON clause as well.
 A search condition in the ON clause of the inner table does not limit the number of rows in the answer set. Instead, it defines the rows that are eligible to take part in the match to the outer table.
 • An outer join can also include a WHERE clause; however, the results you get with aWHERE clause may be surprising and not obvious or even intuitive. This is explained inmore detail in the case study (see “Outer Join Case Study” on page 210 and the topics thatfollow) using specific examples.
 To limit the number of qualifying rows in the outer table (and therefore the answer set), the search condition for the outer table must be in the WHERE clause. Note that the Optimizer logically applies the WHERE clause condition only after a join has been produced. The actual application of conditions always depends on how the Optimizer chooses to implement the query.
 If a search condition on the inner table is placed in the WHERE clause, the join is logically equivalent to an inner join, even if you explicitly specify the keywords LEFT/RIGHT/FULL OUTER JOIN in the query. The Optimizer always treats such a join as an inner join to simplify the query, rewriting it to roll the entire complex process into a single step.
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 Outer Join Case Study
 Acknowledgement
 This case study was developed by Rolf Hanusa, who was then lead DBA at SBC/AT&T and now is I/T Strategist with Dell Computer Corporation, and is used with his permission.
 The text has been expanded, reformatted, and rewritten by Teradata Information Engineering to accommodate the look and feel of Teradata user documentation.
 Purpose of the Case Study
 The outer join is a powerful tool, and its output can be as difficult to interpret as it is to produce. A lack of understanding can produce unexpected, not to mention costly, undesired results. For example, you might erroneously mail promotional fliers to 17 million customers instead of the 17,000 customers that you intended to target.
 This case study demonstrates some common pitfalls of the outer join, including how a carelessly worded outer join request can result in a simple inner join and how an improperly constructed outer join can return millions of rows that do not answer the business question you are trying to ask.
 The study also provides guidelines to help you get a feeling for whether you are answering the business question you think you are asking with your outer joins. The study helps you to understand the complexity of outer joins by using realistic examples and explanations.
 As this case study demonstrates, many results are possible, and the correct solution is not necessarily intuitive, especially in a more complex query.
 Topics for the Case Study
 This case study contains:
 • “Case Study Examples” on page 211
 • “Heuristics for Determining a Reasonable Answer Set” on page 213
 • “First Attempt” on page 215
 • “Second Attempt” on page 218
 • “Third Attempt” on page 220
 • “Final Attempt: The Correct Answer” on page 222
 • “Guidelines for Getting the Desired Answer Using Outer Joins” on page 224
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 Case Study Examples
 Introduction
 These examples represent actual cases from a Teradata customer site. The examples are changed slightly to avoid disclosing any business critical information, but the basic syntax and counts remain accurate.
 The example EXPLAIN reports are altered slightly for clarity, replacing site-specific aliases with generic database names.
 Note, too, that the EXPLAIN reports do not reflect the current EXPLAIN text features. This does not detract from their value as an instructional tool.
 Defining the Business Question
 Before writing a complex query, you must understand the business question it is supposed to answer. The following text is a simple explanation of the business question being asked in the case study.
 • What are the Customer Numbers for all the customers in the customer table (which contains over 18 million rows)
 AND
 • Who reside in District K
 AND
 • Who have a Service_Type of ABC
 OR
 • Who have a Service_Type of XYZ
 AND
 • What is their Monthly_Revenue for July 1997 (using the revenue table, which contains over 234 million rows)
 AND
 • If the Monthly_Revenue for a customer is unknown (that is, if no revenue rows are found), then report Customer Number with a null (represented by a QUESTION MARK (?) character) to represent its Monthly_Revenue.
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 This sounds like a fairly simple task, but when you analyze your answer sets carefully, you might find them to be incorrect; in some cases, surprisingly so. As the following missteps (see “First Attempt” on page 215, “Second Attempt” on page 218, and “Third Attempt” on page 220) demonstrate, the results are correct, but the outer join queries that produce them are not asking the proper questions. This becomes more apparent as the examples are developed and the results analyzed.
 The study presents two example queries for determining the reasonableness of the answers of this study, three missteps along the path to getting the correct answer, and a properly coded query that returns the correct answer for the original question that was asked.
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 Heuristics for Determining a Reasonable Answer Set
 Introduction
 Before you can judge the accuracy of the results returned from an outer join query, you need to estimate a reasonable guess about the likelihood that an answer set is correct.
 This topic provides two simple methods for obtaining the approximate numbers of rows you should expect to see returned from a correctly structured outer join query.
 The first example is a single table SELECT that provides the number of customer rows that you should expect to see in the result of the example outer join used for this study.
 The second example is an inner join that helps to explain the remaining queries and results in the case study. It starts with the same base of customer rows but matches them with revenue rows for a particular month.
 Single Table Cardinality Estimate
 This query is a single table SELECT that provides the cardinality of the customer table as restricted by the conditions used for the example outer join queries.
 From the report returned by this query, we know how many rows should be returned by the outer join.
 SELECT c.custnumFROM sampdb.customer cWHERE c.district = 'K'AND (c.service_type = 'ABC' OR c.service_type = 'XYZ')ORDER BY 1;
 This query returns 18034 rows.
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 Inner Join Cardinality Estimate
 This query is an inner join that helps to explain the example outer join queries and their results.
 The query starts with the same customer rows found in “Single Table Cardinality Estimate” on page 213, but then matches them with revenue rows for the month of July, 1997.
 SELECT c.custnum, b.monthly_revenueFROM sampdb.customer c, sampdb2.revenue bWHERE c.custnum = b.custnumAND c.district = 'K'AND b.data_year_month = 199707AND (c.service_type = 'ABC' OR c.service_type = 'XYZ')ORDER BY 1;
 The query returns 13010 rows.
 Note that all customer table rows are matched by a monthly_revenue table row.
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 First Attempt
 Example 1: Outer Join That Is Really an Inner Join
 Example 1 makes an explicit outer join request, but its result might surprise you.
 SELECT c.custnum, b.monthly_revenueFROM sampdb.customer cLEFT OUTER JOIN sampdb2.revenue b ON c.custnum = b.custnumWHERE c.district ='K'AND b.data_date = 199707AND (c.service_type = 'ABC'OR c.service_type = 'XYZ')ORDER BY 1;
 This query returns 13010 rows, the same as the simple inner join of “Inner Join Cardinality Estimate” on page 214.
 Brief Analysis of the Result
 Although the request specifies a LEFT OUTER JOIN, the Optimizer treats it as a simple inner join. Why?
 This result occurs because all the selection criteria are in the WHERE clause, so they are logically applied only after the outer join processing has been completed. This means that Examples 1 and 3 are logically identical, so they produce the same result.
 EXPLAIN Text for Example 1
 An EXPLAIN for the query in Example 1 generates the following text.
 Notice in step 2 of the EXPLAIN text that the Optimizer recognizes this query to be an inner join and executes it as such (“...joined using a merge join...” rather than “...left outer joined using a merge join...”). Therefore, it executes with the speed of an inner join:
 Explanation-----------------------------------------------------------------------
 1. First, we lock SAMPDB.CUSTOMER for read, and we lock SAMPDB2.REVENUE for read.
 2. Next, we do an all-AMPs JOIN step from SAMPDB.CUSTOMER by way of a RowHash match scan with a condition of ("(SAMPDB. T1.DISTRICT = 'K') and ((SAMPDB. T1.SERVICE_TYPE= 'ABC ') or (SAMPDB. T1.SERVICE_ TYPE = 'XYZ '))"), which is joined to SAMPDB.CUSTOMER with a condition of ("SAMPDB2.REVENUE.DATA_YEAR_MONTH = 199707"). SAMPDB.CUSTOMER and SAMPDB2.REVENUE are joined using a merge join, with a join condition of ("(SAMPDB.CUSTOMER.CUSTNUM = SAMPDB2. REVENUE.CUSTNUM)"). The input table SAMPDB.CUSTOMER will not be cached in memory. The result goes into Spool 1, which is built locally on the AMPs. Then we do a SORT to order Spool 1 by the sort key in spool field1. The size of Spool 1 is estimated to be 1,328,513 rows. The estimated time for this step is 6 minutes and 2 seconds.
 3. Finally, we send out an END TRANSACTION step to all AMPs involved in processing the request.
 -> The contents of Spool 1 are sent back to the user as the result of statement 1. The total estimated time is 0 hours and 6 minutes and 2 seconds.
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 Analysis of the EXPLAIN Text
 1 The Lock Manager applies the appropriate READ locks for the query.
 2 The Optimizer selects the best join algorithm for this inner join (a merge join) and applies the conditions from the WHERE clause.
 Logically, the WHERE clause terms are applied after the terms in the ON clause of the LEFT OUTER JOIN have been applied. That would result in an intermediate step of 18034 rows. However, the term B.DATA_YEAR_MONTH=199707 from the WHERE clause would then applied, eliminating all rows where the value for B.DATA_YEAR_MONTH is null and returning the final, incorrect, result of 13010 rows.
 These steps are actually headed off by the Optimizer, which recognizes that the WHERE clause references an inner table that does not evaluate to TRUE for nulls and is therefore equivalent to an inner join. As a result, it generates a plan for a simple inner join, ignoring the request for a left outer join.
 You can see this in the EXPLAIN text where it says “...SAMPDB.CUSTOMER and SAMPDB2.REVENUE are joined using a merge join...” Had the plan used an outer join, the EXPLAIN text would have said “...SAMPDB.CUSTOMER and SAMPDB2.REVENUE are left outer joined using a merge join...”
 3 The result of the query, 13010 rows, is returned to the requestor.
 This is not the correct answer to our business question.
 The Coding Error
 The following error was made in coding the SELECT request used in this example:
 • The selection criteria for the outer table in the query (customer) are placed in the WHERE clause rather than the ON clause, resulting in the query being processed as a simple inner join rather than the intended left outer join.
 You can examine this from two different perspectives, both of which explain why the expected result was not returned.
 1 Logical explanation. The WHERE clause appears later in the query than the ON clause. Because of this, the WHERE clause predicates are evaluated after the ON clause predicates.
 In this particular case, the result table for the ON clause has 18034 rows. When the WHERE clause predicate b.data_year_month=199707 is applied, you should expect the ensuing result table to have fewer rows because this condition eliminates any results rows where b.data_year_month is null, and an outer join, by definition, produces results having nulls on selection predicates.
 2 Physical explanation. Note that the EXPLAIN text for this query does not follow the logical explanation.
 One of the fundamental tasks of the Optimizer is to reorganize queries into an algebraic form that can be analyzed quickly. In this case, the Optimizer recognizes that a predicate referencing the inner table of an outer join does not evaluate to TRUE when a column referenced in that predicate expression contains nulls.
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 Because of this, the Optimizer recognizes the requested join to be an inner, not an outer, join and so evaluates the query in that light. As a result, it generates a plan to perform an inner join (you can see this in the second step of the EXPLAIN text where it says “...are joined using a merge join...” The wording would have been “...are joined using an outer merge join...” if the query had been formulated correctly as an outer join.
 While this is the correct interpretation of the SELECT request as written, the query does not formulate the business question correctly.
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 Second Attempt
 Example 2: Outer Join But Does Not Return the Correct Answer
 Example 2 is a correctly formed outer join, but it neither addresses the question posed nor returns the correct answer.
 SELECT c.custnum, b.monthly_revenueFROM sampdb.customer cLEFT OUTER JOIN sampdb2.revenue b ON c.custnum = b.custnumAND c.district ='K'AND b.data_year_month = 199707AND (c.service_type ='ABC'OR c.service_type ='XYZ')ORDER BY 1;
 This query returns 17713502 rows.
 Brief Analysis of the Result
 The request specifies a left outer join without qualifying the results table with a WHERE clause. The Optimizer constructs a plan for a left outer join exactly as specified by the query. The result is a join of every row in the outer table (17713502 rows) with the qualified rows of the inner table, those having service types of either ABC or XYZ in district K in the month of July, 1997 (13010 rows).
 The cardinality of this result, 17713502 rows, is three orders of magnitude larger than the correct answer to the question we hope to answer.
 Without a WHERE clause to qualify the result, an outer join result always contains at least 1 row for every row in the outer table.
 Qualifying predicates placed in the ON clause do not eliminate rows from the result. Rather, they are treated as rows that are not matched with the inner table irrespective of whether join terms that reference both the inner and outer tables evaluate to TRUE. In other words, the selection criteria of an ON clause only define the rows to which nulls are to be appended for nonmatching rows. They do not restrict the result to rows matching the conditions they specify.
 Note that the Optimizer does qualify the result to a degree, returning only those rows for which the predicate b.data_year_month = 199707 evaluates to TRUE in the second step (see “EXPLAIN Text for Example 2” on page 219).
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 EXPLAIN Text for Example 2
 The following EXPLAIN text is reported on the query in Example 2:
 Explanation-----------------------------------------------------------------------
 1) First, we lock SAMPDB.CUSTOMER for read, and we lock SAMPDB2.REVENUE for read. 2) Next, we do an all-AMPs JOIN step from SAMPDB.CUSTOMER by way of a RowHash match
 scan with no residual conditions, which is joined to SAMPDB.CUSTOMER with a condition of ("SAMPDB2.REVENUE.DATA_YEAR_MONTH = 199707"). SAMPDB.CUSTOMER and SAMPDB2.REVENUE are left outer joined using a merge join, with condition(s) used for nonmatching on left table ("((SAMPDB.T1.SERVICE_TYPE='ABC') or (SAMPDB.T1.SERVICE_TYPE='XYZ')) and (SAMPDB. T1.DISTRICT = 'K')"), with a join condition of (" (SAMPDB.T1. CUSTNUM = SAMPDB2.REVENUE.CUSTNUM)"). The input table SAMPDB.CUSTOMER will not be cached in memory. The result goes into Spool 1, which is built locally on the AMPs. Then we do a SORT to order Spool 1 by the sort key in spool field1. The size of Spool 1 is estimated to be 17,713,502 rows. The estimated time for this step is 7 minutes and 15 seconds.
 3) Finally, we send out an END TRANSACTION step to all AMPs involved in processing the request.
 --> The contents of Spool 1 are sent back to the user as the result of statement 1. The total estimated time is 0 hours and 7 minutes and 15 seconds.
 Analysis of the EXPLAIN Text
 1 The Lock Manager applies the appropriate READ locks for the query.
 2 The Optimizer selects the best join algorithm for this left outer join (a merge join) and applies the conditions from the ON clause.
 3 The result of the query, 17713502 rows, is returned to the requestor.
 This is not the correct answer to our business question.
 The Coding Error
 The following error was made in phrasing the SELECT request used in this example:
 • All selection criteria for the query were placed in the ON clause.
 Only selection criteria for the inner table in the outer join, those that define the nullable nonmatching rows for the outer join, should be placed in the ON clause.
 Selection criteria for the outer table (the customer table in this case) in the outer join must be placed in the WHERE clause.
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 Third Attempt
 Example 3: Outer Join That Is Really an Inner Join
 Example 3 is another query where an explicit outer join is requested, but that join is logically an inner join, so the Optimizer transforms it into a simple inner join before performing the query.
 SELECT c.custnum, b.monthly_revenueFROM sampdb.customer cLEFT OUTER JOIN sampdb2.revenue b ON c.custnum = b.custnumAND c.district ='K'AND (c.service_type = 'ABC' OR c.service_type = 'XYZ')WHERE b.data_year_month = 199707ORDER BY 1;
 This query returns 13010 rows.
 Brief Analysis of the Result
 Note the similarity to Example 1 (see “EXPLAIN Text for Example 1” on page 215).
 Again, the Optimizer treats this query as an inner join even though the request explicitly specified an outer join. The WHERE clause on the inner table logically changes this query from an outer join to an inner join (see step 2 in “EXPLAIN Text for Example 3”).
 As in previous examples, the WHERE clause is logically applied after the outer join processing completes, removing all rows that were nulled in the process: nonmatching rows between the left and right tables. Like “First Attempt” on page 215, the Optimizer knows to execute this as an inner join to improve the performance of the query.
 EXPLAIN Text for Example 3
 The following EXPLAIN text is reported on the query in Example 3.
 As you can see, this EXPLAIN text output is identical to that of the EXPLAIN text for Example 1 (see “EXPLAIN Text for Example 1” on page 215) and, as expected, so is the answer set:
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 Explanation-----------------------------------------------------------------------
 1. First, we lock SAMPDB.CUSTOMER for read, and we lock SAMPDB2.REVENUE or read. 2. Next, we do an all-AMPs JOIN step from SAMPDB.CUSTOMER by way of a RowHash match
 scan with a condition of ("(SAMPDB. T1.DISTRICT = 'K') and ((SAMPDB. T1.SERVICE_TYPE= 'ABC') or (SAMPDB. T1.SERVICE_ TYPE='XYZ'))"), which is joined to SAMPDB.CUSTOMER with a condition of ("SAMPDB2.REVENUE.DATA_YEAR_MONTH =199707"). SAMPDB.CUSTOMER and SAMPDB2.REVENUE are joined using a merge join, with a join condition of (" (SAMPDB.T1.CUSTNUM = SAMPDB2. REVENUE.CUSTNUM)"). The input table SAMPDB.CUSTOMER will not be cached in memory. The result goes into Spool 1, which is built locally on the AMPs. Then we do a SORT to order Spool 1 by the sort key in spool field1. The size of Spool 1 is estimated to be 1,328,513 rows. The estimated time for this step is 6 minutes and 2 seconds.
 3. Finally, we send out an END TRANSACTION step to all AMPs involved in processing the request.
 --> The contents of Spool 1 are sent back to the user as the result of statement 1. The total estimated time is 0 hours and 6 minutes and 2 seconds.
 Analysis of the EXPLAIN Text
 1 The Lock Manager applies the appropriate READ locks for the query.
 2 The Optimizer selects the best join algorithm for this inner join (a merge join) and applies the conditions from the WHERE clause.
 Logically, the WHERE clause term is applied after the terms in the ON clause of the LEFT OUTER JOIN have been applied. That would result in an intermediate step of 18 034 rows; however, the term b.data_year_month=199707 from the WHERE clause would then be applied, eliminating all rows where the value for b.data_year_month is null, and returning the final, incorrect, result of 13,010 rows.
 These steps are headed off by the Optimizer, which recognizes that the WHERE clause references an inner table that does not evaluate to TRUE for nulls and is therefore equivalent to an inner join. As a result, it generates a plan for a simple inner join, ignoring the request for a left outer join.
 You can see this in the EXPLAIN text where it says “...SAMPDB.CUSTOMER and SAMPDB2.REVENUE are joined using a merge join...” Had the plan used an outer join, the EXPLAIN text would have said “...SAMPDB.CUSTOMER and SAMPDB2.REVENUE are left outer joined using a merge join...”
 3 The result of the query, 13,010 rows, is returned to the requestor.
 This is not the correct answer to our business question.
 The Coding Error
 The following error was made in phrasing the SELECT request used in this example:
 The selection criterion of b.data_date = 199707 was placed in the WHERE clause rather than the ON clause, resulting in the query being processed as a simple inner join rather than the intended left outer join.
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 Final Attempt: The Correct Answer
 Example 4: Outer Join
 Finally, we have the correct answer. This example is an outer join that provides the desired answer to the original business question.
 SELECT c.custnum, b.monthly_revenueFROM sampdb.customer cLEFT OUTER JOIN sampdb2.revenue b ON c.custnum = b.custnumAND b.data_year_month = 199707WHERE c.district ='K'AND (c.service_type = 'ABC' OR c.service_type = 'XYZ')ORDER BY 1;
 This query returns 18034 rows.
 Brief Analysis of the Result
 The cardinality of this query result, 18034 rows, reconciles with the expected number of returned rows (see “Single Table Cardinality Estimate” on page 213).
 13010 rows have values (non-nulls) for Monthly_Revenue.
 EXPLAIN Text for Example 4
 The following EXPLAIN text is reported on the query in “Example 4: Outer Join” on page 222. Notice the bold text indicating that the system performed a left outer join:
 Explanation-----------------------------------------------------------------------
 1) First, we lock a distinct SAMPDB."pseudo table" forread on a RowHash to prevent global deadlock for SAMPDB.b.
 2) Next, we lock a distinct SAMPDB."pseudo table" forread on a RowHash to prevent global deadlock for SAMPDB.c.
 3) We lock SAMPDB.b for read, and we lock SAMPDB.c for read.4) We do an all-AMPs JOIN step from SAMPDB.c by way of a
 RowHash match scan with a condition of ("((SAMPDB.c.service_type = 'abc') OR(SAMPDB.c.service_type = 'xyz')) AND(SAMPDB.c.district = 'k')"), which is joined toSAMPDB.b by way of a RowHash match scan with acondition of ("SAMPDB.b.data_year_month = 199707.00").SAMPDB.c and SAMPDB.b are left outer joined using a merge join, with a join condition of ("SAMPDB.c.custnum = SAMPDB.b.custnum").The result goes into Spool 1 (group_amps), which is built locallyon the AMPs. Then we do a SORT to order Spool 1 by the sort keyin spool field1. The size of Spool 1 is estimated to be18,034 rows. The estimated time for this step is 0.07seconds.
 5) Finally, we send out an END TRANSACTION step to all AMPs involvedin processing the request.
 -> The contents of Spool 1 are sent back to the user as the result ofstatement 1. The total estimated time is 6 minutes and 2 seconds.
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 Analysis of the EXPLAIN Text
 1 The Lock Manager applies the appropriate READ locks for the query.
 2 The Optimizer selects the best join algorithm for this outer join (a Merge Join) and applies the conditions from the WHERE and ON clauses, respectively.
 The left (outer) table is limited by the search conditions in the WHERE clause, and the search condition in the ON clause for the right (inner) table defines the nullable nonmatching rows.
 The EXPLAIN text confirms that this is a true outer join (“...SAMPDB.c and SAMPDB2.b are left outer joined...”).
 3 The result of the query, 18034 rows, is returned to the requestor.
 This is the correct answer to our business question.
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 Guidelines for Getting the Desired Answer Using Outer Joins
 Introduction
 As the examples in this case study show, outer joins, when used properly, provide additional information from a single query that would otherwise require multiple queries and steps to achieve. However, the proper use of outer joins requires training and experience because “common sense” reasoning does not always apply to formulating an outer join query in a manner that is not only syntactically correct, but also returns an answer that is correct for the business question posed.
 Guidelines
 Follow these steps to ensure that you always get the right answers to your business questions using outer joins.
 1 Understand the question you are trying to answer and know the demographics of your tables.
 You should have a good idea of what the answer set should look like before you begin (see “Single Table Cardinality Estimate” on page 213 and “Inner Join Cardinality Estimate” on page 214).
 2 Write the query, keeping in mind the proper placement of join and search conditions.
 3 Always EXPLAIN the query before performing it.
 Look for the words outer join in the EXPLAIN text. If they are not there, then the Optimizer did not produce an outer join plan.
 4 Perform the query and compare the result with your expectations.
 PLACE these conditions … IN this clause …
 join ON
 search condition predicates for inner table ON
 search condition predicates for outer table WHERE
 IF the answer set … THEN …
 matches your expectations it is probably correct.
 does not match your expectations check the placement of the selection criteria predicates in the ON and WHERE clauses of your outer join (see step 2 on page 224).
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 CHAPTER 3 SQL Data Manipulation LanguageStatement Syntax
 This chapter describes SQL data manipulation language (DML) statements excluding those used for declaring and manipulating cursors, multisession programming, client-server connectivity, dynamic SQL, embedded SQL only, and stored procedures only.
 • “Null” on page 227
 • “ABORT” on page 229
 • “BEGIN TRANSACTION” on page 234
 • “CALL” on page 239
 • “CHECKPOINT” on page 260
 • “COMMENT (Comment-Retrieving Form)” on page 263
 • “COMMIT” on page 267
 • “DELETE (Basic/Searched Form)” on page 270
 • “DELETE (Positioned Form)” on page 281
 • “ECHO” on page 282
 • “END TRANSACTION” on page 284
 • “EXECUTE (Macro Form)” on page 286
 • “EXPLAIN Request Modifier” on page 289
 • “GROUP BY Clause” on page 294
 • “HAVING Clause” on page 295
 • “INSERT/INSERT … SELECT” on page 296
 • “LOCKING Request Modifier” on page 327
 • “MERGE” on page 340
 • “ORDER BY Clause” on page 405
 • “QUALIFY Clause” on page 406
 • “ROLLBACK” on page 407
 • “SAMPLE Clause” on page 413
 • “SELECT” on page 414
 • “SELECT … INTO” on page 415
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 • “UPDATE” on page 416
 • “UPDATE (Positioned Form)” on page 436
 • “UPDATE (Upsert Form)” on page 437
 • “USING Request Modifier” on page 451
 • “WHERE Clause” on page 467
 • “WITH Clause” on page 468
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 Null
 PurposeProvides a method for including a blank line or self-contained comment within an SQL request, such as a multistatement request, macro, stored procedure, and so on.
 Syntax
 where:
 ANSI Compliance
 Although they are closely related to the ANSI SQL concept of separators, null statements are a Teradata extension to the ANSI SQL-2003 standard.
 Authorization
 None.
 Invocation
 Nonexecutable.
 Definition: Null Statement
 A null statement is a statement that has no content except for optional pad characters or SQL comments.
 Example 1
 The semicolon in the following request is a null statement:
 /* This example shows a comment followed by a semicolon used as a null statement */
 ; UPDATE Pay_Test SET ...
 Syntax element … Specifies …
 pad_character a valid pad character, such as a SPACE character.
 SQL_comment a valid SQL comment string.
 1101A308
 ;
 pad_character
 SQL_comment
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 Example 2
 The first SEMICOLON in the following request is a null statement. The second SEMICOLON is taken as statement separator:
 /* This example shows a semicolon used as a null statement and as a statement separator */; UPDATE Payroll_Test SET Name = 'Wedgewood A'
 WHERE Name = 'Wedgewood A'; SELECT ...
 -- This example shows the use of an ANSI component-- used as a null statement and statement separator ;
 Example 3
 A SEMICOLON that precedes the first or only statement of a request is taken as a null statement:
 ;DROP TABLE temp_payroll;
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 ABORT
 PurposeTerminates the current transaction and rolls back its updates.
 Syntax
 where:
 ANSI Compliance
 ABORT is a Teradata extension to the ANSI SQL-2003 standard.
 Authorization
 None.
 How ANSI Transactions Are Defined and Terminated
 In ANSI mode, the first SQL request in a session initiates a transaction. The transaction is terminated by issuing either a COMMIT or a ABORT/ROLLBACK request. Request failures do not cause a rollback of the transaction, only of the request that causes them.
 Syntax Element … Specifies …
 abort_message the text of the message to be returned when the transaction is terminated.
 If abort_message is not specified, the message defaults to “user-generated transaction ABORT”
 FROM option an optional clause that might be required if the WHERE clause includes subqueries.
 The contents of the FROM option are described in “FROM Clause” on page 80.
 WHERE abort_condition
 an optional clause that introduces a conditional expression. The expression can specify an aggregate operation.
 If the WHERE clause is omitted, termination is unconditional. See “WHERE Clause” on page 91.
 The WHERE condition specifies an expression whose result must be true if termination is to occur. If the result is false, transaction processing continues.
 FF07R068
 ABORT
 FROM optionabort_message WHERE abort_condition
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 ABORT Is Explicit
 There are no implicit transactions in ANSI mode. More accurately, each ANSI transaction is initiated implicitly, but always completed explicitly. A COMMIT or ABORT/ROLLBACK must always be explicitly stated and be the last statement of a transaction in order for the transaction to terminate successfully.
 In ANSI mode, you must issue an ABORT/ROLLBACK (or COMMIT) even when the only request in a transaction is a SELECT or SELECT AND CONSUME.
 In the case of a SELECT request, it makes no difference whether you issue a COMMIT or an ABORT/ROLLBACK.
 In the case of a SELECT AND CONSUME, there is a difference in the outcomes between issuing a COMMIT or ABORT/ROLLBACK because an ABORT or ROLLBACK request reinstates the subject queue table of the request to its former status, containing the rows that were pseudo-consumed by the aborted SELECT AND CONSUME request.
 ABORT and ROLLBACK Are Synonyms
 With the exception of the absence of the WORK keyword, ABORT is a Teradata synonym for the ANSI-compliant ROLLBACK statement.
 ABORT With a WHERE Clause
 ABORT tests each value separately; therefore, the WHERE clause should not introduce both an aggregate and a nonaggregate value. The aggregate value becomes, in effect, a GROUP BY value, and the mathematical computation is performed on the group aggregate results.
 For example, assuming that the following things are true, then the ABORT request that follows incorrectly terminates the transaction.
 • The table Test contains several rows,
 • The sum of Test.colA is 188, and
 • Only one row contains the value 125 in Test.colB
 ABORT WHERE (SUM(Test.colA) <> 188) AND (Test.colb = 125);
 The preceding request is processed first by performing an all-rows scan with the condition (colb = 125), which selects a single row and then computes intermediate aggregate results with the condition (SUM(cola) <> 188).
 The condition tests true because the value of cola in the selected row is less than 188.
 If ABORT … WHERE is used and it requires READ access to an object for execution, the user executing this DML request must have SELECT right to the data being accessed.
 The WHERE clause search condition of an ABORT request can include subqueries. If so, then the subqueries require FROM clauses, and the ABORT should have a FROM if it is desired that the scope of a reference in a subquery is the ABORT condition.
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 ABORT With a UDT In Its WHERE Clause
 ABORT supports comparisons of UDT expressions1 in a WHERE clause. If you specify a UDT comparison, then the UDT must have a defined ordering (see CREATE ORDERING in SQL Reference: Data Definition Statements).
 Rules For Using Correlated Subqueries In An ABORT Request
 The following rules apply to correlated subqueries used in an ABORT request:
 • A FROM clause is required for an ABORT request if the ABORT references a table. All tables referenced in an ABORT request must be defined in a FROM clause.
 • If an inner query column specification references an outer FROM clause table, then the column reference must be fully qualified.
 • The ABORT statement is supported as an extension to ANSI syntax. The equivalent ANSI SQL statement is ROLLBACK (see “ROLLBACK” on page 407).
 Correlated subqueries and the EXISTS predicate are supported in the WHERE clause.
 Also see “Correlated Subqueries” on page 103.
 Multiple ABORT Requests
 If a macro or multistatement request contains multiple ABORT requests, those requests are initiated in the order they are specified, even if the expressions could be evaluated immediately by the parser because the request does not access any tables (see “Two Types of ABORT Requests” on page 231). However, the system can process ABORT requests in parallel.
 If the system executes the ABORT requests in parallel, and one of the requests actually does abort, then the system reports that abort regardless of its specified sequence in the macro or multistatement request.
 You can examine the EXPLAIN report for the macro or multistatement request to determine whether the system is executing the ABORT requests in parallel or not.
 Two Types of ABORT Requests
 There are two categories of ABORT requests, those that can be evaluated by the parser and do not require access to a table and those that require table access.
 If ABORT expressions are processed that do not reference tables, and if their order of execution is not important relative to the other requests in a multistatement request or macro, then they should be placed ahead of any requests that reference tables so that the abort operation can be done at minimum cost.
 1. A UDT expression is any expression that returns a UDT value.

Page 232
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxABORT
 232 SQL Reference: Data Manipulation Statements
 In the following example, the first two ABORT requests can be evaluated by the parser and do not require access to tables. The third ABORT request requires access to a table.
 CREATE MACRO macro_name (P1 INTEGER, P2 INTEGER)
 AS. . .ABORT ’error’ WHERE :P1 < 0;ABORT ’error’ WHERE :P2 < 0;SELECT. . .ABORT ’error’ WHERE tab.C1 = :P1;
 Rules For Using ABORT In Embedded SQL
 The following rules apply to using ABORT within an embedded SQL program.
 • ABORT cannot be performed as a dynamic SQL request.
 • ABORT is not valid when you specify the TRANSACT(2PC) option to the embedded SQL preprocessor.
 Example 1
 In the following example, the ABORT request terminates macro execution if the row for the employee being deleted is not present in the Employee table.
 Requests in the body of the macro are entered as one multistatement request. Therefore, if the WHERE condition of the ABORT request is met, the entire request is aborted and the accuracy of the count in the Department table is preserved.
 CREATE MACRO DelEmp (num SMALLINT FORMAT '9(5)', dname VARCHAR(12), dept SMALLINT FORMAT '999') AS (
 ABORT 'Name does not exist' WHERE :num NOT IN (SELECT EmpNo FROM Employee WHERE UPPER(Name) = UPPER(:dname));DELETE FROM Employee WHERE UPPER(Name) = UPPER(:dname) ;UPDATE Department SET EmpCount = EmpCount - 1WHERE DeptNo = :dept; ) ;
 Example 2: Valid ABORT Requests
 The following queries are all syntactically correct.
 ABORT WHERE user= 'DBC';
 ABORT FROM table_1 WHERE table_1.x1 = 1;
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 ABORT FROM table_11 WHERE table_1.x1 > 1;
 ABORT FROM table_1,table_2 WHERE table_1.x1 = table_2.x2;
 Example 3
 The following example uses an ABORT request in macro newemp. newemp inserts a row into the employee table for each new employee and then executes the SELECT request to verify that the new information was entered correctly. The ABORT request ensures that no new employee is inadvertently added to the executive office department, department 300.
 CREATE MACRO newemp (number INTEGER,name VARCHAR(12), dept INTEGER 100 TO 900, position VARCHAR(12), sex CHARACTER, edlev BYTEINT ) AS (
 ABORT 'Department number 300 not valid'WHERE :dept = 300 ;INSERT INTO Employee (EmpNo, Name, DeptNo, JobTitle, Sex, EdLev) VALUES (:number, :name, :dept, :position, :sex, :edlev) ;SELECT * FROM Employee WHERE EmpNo = :number ; ) ;
 Example 4: ABORT With a UDT In The WHERE Clause
 The following examples demonstrate correct use of UDT expressions in the WHERE clause of an ABORT request:
 ABORT WHERE (tab1.euro_col < CAST(0.0 AS euro));
 ABORT WHERE (tab1.cir_col.area() < 10.0);
 Related Topics
 The following topics and manuals also have information relevant to the ROLLBACK statement:
 • “ROLLBACK” on page 407
 • “COMMIT” on page 267
 • SQL Reference: Statement and Transaction Processing
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 BEGIN TRANSACTION
 PurposeDefines the beginning of a single logical transaction.
 Syntax
 ANSI Compliance
 BEGIN TRANSACTION is a Teradata extension to the ANSI SQL-2003 standard. The statement is valid only in Teradata session mode.
 For ANSI mode transaction control statements, see “COMMIT” on page 267 and “ROLLBACK” on page 407.
 Authorization
 None.
 Rules for Embedded SQL
 The following rules apply to the use of BEGIN TRANSACTION in embedded SQL:
 • BEGIN TRANSACTION is valid only when you specify the TRANSACT(BTET) or -tr(BTET) options to the preprocessor. Otherwise, an error is returned and the precompilation fails.
 • BEGIN TRANSACTION cannot be performed as a dynamic SQL statement.
 Explicit Transactions
 An explicit, or user-generated, transaction is a single set of BEGIN TRANSACTION/END TRANSACTION statements surrounding one or more requests.
 A LOGOFF command following a BEGIN TRANSACTION statement and one or more requests also forms an explicit transaction.
 Note that this construct aborts the transaction and rolls back the processing results of all the requests between BEGIN TRANSACTION and LOGOFF.
 All other Teradata session mode transactions are implicit.
 BEGIN TRANSACTION
 GW01A040BT

Page 235
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxBEGIN TRANSACTION
 SQL Reference: Data Manipulation Statements 235
 Implicit Transactions
 An implicit, or system-generated, transaction, is typically one of the following:
 • Macro.
 • Data manipulation request that affects one or more table rows.
 • Multistatement request that is not part of an explicit transaction and for which the system automatically supplies BEGIN TRANSACTION and END TRANSACTION statements.
 Rules for Transactions Containing DDL Requests
 A transaction can be any solitary SQL request, including a DDL request.
 Note that when a request contains multiple requests, a DDL request is allowed only if the following things are true:
 • The transaction is explicit (bracketed by BEGIN TRANSACTION and END TRANSACTION statements).
 • The DDL request is the last request in the transaction (immediately followed by the END TRANSACTION statement).
 Teradata Database Transaction Handling Protocol
 The Teradata Database manages transactions to maintain valid, consistent, and available data for all users. When a transaction is received, various locks are placed on its associated database objects according to the types of requests contained in the transaction. Then, either all the requests in the transaction are processed, or none of them are processed.
 If for some reason, such as a statement error, deadlock, access rights violation, table constraint violation, or premature logoff, a request does not complete successfully or causes processing to time out, the system performs the following transaction management steps to handle the problem:
 1 The entire transaction is aborted.
 Abort processing performs the following actions:
 a Performs an implicit END TRANSACTION.
 b Backs out any changes made to the database by the transaction.
 c Releases any usage locks associated with the transaction.
 d Discards any partially accumulated results (spool files) generated by the transaction.
 2 A failure or time-out response is returned to requestor.
 3 End of process.
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 Using Request Modifiers With BEGIN TRANSACTION
 When the system receives a BEGIN TRANSACTION statement, it looks for an SQL statement keyword. Keep this in mind when determining the organization of request modifiers.
 For example, if the first request in an explicit transaction is associated with a USING modifier, the USING modifier must precede the BEGIN TRANSACTION statement.
 Nested BEGIN TRANSACTION/END TRANSACTION Pairs
 When BT/ET pairs are nested, the system checks to ensure that each BT has a matching ET.
 The outermost BT/ET pair defines the explicit transaction; the inner BT/ET pairs have no effect on the transaction.
 Any embedded multistatement requests and macro executions are considered part of the outermost BT/ET explicit transaction and are not considered to be implicit transactions in this context. Teradata does not support nested transactions.
 In a multistatement request, there can be no more than one BEGIN TRANSACTION statement. If a BEGIN TRANSACTION statement is specified, it must be the first statement in the transaction.
 For example, the following series of requests is treated as one explicit transaction:
 BEGIN TRANSACTION;SELECT …;UPDATE …EXEC A(3,4);
 BEGIN TRANSACTION;UPDATE …;INSERT …;INSERT …;
 END TRANSACTION;INSERT …;
 END TRANSACTION;
 If an error occurs in the middle of a nested BT/ET, everything rolls back to the initial BT.
 Scenarios
 The following scenarios illustrate the use of BEGIN/END TRANSACTION:
 Scenario 1Assuming that the Department table contains an EmpCount column, the following explicit transaction could be used to remove a row from the Employee table and then decrement a departmental head count in the Department table:
 BEGIN TRANSACTION;DELETE FROM Employee WHERE Name = ’Reed C’;UPDATE Department SET EmpCount = EmpCount -1 WHERE DeptNo = 500;
 END TRANSACTION;
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 To prevent the UPDATE request from being executed in the event that the DELETE request either fails or completes without removing a row, you must check the DELETE return code.
 If a “No rows removed” condition is indicated, you must take action to bypass the update. Otherwise, the count result for department 500 is incorrect. Alternatively, the requests could be defined in a macro containing a conditional ABORT to protect the count.
 Scenario 2The following example illustrates an explicit transaction in which each request, including the first, is associated with a USING clause:
 USING ssnumfile (INTEGER) BEGIN TRANSACTION ; INSERT INTO Employee (SocSecNo) VALUES (:ssnumfile) ;
 USING ssnumfile (INTEGER) INSERT INTO Employee (SocSecNo) VALUES (:ssnumfile) ;
 USING ssnumfile (INTEGER) INSERT INTO Employee (SocSecNo) VALUES (:ssnumfile) ;
 END TRANSACTION ;
 Scenario 3The following examples illustrate the use a DDL request in an explicit transaction. These transactions create a volatile table, perform an aggregate operation on the result of another aggregate operation, and then drop the volatile table that was created in the first transaction.
 Two transactions are used because a DDL request must be either the only request in a transaction or the last request in a transaction
 BEGIN TRANSACTION; CREATE VOLATILE TABLE DeptSumSal NO LOG (
 DeptNo SMALLINT FORMAT ’999’ BETWEEN 100 AND 900 NOT NULL, SumSal DECIMAL(8,2) FORMAT ’ZZZ,ZZ9.99’)
 PRIMARY INDEX(DeptNo),ON COMMIT DELETE ROWS;
 END TRANSACTION;
 BEGIN TRANSACTION; INSERT INTO DeptSumSalSELECT DeptNo, SUM(Salary) FROM Employee GROUP BY DeptNo;SELECT AVG(SumSal) FROM DeptSumSal; DROP VOLATILE TABLE DeptSumSal;
 END TRANSACTION;
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 Scenario 4: Implicit Transaction (BTEQ) The following example is structured as a BTEQ multistatement request, so it is processed as a single implicit transaction.
 Note the placement of the USING modifier and the semicolons. With this construct, the failure of any WHERE conditions causes the transaction to abort and all completed inserts and updates to be rolled back.
 USING var1(CHARACTER), var2(CHARACTER), var3(CHARACTER)
 INSERT INTO TestTabU (C1) VALUES (:var1); INSERT INTO TestTabU (C1) VALUES (:var2); INSERT INTO TestTabU (C1) VALUES (:var3); UPDATE TestTabU SET C2 = C1 + 1
 WHERE C1 = :var1; UPDATE TestTabU SET C2 = C1 + 1
 WHERE C1 = :var2
 Related Topics
 See “END TRANSACTION” on page 284.
 Also see the chapter on transaction processing in SQL Reference: Statement and Transaction Processing.
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 CALL
 PurposeInvokes a stored procedure or external stored procedure.
 Syntax
 where:
 Syntax Element … Specifies …
 database_name optional qualifier for the stored procedure or external stored procedure to be executed.
 If database_name is not specified, the current default database is assumed.
 procedure_name the name of the stored procedure or external stored procedure to be executed.
 IN argument
 CALL procedure_name
 database_name .
 ( (
 ;
 ,
 IN argument
 INOUT argument
 OUT argument
 value_expression
 ?
 INOUT argument
 OUT argument
 value_expression
 ?
 1101A042
 CAST AS data_type( )
 parameter_name
 OUT call placeholder
 OUT call placeholder
 out_call_variable
 OUT call placeholder
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 ANSI Compliance
 CALL is ANSI SQL-2003-compliant.
 value_expression Teradata Database-supported arithmetic and string expressions.
 The following can be specified in a value expression, subject to client-specific restrictions:
 • stored procedure local variables
 • stored procedure status variables
 • IN or INOUT parameters
 • FOR loop columns and aliases
 • host variables and macro parameters
 • FORMAT, TITLE, and NAMED phrases
 A value expression as a call argument must not reference tables, as it cannot contain subqueries.
 See “Rules For Calling Stored Procedures From Embedded SQL” later in this topic and the blocks following that for client-specific rules.
 ? a call parameter argument.
 A QUESTION MARK character as an input call argument is valid only in ODBC and JDBC client applications.
 out_call_variable an identifier prefixed with the colon (:).
 Depending on the calling utility, the out_call_variable can be one of these:
 • host variable
 • local variable
 • IN or INOUT parameter
 out_call_placeholder a parameter name.
 The placeholder provides for nesting of placeholders (parameters or CAST … AS clauses).
 parameter_name the name of the OUT parameter as defined in the stored procedure.
 CAST … AS the request to convert the data definition of a parameter or another CAST clause to the required type. CAST clauses can be nested.
 FORMAT, NAMED and TITLE clauses can be used with the SQL CAST operator.
 data_type the desired data definition for the parameter set. All Teradata Database-supported data types are valid.
 See SQL Reference: Data Types and Literals for more details on data types.
 Syntax Element … Specifies …
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 Authorization
 You must have EXECUTE PROCEDURE right on the stored procedure or its containing database.
 Users need not have any privileges on the database objects referenced by a called stored procedure. The privileges are checked for the immediate owner of the called stored procedure.
 The immediate owner must have the rights on the referenced objects WITH GRANT OPTION to allow other users to access the object.
 For more information, see SQL Reference: Data Definition Statements and Database Administration.
 Privileges Granted Automatically
 If you call the SQLJ.Install_Jar procedure to install a JAR file containing classes that implement a Java external stored procedure, the DROP PROCEDURE privilege is automatically granted to the creator of the JAR file (the caller of SQLJ.Install_Jar).
 Invocation
 Interactive SQL, embedded SQL, stored procedures, and macros.
 Rules for Executing SQL Stored Procedures and External Stored Procedures
 The following rules apply to executing SQL stored procedures and external stored procedures:
 • Stored procedures and external stored procedures are platform-specific. A procedure created under UNIX or Windows can be executed only on that platform.
 • CALL can be performed only in Teradata (BTET) or ANSI session modes. CALL cannot be used in 2PC (Two Phase Commit) mode.
 If a stored procedure is created in Teradata session mode, it cannot be executed in ANSI session mode and vice versa.
 • Additionally, CALL can be issued in Prepare or Execute mode using CLI applications.
 • LOCKING modifiers cannot be used with a CALL statement.
 • You can submit a CALL request from a macro if it is the only request inside the macro.
 • When doing nested stored procedure calls, only one of those procedures can be an external procedure. For example, an external stored procedure cannot call a stored procedure that in turn calls an external stored procedure.
 Delimiting The CALL Statement
 Delimiting a CALL request with a semicolon is mandatory when CALL is invoked from BTEQ or from another stored procedure. It is not mandatory in other utilities.
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 General Rules For Specifying Input And Output Parameters
 Call arguments consisting of input and output parameters must be submitted with a CALL request. No default parameter values can be defined at the time a procedure is created; the CALL returns an error if the required call arguments are not specified.
 The following rules apply to the parameter arguments:
 • The number of call arguments in a CALL request must be equal to the number of parameters in the called procedure.
 If the called procedure has no parameters, you cannot specify any call arguments.
 • An IN, INOUT or OUT argument must correspond to an IN, INOUT or OUT parameter respectively in the called procedure.
 • The default data type for an INOUT parameter input value is determined by the narrowest type that can contain the data passed to the INOUT parameter at run time, not by the default type defined for the parameter in the “CREATE PROCEDURE (External Form)” or CREATE PROCEDURE (SQL Form)” request that created the procedure.
 To ensure that memory overflow errors do not occur when the size of an output value passed to an INOUT parameter exceeds the capacity of the default data type derived from the input value for that parameter, you must take either of the following precautions:
 • Explicitly cast the INOUT parameter data type in the CALL request to ensure that memory overflow errors do not occur.
 For example, if you submit the following CALL request, the system determines that the smallest data type that can contain the input value to the INOUT parameter is SMALLINT, which requires 2 bytes, so it assigns the SMALLINT type to the parameter irrespective of the data type assigned to it at the time the procedure was created.
 CALL my_proc(32767);
 However, if the call returns a value greater than or equal to 32,768 to the INOUT parameter, the request aborts unless you cast its type to the type that was assigned to
 the parameter at the time the procedure was created, or at minimum to INTEGER.2 For example, you might rewrite the request as follows:
 CALL my_proc (CAST(‘32767’ AS INTEGER));
 • Code the calling application to ensure the appropriate type conversion is made (see subexample 4 in “Example 5: Preventing Memory Overflow Errors For INOUT Parameters” on page 255 for a JDBC example).
 See “CREATE PROCEDURE (External Form)” or “CREATE PROCEDURE (SQL Form)” in SQL Reference: Data Definition Statements for details.
 See the chapter “Data Literals” in SQL Reference: Data Types and Literals for information about how to determine the size of a literal in order to ensure either that the default data type for an INOUT parameter can accommodate it or to know what type to cast it to in order to ensure that a memory overflow error does not occur.
 2. The INTEGER type can contain positive values as large as 2,147,483,647, the BIGINT type can contain positive values as large as 9,223,372,036,854,775,807, the DECIMAL/NUMERIC type can contain far larger numbers, and so on. See SQL Reference: Data Types and Literals and Database Design for details.
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 Some additional rules and restrictions apply when CALL is invoked from different client utilities. See the following for the specific rules and restrictions:
 • “Rules For Call Arguments In BTEQ And CLIv2” on page 243
 • “Rules For Calling Stored Procedures From Embedded SQL” on page 245
 • “Rules For Call Arguments In ODBC And JDBC” on page 244
 • “Rules For Call Arguments In Nested Procedures” on page 245
 • IN parameters can only have input, and OUT parameters can only have output. INOUT parameters can have both input and output.
 • The data type of a call argument must be compatible with the data type of the corresponding parameter in the called procedure.
 • A value expression of NULL can be used to assign NULL value to the corresponding IN or INOUT parameter in the procedure.
 • On successful completion of the procedure execution, the ACTIVITY_COUNT in the Success or OK response is set to the following values:
 Rules For Call Arguments In BTEQ And CLIv2
 The following additional rules apply to call arguments submitted from applications in BTEQ or CLIv2:
 • An IN or INOUT argument must be a value expression.
 • In a value expression used as IN or INOUT argument, identifiers prefixed by the colon (:), if any, must refer to USING variables associated with a USING clause for the request containing the CALL. The value of the expression is treated as the input value for the corresponding parameter in the called stored procedure.
 • An OUT argument can be any of the following:
 • An output host variable.
 • A place holder such as a QUESTION MARK character.
 • Any name other than the OUT parameter name specified in the procedure definition.
 The following examples demonstrates variations in the specification of OUT parameter names in a CALL request issued from BTEQ. The examples are based on the following CREATE PROCEDURE request:
 CREATE PROCEDURE sp2 (OUT po1 INTEGER)BEGIN
 SET :po1 = 20;END;
 ACTIVITY_COUNT is set to this value … IF the procedure has …
 1 any output (INOUT or OUT) parameters.
 0 no output parameters.
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 In the following CALL request, the OUT argument name p1 differs from the OUT parameter name po1 specified in the procedure definition:
 CALL sp2(p1);
 *** Procedure has been executed. *** Total elapsed time was 1 second.
 The same CALL request also works if you specify a placeholder character or host variable instead of the explicit parameter specification, as the two following examples demonstrate:
 CALL sp2(?);
 *** Procedure has been executed. *** Total elapsed time was 1 second.
 CALL sp2(:tx1);
 *** Procedure has been executed. *** Total elapsed time was 1 second.
 Rules For Call Arguments In ODBC And JDBC
 The following additional rules apply to a call argument when the SQL CALL request is submitted from an ODBC or JDBC application:
 • An IN or INOUT argument must be one of the following:
 • A value expression.
 A value expression must not contain identifiers prefixed by the COLON character. It must be a constant expression.
 • A QUESTION MARK (?) character used as an input placeholder.
 If you specify ?, the value for the corresponding IN or INOUT parameter of the called procedure must be set using ODBC- or JDBC-specific calls prior to calling the stored procedure.
 There is a 1:1 correspondence between the number of ? markers for IN and INOUT arguments and the number of data items specified in the StatementInfo parcel in the request message. StatementInfo does not contain entries for OUT arguments.
 For example, consider the following stored procedure definition and CALL request:
 CREATE PROCEDURE sp3 (IN pil INTEGER,INOUT pio1 INTEGER,OUT po1 INTEGER)
 BEGINSELECT j INTO :pio1FROM tb11WHERE i=2;
 SELECT k INTO :po1FROM tb11WHERE i=2;
 END;
 CALL sp3 (:?, :?, :?);
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 When this call is made, the StatementInfo parcel contains 2 entries: one each for the IN and INOUT parameters.
 • An OUT argument must be an OUT call placeholder.
 Rules For Call Arguments In Nested Procedures
 The following additional rules apply to a call argument when the SQL CALL request is submitted from another stored procedure:
 • An IN argument must be a value expression.
 Identifiers in the value expression prefixed by the COLON character (:), if any, must refer to local variables, status variables, IN and INOUT parameters, or for-loop variable qualified columns and aliases of the calling stored procedure.
 • An INOUT argument must be a value expression that is limited to the form of an OUT-call-variable. The identifier must be prefixed with a COLON character and must refer to a local variable or an INOUT parameter of the calling stored procedure.
 • An OUT argument must be an OUT_call_variable. The identifier must refer to a local variable or an INOUT or OUT parameter.
 Rules For Calling Stored Procedures From Embedded SQL
 The following additional rules apply to a call argument when the SQL CALL request is submitted from a PP2 embedded SQL application:
 • An IN argument must be a value expression.
 Identifiers in the value expression prefixed by the COLON character (:), if any, must refer to host variables. The value of the expression is treated as the input value for the corresponding parameter.
 • An INOUT argument must be a value expression that is limited to the form of an OUT_call_variable. The identifier must refer to a host variable.
 • An OUT argument must be an OUT_call_variable. The identifier must refer to a host variable.
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 Rules for Calling a Stored Procedure With Dynamic Result Sets From Embedded SQL
 To be able to access dynamic result sets returned by a stored procedure called from embedded SQL, you must ensure that two preprocessor options are set properly.
 • Set the SQLCHECK option to FULL so the precompiler can pass the variables that receive the stored procedure OUT or INOUT parameters to the runtime phase of the preprocessor.
 The following table indicates how to set this option for channel-attached and network-attached environments:
 • If you define an embedded SQL cursor for a stored procedure, you must also set the preprocessor TRANSACT option to BTET because CALL statements cannot be executed as part of a multistatement request in ANSI session mode.
 The following table indicates how to set this option for channel-attached and network-attached environments:
 See “Example 8: Calling a Stored Procedure That Returns Dynamic Result Sets From Embedded SQL” on page 258.
 Session Dateform and Called Procedures
 Stored procedures retain the date and time formats that were in effect when they were created. They do not reflect the dateform in effect for the session in which they are called unless it is the same as the dateform in effect when the procedure was created.
 See "SET SESSION DATEFORM" in SQL Reference: Data Definition Statements.
 TO enable SQL syntax, object reference, and access rights checking to FULL on this type of system … Specify the following option …
 channel-attached SQLCHECK(FULL)
 network-attached -sc FULL
 TO set the transaction mode to BTET on this type of system … Specify the following option …
 channel-attached TRANSACT(BTET)
 network-attached -tr BTET
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 Retrieving Values Of Output Parameters
 The output values of INOUT and OUT parameters are returned after completion of the CALL operation in the following forms:
 Status of Unqualified Referenced Objects
 If the objects referenced in the called stored procedure are not qualified by a database name, then they are qualified by the name of the default database at the time the stored procedure was created.
 Dropped, Renamed, or Replaced Objects
 Consider the scenario when a stored procedure references another procedure that has been dropped or renamed.
 If the called stored procedure X references another stored procedure Y, and Y is later dropped, renamed, or replaced before executing X, the following occurs:
 If Y is replaced, then its execution generates an error in ANSI session mode or a failure in Teradata session mode if the specified arguments are not compatible with the changed definition of Y.
 WHEN CALL is issued from this type of application … THEN the output parameter values are …
 BTEQ a result row.
 The values for all the INOUT and OUT parameters are returned in one row, irrespective of the number of parameters.
 The value of each parameter is a field in the output.
 CLIv2
 embedded SQL stored in the corresponding host variable.
 another stored procedure stored in the corresponding local variable or parameter of the calling stored procedure.
 ODBC to be retrieved using an ODBC API.
 JDBC to be retrieved using a JDBC API.
 In this session mode … This condition is generated when X submits an internal CALL to execute Y …
 ANSI Error
 Teradata Failure
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 The following cases provoke an error or failure:
 • The number of call arguments is not equal to the number of parameters in the changed definition of Y.
 • The data type of the call arguments is incompatible with the changed parameters of Y.
 These conditions also apply to the attributes of any referenced database objects.
 Java External Stored Procedure-Specific Behavior
 The system performs the following actions on the dictionary tables referenced by the SQLJ database during a CALL request that executes a Java external stored procedure:
 1 Validates the Java procedure to be called.
 2 Retrieves the row matching the Java procedure name from the DBC.Routine_Jar_Usage table to determine which JAR must be loaded to execute this Java procedure.
 3 Verifies that the JAR named in DBC.Routine_Jar_Usage exists by finding the corresponding row in the DBC.Jars table.
 4 Retrieves any rows from the DBC.Jar_Jar_Usage table that indicate whether this JAR includes other JARs, and makes sure those JARs are also loaded.
 CALL Request Priority
 A stored procedure executes at the priority the user session is running at the time the CALL request is submitted. If you specify a SET SESSION ACCOUNT at a REQUEST level and the request submitted is a CALL request, the stored procedure along with the SQL requests within the procedure execute at the specified priority.
 The account is set to the previous account after the CALL request is completed.
 If the user priority is changed asynchronously from the Performance Monitor during stored procedure execution, the new priority takes effect for all the subsequent requests that are submitted as part of stored procedure execution.
 If the asynchronous change is at the request level, the priority change applies to all the requests executed as part of the CALL operation.
 Consider the following stored procedure:
 CREATE PROCEDURE prio2()BEGIN
 INSERT INTO temp(1, ’stored procedure before prio1’) /* STMT1 */;CALL prio1() /* STMT2 */;INSERT INTO temp(2, ’stored procedure after prio1’) /* STMT3 */;
 END;

Page 249
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxCALL
 SQL Reference: Data Manipulation Statements 249
 The following scenarios explain the priority scheduling for the stored procedure execution:
 Scenario 1LOGON user1/user1, acct1;CALL prio2() /* this, along with the SQL statements inside */;
 /* the stored procedure are executed at the */;/* priority associated with acct1 */;
 Scenario 2LOGON user1/user1, acct1;CALL prio2() /* this, along with the SQL statements inside */;
 /* the stored procedure are executed at the */;/* priority associated with acct1 */;
 SET SESSION ACCOUNT acct2 FOR REQUEST;CALL prio2() /* this, along with the SQL statements inside */;
 /* the stored procedure are executed at the */;/* priority associated with acct2 */;
 SELECT * FROM temp /* this is executed at the priority */;/* associated with acct1 */;
 Scenario 3Assume that the priority is changed for user1 to acct2, after executing the STMT 1. The STMT 2 and STMT 3 (along with the SQL requests inside prio1) execute in the changed priority. If the priority is changed at request level, the session priority is restored to that corresponding to acct1 at the end of the execution of prio2.
 LOGON user1/user1, acct1;CALL prio2() /* this is executed at the priority associated */;
 /* with acct1 */;
 Errors and Failures in Procedure Execution
 An error (ANSI session mode) or failure (Teradata session mode) is reported during stored procedure execution in any of the following situations:
 • The database objects referenced in the stored procedure have been dropped or renamed after the stored procedure creation.
 • The attributes of the referenced objects or of the parameters of the objects have been changed.
 • Translation error or failure occurs when the value of an IN or INOUT argument is converted implicitly to the corresponding parameter data type and assigned to the corresponding parameter.
 See “Dropped, Renamed, or Replaced Objects” on page 247.
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 Errors and Failures in Nested Procedures
 If an error or failure occurs in case of nested stored procedures, the error or failure message text is preceded by the name of the stored procedure in which the error has occurred.
 Assume that stored procedure X references another stored procedure, Y.
 Aborting a CALL Request
 You can use the standard abort facility provided by the client utility or interface to abort a CALL request. The following action takes place:
 Asynchronous and Synchronous Abort Logic
 An SQL CLI external stored procedure can issue asynchronous aborts. Normally if a client application issues an asynchronous abort, the system aborts the transaction on the server, and an abort success message is sent to the client application; however, the system cannot do that for an SQL CLI external stored procedure. Instead, the system must roll back the transaction (if there is one) and return the abort status to the SQL CLI external stored procedure without affecting the client application in any way.
 The undesirable side affect of this behavior is that if the client application had an outstanding transaction, that transaction would no longer exist. As a general rule, you should not write your applications to submit CALL requests inside a transaction unless it is known that the stored procedure will not issue any asynchronous aborts.
 This same issue is true for synchronous abort logic in stored procedures.
 IF …THEN the error or failure text contains the following text as the stored procedure name …
 Y returns an error or failure during the execution of X
 Y.
 an error or failure occurs in the calling of stored procedure X
 X.
 IF you specify the abort request … THEN this action is taken…
 during stored procedure execution the execution stops.
 The transaction being processed at that time is rolled back, and a failure response is returned.
 after the execution completes the response of the CALL request is returned to the client.
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 Example 1: Input Arguments in BTEQ and CLIv2
 Consider the following stored procedure spSample1 that has three IN parameters, p1, p2, and p3 of INTEGER data type. The argument list can be specified in either of the following formats:
 CALL spSample1 (1, 2, 3);
 CALL spSample1(1, CAST(((2 + 4) * 2) AS FORMAT ’ZZZ9’), 3);
 The rule of specifying the arguments as a positional list applies to all arguments (IN, INOUT, or OUT).
 Example 2: Input and Output Arguments in BTEQ and CLIv2
 Consider the following stored procedure. The stored procedure definition can be viewed using an SQL SHOW PROCEDURE request to verify the parameter types:
 CREATE PROCEDURE spSample2(OUT p1 INTEGER, INOUT p2 INTEGER, IN p3 INTEGER)BEGIN
 SET p1 = p3;SET p2 = p2 * p3;
 END;
 The call arguments can be specified in any of the following formats:
 Format 1
 CALL spSample2(p1, 20, 3);
 where, the parameter name p1 is supplied as an argument because it is a placeholder for an OUT parameter. The values 20 and 3 are passed as arguments to the INOUT and IN parameters, p2 and p3 respectively.
 The CALL request returns the following response:
 *** Procedure has been executed..*** Total elapsed time was 1 second.
 p1 p2----------- -----------
 3 60
 Format 2
 CALL spSample2(p1, 20 * 2, 30 + 40);
 where the expressions (20 * 2) and (30 + 40) are passed as arguments to the INOUT and IN parameters, p2 and p3.
 The CALL request returns the following response:
 *** Procedure has been executed.. *** Total elapsed time was 1 second.
 p1 p2----------- ----------- 70 2800

Page 252
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxCALL
 252 SQL Reference: Data Manipulation Statements
 Format 3
 CALL spSample2(CAST(CAST(p1 AS CHARACTER(10)) AS TITLE 'OutputValue'), CAST(20 AS SMALLINT), 30 + 40);
 where the expressions CAST(20 AS SMALLINT) and (30 + 40) are passed as arguments to the INOUT and IN parameters, p2 and p3.
 The CALL request returns the following response:
 *** Procedure has been executed.. *** Total elapsed time was 1 second.
 OutputValue 20 ----------- ----------70 1400
 Format 4
 This format is used with BTEQ and assumes that data is being imported from a data file.
 USING (a INTEGER) CALL spSample1(p1, :a, 3);
 where 3 is the value passed as an argument to the IN parameter p3. The value read from the input data file is assigned to the variable a and is passed as an argument to the INOUT parameter p2 via a USING clause.
 BTEQ receives the following response from the server:
 *** Procedure has been executed.. *** Total elapsed time was 1 second.
 p1 p2----------- ----------- 3 30
 Format 5 (Using NAMED and TITLE phrases in the SQL CALL request)
 CALL spSample1(CAST (p1 AS NAMED AA TITLE 'OUT VALUE'), CAST (((20 * 2) + 3) AS TITLE 'INOUT VALUE'), 1);
 The response looks like this:
 *** Procedure has been executed.. *** Total elapsed time was 1 second.
 OUT VALUE INOUT VALUE----------- ------------ 1 43
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 Example 3: Stored Procedure or Embedded SQL Input Arguments
 Consider the stored procedure spSample2 defined in Example 2. The arguments can be specified in any of the formats shown:
 Format 1
 Only literals or constant expressions are specified as arguments for the parameters:
 • In a stored procedure:
 CALL spSample2(1, 2, 3 + 4);
 • In a C program using embedded SQL:
 EXEC SQL CALL spSample2(1, 2, 3 + 4);
 Format 2
 The application variables contain the values that are passed as arguments:
 • In a stored procedure:
 SET AppVar1 = 10;SET AppVar2 = 30;SET AppVar3 = 40; CALL spSample2(:AppVar1, :AppVar1 + :AppVar2, CAST(:AppVar3 AS FORMAT 'Z,ZZ9'));
 • In a C program using embedded SQL:
 AppVar1 = 10;AppVar2 = 30;AppVar3 = 40; EXEC SQL CALL spSample2(:AppVar1, :AppVar1 + :AppVar2,
 CAST(:AppVar3 AS FORMAT 'Z,ZZ9'));
 Format 3
 The combination of the application variables (AppVar1, AppVar2, and AppVar3) and values/expressions are specified as arguments:
 • In a stored procedure:
 SET AppVar1 = 10;SET AppVar2 = 30;SET AppVar3 = 40; CALL spSample2(:AppVar1, 3 + :AppVar2, 3 + 4 + :AppVar3);
 • In a C program using embedded SQL:
 AppVar1 = 10;AppVar2 = 30;AppVar3 = 40; EXEC SQL CALL spSample2(:AppVar1, 3 + :AppVar2, 3 + 4
 + :AppVar3);
 Note that no output parameters are returned from the stored procedure using this format, so the ACTIVITY_COUNT is returned as 0 in the success response.
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 Example 4: Stored Procedure and Embedded SQL Input and Output Arguments
 Consider the stored procedure spSample2. The arguments can be specified in the following format:
 Format 1
 • In a stored procedure:
 SET AppVar2 = 30 + AppVar3;SET AppVar3 = 40; CALL spSample1(:AppVar1, :AppVar2, :AppVar3);
 • In a C program using embedded SQL:
 AppVar2 = 30 + AppVar3;AppVar3 = 40; EXEC SQL CALL spSample1(:AppVar1, :AppVar2, :AppVar3);
 The values specified for AppVar2 and AppVar3 are passed as arguments to p2 and p3, respectively. When the stored procedure execution completes, the output parameter values are returned in AppVar1 and AppVar2. ACTIVITY_COUNT is set to 1.
 Format 2
 • In a stored procedure:
 SET AppVar2 = 30 + AppVar3;SET AppVar3 = 40; CALL spSample1(:AppVar1, :AppVar2, :AppVar3 + 3);
 • In a C program using embedded SQL:
 AppVar2 = 30 + AppVar3;AppVar3 = 40; EXEC SQL CALL spSample1(:AppVar1, :AppVar2, :AppVar3 + 3);
 The values for p2 and p3 are AppVar2 and (3 + AppVar3), respectively. When the stored procedure execution completes, the output parameter values are returned in AppVar1 and AppVar2. ACTIVITY_COUNT is set to 1.
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 Example 5: Preventing Memory Overflow Errors For INOUT Parameters
 If the size of an output value returned to an INOUT parameter is larger than the memory the system had allocated for the input value for that parameter, the CALL request fails and returns an overflow error to the requestor (see “General Rules For Specifying Input And Output Parameters” on page 242).
 The following examples illustrate this. Suppose you have created an SQL stored procedure named myintz with an INOUT parameter.
 Example 1
 BTEQ -- Enter your DBC/SQL request or BTEQ command:CALL myintz(32767);
 The narrowest data type the system can fit 32,767 into is SMALLINT, so it allocates 2 bytes for the parameter and sets its type as SMALLINT irrespective of the data type assigned to the INOUT parameter when the procedure was created. If this CALL returns a value of 32,768 or more, the system treats it an a memory overflow for a SMALLINT variable and returns an error.
 Example 2
 BTEQ -- Enter your DBC/SQL request or BTEQ command:CALL myintz(CAST ('32767' AS INTEGER));
 In this case, the system knows the input value is an INTEGER value because of the explicit casting, so it allocates 4 bytes for the parameter. Then, when the CALL returns 32,768 to the INOUT parameter, the value is within the scope of an INTEGER, the request completes successfully, and no memory allocation error occurs.
 CALL myintz(cast ('32767' AS INTEGER));
 *** Procedure has been executed. *** Total elapsed time was 42 seconds.
 '32767'-----------
 32768
 Similarly, if the client program code calling a procedure explicitly defines the data type for the parameter, and the specified data type is capable of containing a larger output value than the default type for the input value, the request completes successfully; otherwise, it does not.
 The following examples illustrate this using a Java external stored procedure named myint2 called from a Java client application. Note that the basic principle applies for any stored procedure, not just external stored procedures. Assume the value returned to the INOUT parameter is 32,768 in both cases.
 Example 3
 Suppose you invoke the Java stored procedure myint2 as follows:
 stmt.executeUpdate("call myint2(32767);");
 The outcome of this call is a memory overflow error, which is identical to that seen in the first example.
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 Example 4
 Suppose a Java client program invokes a Java external procedure as follows:
 StringBuffer prepCall = new StringBuffer("CALL myint2(?);");System.out.println(prepCall.toString());
 CallableStatement cStmt = con.prepareCall(prepCall.toString());
 cStmt.setInt(1, integerVar[0]); cStmt.registerOutParameter(1, Types.INTEGER);
 // Making a procedure callSystem.out.println("Before executeUpdate()...");
 cStmt.executeUpdate();System.out.println("Value after executeUpdate(): "
 + cStmt.getInt(1));
 integerVar[0] = cStmt.getInt(1);
 This CALL succeeds because the calling Java program explicitly defined the INOUT parameter as an INTEGER data type, so the system allocates an appropriate amount of memory for an INTEGER input value. As a result, no overflow error occurs when the returned value can be contained within the memory allocated to an INTEGER type.
 Example 6: Input and Output Arguments in ODBC
 The following example describes the usage of the stored procedures specifying input and output arguments in an ODBC application.
 Consider the stored procedure spSample2 defined as follows:
 CREATE PROCEDURE spSample2(OUT p1 INTEGER, INOUT p2 INTEGER, IN p3 INTEGER)
 BEGINSET p1 = p3;SET p2 = p2 * p3;
 END;
 The arguments can be specified in the following format:
 SQLBindParameter(..., 1, SQL_PARAM_INPUT_OUTPUT, ..., SQLINTEGER, ..., ..., AppVar2, sizeof(AppVar2), ...);SQLBindParameter(..., 2, SQL_PARAM_INPUT, ..., SQLINTEGER, ..., ..., AppVar3, sizeof(AppVar3), ...);
 where the second argument in SQLBindParameter() is the question mark number ordered sequentially from left to right, starting at 1.
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 Executing the stored procedure:
 {constchar *request = "CALL spSample2(p1, ?, ?)"; ......SQLExecDirect(hstmt, request);......}
 Retrieving the output parameter values:
 SQLBindCol(..., 1, ..., AppVar1, ..., ...); SQLBindCol(..., 2, ..., AppVar2, ..., ...);
 where the second argument in the SQLBindCol() is the parameter number of result data, ordered sequentially left to right, starting at 1.
 Example 7: Input and Output Arguments in JDBC
 Consider the stored procedure spSample2. It can be executed using the following JDBC API calls:
 CallableStatement cstmt = con.prepareCall("CALL spSample2(p1, ?, ?)");ResultSet rs = cstmt.executeQuery();
 The following alternatives can be used for the second line (ResultSet rs = …):
 boolean bool = cstmt.execute();
 or
 int count = cstmt.executeUpdate();
 The QUESTION MARK character indicates an argument and acts as a placeholder for IN or INOUT parameters in the prepareCall() request. The question mark placeholder arguments must be bound with the application local variables and literals using the CallableStatement.setXXX() JDBC API calls.
 Alternatively, an IN or INOUT argument can be a constant expression.
 The INOUT and OUT arguments need to be registered using the following JDBC API call:
 CallableStatement.registerOutParameter()
 After execution the parameter values can be retrieved from the response using the CallableStatement.getXXX() JDBC API calls.
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 Example 8: Calling a Stored Procedure That Returns Dynamic Result Sets From Embedded SQL
 Consider the following stored procedure that returns a limit of four dynamic result sets to a calling embedded SQL application:
 CREATE PROCEDURE TESTSP1(INOUT p1 INTEGER, OUT p2 INTEGER)DYNAMIC RESULT SETS 4
 BEGINDECLARE tab1_cursor CURSOR WITH RETURN ONLY TO CALLER FOR
 SELECT c1, c2, c3 FROM tab1;OPEN tab1_cursor;SET p1 = p1 + 1;SET p2 = 82;
 END;
 To access the dynamic result set rows returned to the application by this procedure, declare a cursor like the following:
 EXEC SQL BEGIN DECLARE SECTION;…
 long H1;long H2;
 long M1;long M2;long M3;
 … EXEC SQL END DECLARE SECTION;
 …EXEC SQL
 DECLARE TESTCUR CURSORFOR 'CALL TESTSP1(:H1, :H2)';
 EXEC SQLOPEN TESTCUR;
 If the procedure returns one or more rows, the system sets SQLCODE to 3212 and SQLSTATE to ‘T3212’.3 If the stored procedure returns no rows, the system sets SQLCODE to 0 and SQLSTATE to ‘T0000’:
 if (SQLCODE == 3212) fetch_rows();
 else if (SQLCODE != 0)error_check();
 Fetching rows from a cursor declared for a stored procedure is similar to fetching rows from a cursor defined for an SQL request:
 void fetch_rows()do {
 EXEC SQLFETCH TESTCUR INTO :M1, :M2, :M3;
 …} while (SQLCODE == 0);
 3. This example does not use SQLSTATE return codes. The SQLSTATE codes equivalent to the SQLCODE values in the example are provided for the sake of completeness.
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 Related Topics
 The following statements documented in SQL Reference: Data Definition Statements are relevant to CALL:
 • ALTER PROCEDURE (External Form)
 • ALTER PROCEDURE (SQL Form)
 • CREATE PROCEDURE (External Form)
 • CREATE PROCEDURE (SQL Form)
 • HELP PROCEDURE
 The following manual documents cursor control statements, control language statements, and other information related to stored procedures:
 • SQL Reference: Stored Procedures and Embedded SQL
 The following manual documents how to write external stored procedures using the C, C++, and Java programming languages:
 • SQL Reference: UDF, UDM, and External Stored Procedure Programming
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 CHECKPOINT
 PurposePlaces a flag in a journal table that can be used to coordinate transaction recovery.
 Interactive Syntax
 where:
 Embedded SQL and Stored Procedure Syntax
 Syntax Element … Specifies …
 table_name the journal table that is to be marked with the checkpoint entry.
 checkpoint_name a label that can be used to reference the checkpoint entry in database recovery activities.
 checkpoint_name should be unique.
 If checkpoint_name duplicates an existing entry in the journal, then you can qualify it with the system-assigned event number.
 If you do not specify checkpoint_name, then the checkpoint entry must be referenced in recovery activities by its event number.
 1101B021
 CHECKPOINT table_name
 , NAMED checkpoint_name ;
 1101B002
 CHECKPOINT table_name
 database_name. ,NAMED
 : label_host_variable
 checkpoint_label
 A
 A INTO:
 host_variable_name
 B
 B
 : host_indicator_variable_name
 INDICATOR
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 where:
 ANSI Compliance
 CHECKPOINT is a Teradata extension to the ANSI SQL-2003 standard.
 Authorization
 To checkpoint a journal table, you must meet at least one of the following criteria.
 • Have CHECKPOINT privilege on the journal table.
 • Have CHECKPOINT privilege on the database containing the journal table.
 • Be an owner of the database containing the journal table.
 • Be an immediate or indirect owner of the journal table.
 General Usage Notes
 The CHECKPOINT statement causes the system to place a read lock on all data tables that write journal images to the table named in the CHECKPOINT request. This lock causes any new transactions to wait until the checkpoint operation is complete. It also causes the checkpoint operation to await the completion of outstanding update transactions.
 This action guarantees that the checkpoint saved in the journal represents a clean point in the transaction environment. When the checkpoint operation completes, the system releases the locks.
 The system assigns an event number to each checkpoint entry. This number can be returned as a result of CHECKPOINT processing; it is also stored, along with other information about request execution, in a data dictionary table. You can review the table data through the DBC.Events system view.
 Syntax element … Specifies …
 database_name the name of the database for which a checkpoint flag is to be created.
 The period after the name is required.
 table_name the name of the table for which a checkpoint flag is to be created.
 checkpoint_label an SQL identifier that labels the checkpoint.
 label_variable a host variable that contains a label for the checkpoint.
 The colon is required.
 host_variable_name the name of a host variable to contain the checkpoint flag.
 The preceding colon is optional.
 host_indicator_variable_name the name of an optional host indicator variable to receive nulls.
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 If an explicit transaction or a multistatement request contains a CHECKPOINT request, then that CHECKPOINT request must precede any INSERT, UPDATE, or DELETE requests in the transaction or request.
 Usage Notes for Stored Procedures and Embedded SQL
 The following rules apply to CHECKPOINT:
 • The stored procedure and embedded SQL form of CHECKPOINT is a data returning request.
 • Although CHECKPOINT is a data returning request, it cannot be associated with a selection cursor.
 • Whether specified as checkpoint_label or as label_host_variable, the checkpoint label must be a valid SQL identifier.
 • If you specify label_host_variable, the host variable must follow the rules for SQL strings for the client language and must be preceded by a colon. See "Input Host Variables" in SQL Reference: Stored Procedures and Embedded SQL for details.
 • The main host variable identified by host_variable_name must be a type that conforms to INTEGER.
 • CHECKPOINT cannot be performed as a dynamic SQL statement.
 CHECKPOINT causes a synchronization point to be generated and recorded in the journal table specified by table_name.
 If you specify the NAMED clause, the checkpoint label is associated with the synchronization point. A 32-bit integer that uniquely identifies the synchronization point is returned into the main host variable defined in the host variable specification.
 CHECKPOINT is not valid in embedded SQL when you specify the TRANSACT(2PC) option to Preprocessor2.
 Example
 The following request can be used to place a checkpoint entry into a journal table:
 CHECKPOINT AccountDB.JnlTable, NAMED DailyPayMaint;
 When this request is executed, all update activity is ceased on tables that write journal images to the journal table, (JnlTable) and an event number is returned.
 A row containing the DailyPayMaint label is placed into the journal table. The label can then be used in rollforward or rollback operations.
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 COMMENT (Comment-Retrieving Form)
 PurposeRetrieves a previously placed comment on a database object or definition.
 Syntax
 where:
 Syntax Element … Specifies …
 object_kind an optional database object kind specification.a
 The following database object kinds are valid:
 • AUTHORIZATION
 • COLUMN
 • DATABASE
 • FUNCTION
 • GROUP
 • MACRO
 • METHOD
 • PROCEDURE
 • PROFILE
 • ROLE
 • TABLE
 • TRIGGER
 • TYPE
 • USER
 • VIEW
 database_name the containing database for object_name if it is not contained by the current database.
 object_name the name of the object for which a comment is to be retrieved.
 The specified object can be any of the following:
 • An authorization associating a Teradata Database user with an OS server user for a UDF, method, or external stored procedure.
 • A parameter in a macro, stored procedure, or user-defined function.
 • A column in a user base table, error table, hash index, join index, or view.
 • A specific function, macro, profile, role, stored procedure, base table, error table, hash index, join index, trigger, or view name contained by a database or user.
 • A database or user.
 • A replication group.
 • A UDT.
 You can retrieve a comment on a particular attribute of a structured UDT by specifying database_name.udt_name.attribute_name.
 • A method.
 If you specify a method, you must use its specific method name.
 1101A533
 ;
 COMMENTobject_kind
 object_namedatabase_name.ON
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 ANSI Compliance
 COMMENT is a Teradata extension to the ANSI SQL:2003 standard.
 Authorization
 None.
 object_name (continued)
 If no object kind keyword precedes the object name, then the system attempts to deduce the object from the level of qualification in the name. Use the fully qualified name if there is any ambiguity.
 Let x.y.z indicate the qualification hierarchy, with x being the highest, or coarsest grained, level and z the lowest, or most finely grained.
 The following table describes the objects implied by the various qualification levels:
 IF you specify this hierarchy level …
 THEN the specified object is implied to be one of the following …
 x • database
 • user
 x.y • base table
 • error table
 • hash index
 • join index
 • macro
 • profile
 • replication group
 • role
 • stored procedure
 • trigger
 • user-defined function
 • view
 within database or user x.
 x.y.z • table column
 • view column
 • user-defined function parameter
 • macro parameter
 • stored procedure parameter
 • structured UDT attribute
 within UDF, UDT, macro, stored procedure, profile, role, base table, trigger, or view y which, in turn, is within database or user x.
 Replication groups do not have z-level components.
 a. The valid specifications for object_kind are not all database objects. Triggers, views, and replication groups, for example, are definitions of actions or conceptual groups rather than database objects.
 Syntax Element … Specifies …
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 Privileges Granted Automatically
 None.
 Rules for Using COMMENT (Comment-Retrieving Form)
 The following rules apply to using the comment-retrieving form of the COMMENT statement:
 • COMMENT (Comment-Retrieving Form) is treated as a DML statement for transaction processing, so it can be used in 2PC session mode (see Introduction to Teradata Warehouse for a brief description of the two-phase commit protocol).
 You can specify a COMMENT (Comment-Retrieving Form) request at any point within the boundaries of an explicit transaction in Teradata session mode.
 • To retrieve a comment, do not specify a comment string following the specification of the object name.
 The following table explains this behavior in more detail:
 IF you … THEN the system …
 specify a comment string
 does one of the following things:
 IF the specified object has …
 THEN the system …
 no existing comment
 places the specified comment string for the object in the data dictionary.
 an existing comment
 replaces the existing comment in the data dictionary with the newly specified comment string.
 do not specify a comment string
 does one of the following things:
 IF the specified object has …
 THEN the system returns …
 no existing comment
 a null.
 an existing comment
 the text of that comment as it is stored in the data dictionary.
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 Example 1: Retrieving a Comment
 Suppose you have placed the following comment describing the name column in the employee table:
 COMMENT ON COLUMN employee.name IS ’Employee name, last name followed by first initial’;
 The following request retrieves this comment:
 COMMENT ON COLUMN employee.name;
 The request returns the comment string as created by the previous request:
 Employee name, last name followed by first initial
 Example 2
 Suppose you have defined a hash index named OrdHIdx defined on the orders table, which is contained in the accounting database.
 You could type the following comment-placing COMMENT request to define a comment on the hash index OrdHIdx:
 COMMENT accounting.OrdHIdx AS ’hash index on Orders’;
 Then if you were to perform the following comment-retrieving COMMENT request, the text that follows would be returned to you:
 COMMENT accounting.OrdHIdx;
 hash index on orders
 Related Topics
 See “COMMENT (Comment-Placing Form)” in SQL Reference: Data Definition Statements for information about the comment-placing form of this SQL statement.
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 COMMIT
 PurposeTerminates the current ANSI SQL transaction, commits all changes made within it, and drops the Transient Journal for the transaction.
 Syntax
 where:
 ANSI Compliance
 COMMIT is ANSI SQL-2003-compliant with an extension.
 COMMIT is valid only in ANSI session mode. If used in Teradata session mode, it returns a failure and aborts the transaction.
 Authorization
 None.
 How ANSI Transactions Are Defined and Terminated
 In ANSI mode, the first SQL request in a session initiates a transaction. The transaction is terminated by sending either a COMMIT or a ROLLBACK/ABORT request. Request failures do not cause a rollback of the transaction, only of the request that causes them.
 Syntax Element … Specifies …
 WORK that if the SQL Flagger is enabled, the absence of WORK causes the request to be flagged.
 RELEASE the connection between the client application program and the Teradata Database, whether implicit or explicit, is to be terminated.
 This option applies to embedded SQL only and is not ANSI-compliant.
 COMMIT
 GW01A006
 WORK
 RELEASE
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 COMMIT Is Explicit
 There are no implicit transactions in ANSI mode. More accurately, each ANSI transaction is initiated implicitly, but always completed explicitly. The COMMIT must always be explicitly stated and be the last request of a transaction in order for the transaction to terminate successfully.
 In ANSI mode, you must issue a COMMIT (or ABORT/ROLLBACK) even when the only request in a transaction is a SELECT or SELECT AND CONSUME.
 In the case of a SELECT request, it makes no difference whether you issue a COMMIT or an ABORT/ROLLBACK.
 In the case of a SELECT AND CONSUME, there is a difference in the outcomes between issuing a COMMIT or ABORT/ROLLBACK because an ABORT or ROLLBACK request reinstates the subject queue table of the request to its former status, containing the rows that were pseudo-consumed by the aborted SELECT AND CONSUME request.
 Rules for Embedded SQL
 The following rules apply to the COMMIT statement within an embedded SQL application:
 • COMMIT cannot be performed as a dynamic SQL statement.
 • COMMIT discards dynamic SQL statements prepared within the current transaction.
 • COMMIT closes open cursors.
 • COMMIT is valid only when you specify the TRANSACT(COMMIT), -tr(COMMIT), TRANSACT(ANSI), or -tr(ANSI) options to the preprocessor.
 Its use causes an error if the program is precompiled with the TRANSACT(BTET), -tr(BTET), or the TRANSACT(2PC) preprocessor options.
 • If you specify the RELEASE option, then the application program connection to the Teradata Database (whether explicit or implicit) is terminated.
 If additional SQL requests (other than CONNECT or LOGON) are then performed, an implicit connection is attempted.
 • RELEASE is not valid when you specify the TRANSACT(ANSI) or -tr(ANSI) options to the preprocessor.
 Relation to ABORT and ROLLBACK
 The ABORT and ROLLBACK statements (see “ABORT” on page 229 and “ROLLBACK” on page 407) also cause the current transaction to be terminated, but with rollback rather than commit.
 COMMIT and BTEQ
 If you use COMMIT in a BTEQ script with either the .SESSION or the .REPEAT command, you must send the COMMIT request along with the repeated SQL request as one request.
 If you send the repeated request without the COMMIT, one of the requests is eventually blocked by other sessions and the job hangs because of a deadlock.
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 BTEQ Example
 The following dummy example illustrates how this should be done:
 .session trans ansi
 .sessions 10
 .logon TDPID/USER,PASSWD
 .import data file = <data file name>
 .repeat IUSING i(INTEGER), j(INTEGER)INSERT INTO <table name> (col1, col2)VALUES (:1, :j); COMMIT WORK;
 .quit
 Examples
 The following examples illustrate the use of COMMIT:
 Example 1
 The INSERT request in the following example opens the transaction. COMMIT closes the transaction.
 INSERT INTO employee (name, empno)VALUES ('Sinclair P', 101)WHERE dept = '400';COMMIT;
 Example 2
 The following UPDATE initiates the transaction and COMMIT WORK terminates it:
 UPDATE parts SET part_num = 20555WHERE location = ‘seoul’;COMMIT WORK;
 Related Topics
 The following topics and manuals also have information relevant to the ROLLBACK statement:
 • “ABORT” on page 229
 • “ROLLBACK” on page 407
 • SQL Reference: Statement and Transaction Processing
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 DELETE (Basic/Searched Form)
 PurposeThere are three forms of the DELETE statement.
 • Basic
 The Basic form removes one or more rows from a table.
 • Join Condition
 The Join Condition form removes rows from a table when the WHERE condition directly references fields in tables other than the one from which rows are to be deleted; that is, if the WHERE condition includes a subquery or references a derived table.
 • Positioned (see “DELETE (Positioned Form)” on page 281)
 The Positioned form is invoked from an embedded SQL application using a positioned cursor.
 Basic Syntax
 Join Condition Syntax
 DELETE FROM table_name
 delete_table_name
 correlation_name
 DEL
 WHERE
 ALL
 condition
 AS
 correlation_name
 1101C074
 ;
 A
 A
 DELETE table_namedelete_table_name
 correlation_nameDEL
 WHERE
 ALL
 condition
 AS
 correlation_name
 1101C073
 ;
 A
 A
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 where:
 Syntax Element … Specifies …
 delete_table_name the table or queue table from which the DELETE operation is to remove rows.
 Use this form of DELETE when the statement includes a condition that directly references more than one table.
 The delete_table_name is optional when you specify a FROM clause. If you do not specify a delete_table_name, then the system deletes only the first table specified in the FROM clause.
 If you specify a correlation name in the FROM clause, then you must specify that correlation name in place of delete_table_name.
 table_name the name of the table, queue table, or view from which the DELETE operation is to remove rows.
 Use this form of DELETE when the statement includes a condition that directly references more than one table.
 FROM table_name the name of a derived table, joined table, or view in the subquery referenced by the predicate of the WHERE clause.
 If a row from delete_table is joined with a row from another table in the FROM clause, and the specified WHERE condition for the statement evaluates to TRUE for that joined row, then the row in delete_table is deleted; else it is not.
 If you do not specify a FROM clause, then you cannot use correlation names (compare “Example 8: Join Condition DELETE With FROM Clause and Correlation Name” on page 279 and “Example 9: Join Condition DELETE With No FROM Clause” on page 279).
 You should also specify the names of all outer tables, including the table from which rows are to be deleted.
 correlation_name an optional table alias name.
 You must specify a correlation name for each table specified in a self-join.
 ANSI calls table aliases correlation names. They are also referred to as range variables.
 condition a predicate to filter the list of rows to be deleted.
 The expression operands can be either constants or references to fields in the specified table or other tables. The predicate also can specify a subquery.
 1101S079
 DELETE A
 A
 WHERE
 ALL
 condition
 delete_table_name
 correlation_nameFROM table_name
 correlation_name
 AS
 ,
 ;
 DEL
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 ANSI Compliance
 The basic form of DELETE is ANSI SQL-2003-compliant with extensions.
 The join condition form of DELETE is a Teradata extension to the ANSI SQL-2003 standard.
 Authorization
 You must have the DELETE privilege on the table.
 If the DELETE request specifies WHERE conditions, you must also have the SELECT privilege on all tables and views through which they are referenced.
 Use caution when granting the privilege to delete data through a view. Data in fields that might not be visible to the user is also deleted when a row is deleted through a view.
 Recommendation
 The Basic form of DELETE is ANSI-compliant and should be used for all delete operations that reference either a single table or reference tables other than the one deleted from only by subqueries in the condition.
 Locks
 A DELETE operation sets a WRITE lock for the table or row hash.
 DELETE Processing Time
 Processing time can vary between different syntaxes used to perform the identical delete operation. Use the EXPLAIN modifier to determine which syntax form produces optimal processing time.
 Unconstrained (Fast Path) DELETE Processing
 When submitted as the last request of a transaction, an unconstrained delete (a delete operation in the form DELETE ... ALL) is processed very quickly.
 An unconstrained DELETE is one where no conditions are attached, that is, all rows are deleted. When an unconstrained delete is submitted as part of a multistatement transaction, the speed with which it is processed depends on its position in the transaction.
 To enable fast path processing, which defers processing until a transaction ends and allows rollback processing to be almost instantaneous, positioning must be as described in the following table, depending on the session mode in effect:
 ALL that all rows in the table are to be deleted.
 This is the default and is used when a WHERE condition is not specified.
 The ALL option is a non-ANSI Teradata extension.
 Syntax Element … Specifies …
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 Constrained (Slow Path) DELETE Processing
 Processing time for a constrained delete (DELETE...WHERE) can be longer when any of the following conditions are true.
 • The FALLBACK option is specified for the table, because the rows in the secondary copy of the table must also be deleted.
 • Secondary indexes are defined for the table, because the secondary index subtable also must be updated to account for the rows deleted.
 Processing time for a constrained delete can be shortened by specifying a primary index value, a USI value, or a highly selective NUSI value as the conditional expression of the WHERE clause.
 Duplicate Rows and DELETE Processing
 It is not possible to distinguish among duplicate rows in a MULTISET table. Because of this, when a WHERE condition identifies a duplicate row, then the system deletes all of the identified duplicate rows.
 IN this session mode …
 FOR this type of transaction … Positioning must be as follows …
 ANSI All The unconditional DELETE must be immediately followed by a COMMIT as part of a multistatement request.
 For example,
 DELETE FROM table_name ALL;COMMIT;
 Teradata Implicit
 (such as a multistatement macro or BTEQ request)
 DELETE … ALLa must be the last statement in the request.
 a. ALL is the default when no WHERE clause is specified.
 Explicit DELETE … ALL must be immediately followed by the END TRANSACTION request as part of a multistatement request that terminates the currently open transaction.
 For example,
 BEGIN TRANSACTION;DELETE FROM table_name ALL;END TRANSACTION;
 This is not valid for embedded SQL applications because the DELETE and END TRANSACTION statements must fall into the same request packet.

Page 274
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxDELETE (Basic/Searched Form)
 274 SQL Reference: Data Manipulation Statements
 General Rules for Using DELETE
 The following rules apply to using DELETE.
 • All correlation names must be specified in the FROM clause.
 • The activity count in the success response for a DELETE request reflects the total number of rows deleted.
 • Delete operations that reference objects in multiple databases should use fully qualified names. Name resolution problems might occur if referenced databases contain tables or views with identical names and these objects are not fully qualified. Name resolution problems can even occur if the identically named objects are not themselves referenced.
 Deleting Rows Using Views
 To delete table rows using a view through which it is accessed, the following things must be true.
 • You must have the DELETE privilege on the view. Also, the immediate owner of the view (that is, the database in which the view resides) must have the DELETE privilege on the underlying object (view or base table) whose rows are to be deleted, and the SELECT privilege on all tables that are specified in the WHERE clause.
 • Each column of the view must correspond to a column in the underlying table (that is, none of the columns in the view can be derived using an expression).
 • The data type definitions for an index column should match in both the view definition and in the base table to which the view refers.
 While it is true that you can generally convert the type of a view column (for example, from VARCHAR to CHARACTER), if that converted column is a component of an index, then that index is not used to delete rows from the base table because the data type of the recast column no longer matches the data type definition for that column in the index.
 The resulting all-AMP, all-row behavior of the delete operation circumvents the performance advantages for which the index was designed.
 • No two view columns can reference the same table column.
 • The view cannot include a column that contains a range constraint.
 • The expression used to define a view cannot have a data type specified for any column in the view.
 Subqueries in DELETE Requests
 DELETE request predicates can include subqueries that reference the delete table as well as other tables. The following DELETE request is an example:
 DELETE FROM Publisher WHERE 0 = (SELECT COUNT(*)
 FROM book WHERE book.PubNum=Publisher.PubNum);
 Two publishers have books in the library and two publishers do not.
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 The subquery executes once for each row of the outer reference, the Publisher table. Because two publishers have no books in the library, the two rows that represent those publishers are deleted from the Publisher table.
 To modify this DELETE to use a noncorrelated subquery, change the subquery code to include all tables it references in its FROM clause.
 DELETE FROM Publisher WHERE 0 = (SELECT COUNT(*)
 FROM book, publisherWHERE book.PubNum=Publisher.pubnum);
 When coded this way, the subquery predicate has a local defining reference, so the request does not contain a correlated subquery. The count, determined once, is nonzero, so no rows are deleted.
 Rules for Using Correlated Subqueries In a DELETE Statement
 The following rules apply to correlated subqueries used in a DELETE statement:
 • The DELETE statement requires that if joined tables are specified for a delete, all tables referenced in the DELETE must be specified in the FROM clause, including the deleted table.
 A table_name must be added to specify the deleted table name in this case.
 • All correlation names must be defined in the FROM clause.
 Correlation names are also referred to as range variables and aliases.
 • If a correlation name is defined for the deleted table name in the FROM clause, then that correlation name, not the original table name, must be used as the table_name that follows the DELETE keyword.
 • If an inner query column specification references an outer FROM clause table, then the column reference must be fully qualified.
 • The table_name preceding the FROM clause is optional if no joined tables are specified for deletion.
 Also see “Correlated Subqueries” on page 103.
 DELETE and Partitioned Primary Indexes
 The following rules apply to deleting rows with partitioned primary indexes:
 • If you attempt to delete a row from a base table that causes an insert into a join index with a multilevel partitioned primary index such that any of the partitioning expressions for that index row evaluate to null, the system aborts the request and returns an error message to the requestor.
 • If you attempt to delete a row from a base table that causes an update of an index row in a join index with a multilevel partitioned primary index such that any of the partitioning expressions for that index row evaluate to null after the update, the system aborts the request and returns an error message to the requestor.
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 • Deleting a row from a base table does not always cause inserts or updates to a join index on that base table. For example, you can specify a WHERE clause in the CREATE JOIN INDEX statement to create a sparse join index for which only those rows that meet the condition of the WHERE clause are inserted into the index, or, for the case of a row in the join index being updated in such a way that it no longer meets the conditions of the WHERE clause after the update, cause that row to be deleted from the index. The process for this activity is as follows:
 a The system checks the WHERE clause condition for its truth value after the update to the row.
 b The system evaluates the new result of the partitioning expression for the updated row.
 c End of process.
 • Expression evaluation errors, such as divide by zero, can occur during the evaluation of a partitioning expression. The system response to such an error varies depending on the session mode in effect at the time the error occurs.
 When you design your partitioning expressions, you should construct them in such a way that expression errors either cannot, or are very unlikely to, occur.
 IF the condition evaluates to … THEN the system …
 FALSE deletes the row from the sparse join index.
 TRUE retains the row in the sparse join index and proceeds to stage b.
 IF the partitioning expression … THEN the system …
 evaluates to null and no appropriate NO RANGE and UNKNOWN option has been specified
 aborts the request, does not update either the base table or the sparse join index, and returns an error message to the requestor.
 evaluates to null and appropriate NO RANGE and UNKNOWN options have been specified
 handles the row by storing it in either the NO RANGE or UNKNOWN partition for the sparse join index, and continues processing requests.
 evaluates to a value stores the row in the appropriate partition, which might be different from the partition in which it was previously stored, and continues processing requests.
 In this session mode … Expression evaluation errors roll back this work unit …
 ANSI request that contains the aborted statement.
 Teradata transaction that contains the aborted request.
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 Queue Tables and DELETE
 The best practice is to avoid using the DELETE statement on a queue table because the operation requires a full table scan to rebuild the internal queue table cache. Instead, you should reserve this statement for exception handling.
 A DELETE statement cannot be in a multistatement request that contains a SELECT and CONSUME request for the same queue table.
 For details on queue tables and the queue table internal cache, see SQL Reference: Data Definition Statements.
 DELETE Support For UDT Expressions
 UDT expressions4 are valid specifications for DELETE processing in the same way as any other valid expression. See “Example 11: UDT Support For DELETE Statements” on page 280 for valid examples of using a UDT expression in a DELETE operation.
 Embedded SQL and Stored Procedure Error Condition Handling
 If DELETE is specified with a WHERE clause and the specified search condition fails because it selects no rows, the value ‘02000’ is assigned to SQLSTATE, +100 is assigned to SQLCODE, and no rows are deleted.
 Example 1
 This example deletes all rows with a department number of 500 from the employee table:
 DELETE FROM employee WHERE deptno=500;
 Example 2
 This example deletes all rows from the employee table:
 DELETE FROM employee ALL;
 Example 3
 This example deletes the row for employee 10011 from the employee table:
 DELETE FROM employee WHERE empno=10011;
 Example 4: Join Condition DELETE
 This example deletes rows from the employee table for employees who work in NYC. This operation joins the employee and department tables in the WHERE clause predicate:
 DELETE FROM employeeWHERE employee.deptno = department.deptno AND department.location = ’NYC’;
 4. A UDT expression is any expression that returns a UDT value.
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 Example 5: Self-Join Condition DELETE
 This example deletes rows from the employee table for managers who have less work experience than their employees. This operation performs a self-join on the employee table:
 DELETE FROM employee AS managersWHERE managers.deptno = employee.deptno AND managers.jobtitle IN (’Manager’, ’Vice Pres’) AND employee.yrsexp > managers.yrsexp;
 Example 6
 The following macro structures the SELECT and DELETE requests as a single multistatement request:
 CREATE MACRO ResUse(FromDate (DATE, DEFAULT DATE), ToDate (DATE, DEFAULT DATE), FromTime (INTEGER, DEFAULT 0), ToTime (INTEGER, DEFAULT 999999), Proc (VARCHAR(4), DEFAULT 'P'), Secs (SMALLINT, DEFAULT 600) )
 AS (SELECTTheDate (TITLE 'Resource//TheDate'), TheTime (TITLE 'Utilized//TheTime'), Proc, AVERAGE(Hits) (TITLE 'Avg//Hits'), MAXIMUM(Cpu) (TITLE 'Max//CPU'), AVERAGE(Cpu) (TITLE 'Avg//CPU'), MAXIMUM(Disk) (TITLE 'Max//Disk'), AVERAGE(Disk) (TITLE 'Avg//Disk'), MAXIMUM(Host) (TITLE 'Max//Host'), AVERAGE(Host) (TITLE 'Avg//Host'), MAXIMUM(Chan) (TITLE 'Max//Chan'), AVERAGE(Chan) (TITLE 'Avg//Chan')
 FROM DBC.ResUseView GROUP BY TheDate, TheTime, Proc WHERE TheDate BETWEEN :FromDate AND :ToDate AND TheTime BETWEEN :FromTime AND :ToTime AND Proc CONTAINS :Proc AND Secs EQ :Secs ORDER BY Proc, TheDate, TheTime
 ;DELETE FROM ResUseView ALL ; ) ;
 If this preceding macro was executed in Teradata session mode, but not within the boundaries of an explicit transaction, the DELETE request would be processed using the fast path method (see “Unconstrained (Fast Path) DELETE Processing” on page 272).
 In ANSI session mode, the system uses the fast path method when a COMMIT is included in the macro or when a COMMIT is specified at the end of the request line, and immediately following the execution of the macro, within the request.
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 For example, the last line of the preceding macro would read as follows:
 DELETE FROM ResUseView ALL ; COMMIT;) ;
 The system uses the slow path method when no COMMIT request is stated in the macro itself or within the request that executes the macro.
 Example 7
 The DELETE … ALL request in the following BTEQ request invokes fast path processing. The statements are structured as a single multistatement request, and, therefore, are processed as an implicit transaction in Teradata session mode. Note that DELETE is the last request in the series:
 SELECT * FROM DBC.LogOnOff WHERE LogDate = DATE AND UserName = 'Administrator';SELECT LogTime, UserName, Event, AccountNameFROM DBC.LogOnOff WHERE LogDate = DATE AND UserName NOT IN ('Administrator', 'SecAdmin', 'Oper');SELECT LogTime, Event, LogicalHostId, IFPNo FROM DBC.LogOnOff WHERE LogDate = DATE AND UserName = 'Oper';DELETE FROM DBC.LogOnOff ALL ;
 In ANSI session mode, the COMMIT statement must follow the DELETE request, so the last line of the above example would read:
 DELETE FROM DBC.LogOnOff ALL ; COMMIT;
 Example 8: Join Condition DELETE With FROM Clause and Correlation Name
 The following example deletes employees from the department table using a join on the employee and department tables.
 DELETE employee FROM department AS d WHERE employee_table.dept_no = d.dept_no AND salary_pool < 50000;
 Example 9: Join Condition DELETE With No FROM Clause
 The following example uses different syntax to perform the same action as “Example 8: Join Condition DELETE With FROM Clause and Correlation Name” on page 279. Because this request does not specify a FROM clause, you cannot use correlation names for the tables.
 DELETE employee WHERE employee.dept_no = department.dept_no AND salary_pool < 50000;
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 Example 10: Join Condition DELETE With Derived Table Subquery
 The following example uses a subquery to perform the same action as “Example 8: Join Condition DELETE With FROM Clause and Correlation Name” on page 279 and “Example 9: Join Condition DELETE With No FROM Clause” on page 279.
 DELETE FROM employeeWHERE dept_no IN (SELECT dept_no
 FROM departmentWHERE salary_pool < 50000);
 Example 11: UDT Support For DELETE Statements
 The following examples demonstrate valid use of UDT expressions in a DELETE request:
 DELETE FROM TestTable WHERE CircleUdt < NEW circle('1,1,9');
 DELETE FROM TestTable1, TestTable2 WHERE TestTable1.mycirc = TestTable2.mycirc;
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 DELETE (Positioned Form)
 This statement is documented in SQL Reference: Stored Procedures and Embedded SQL.
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 ECHO
 PurposeReturns a fixed character string to the requestor.
 Syntax
 where:
 ANSI Compliance
 ECHO is a Teradata extension to the ANSI SQL-2003 standard.
 Authorization
 None.
 ECHO Not Supported for Embedded SQL
 The Teradata preprocessor does not support ECHO.
 How ECHO Works
 When the system encounters an ECHO request, it sends an ECHO parcel containing string to the client system, where it is then interpreted.
 Syntax Element … Specifies …
 ‘string’ the text to be returned to the requestor.
 ‘command’ a BTEQ format command to be returned to the requestor. The format command must be terminated by a semicolon.
 1101S022
 ECHO
 ' string '
 ' command '
 ;
 ;
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 ECHO and BTEQ
 ECHO is used most frequently in macros to perform BTEQ commands during macro execution.
 ECHO cannot be used with the following BTEQ commands.
 If command is not a BTEQ format command, BTEQ logs the illegal command as an error.
 Example
 The following ECHO request could be used in a macro that creates a report through BTEQ. When the system encounters the request during macro execution, the width of a printed page is set to 72 characters.
 ... ECHO 'SET WIDTH 72;'...
 • =
 • EXPORT
 • IMPORT
 • LOGOFF
 • LOGON
 • QUIT
 • REPEAT
 • RUN
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 END TRANSACTION
 PurposeDefines the end of an explicit Teradata session mode transaction, commits the transaction, and drops its Transient Journal.
 Syntax
 ANSI Compliance
 END TRANSACTION is a Teradata extension to the ANSI SQL-2003 standard.
 The statement is valid only in Teradata session mode.
 For ANSI session mode transaction control statements, see “COMMIT” on page 267 and “ROLLBACK” on page 407.
 Authorization
 None.
 Usage Notes
 See “BEGIN TRANSACTION” on page 234 for additional usage information about END TRANSACTION.
 Use BEGIN TRANSACTION (see “BEGIN TRANSACTION” on page 234) to initiate a transaction.
 While the Teradata Database END TRANSACTION statement terminates a transaction with commit, the ABORT and ROLLBACK statements terminate a transaction with rollback (see “ABORT” on page 229 and “ROLLBACK” on page 407). END TRANSACTION also drops the Transient Journal for the transaction it commits.
 In general, the rules for committing transactions using the COMMIT statement (see “COMMIT” on page 267) also apply to END TRANSACTION.
 There can be no more than one END TRANSACTION statement specified in a multistatement request, and that statement, if specified, must be the last statement in the request.
 END TRANSACTION
 GW01A041ET
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 Rules for Embedded SQL
 The following rules apply to the use of END TRANSACTION in embedded SQL.
 • END TRANSACTION is valid only when you specify the TRANSACT(BTET) or -tr(BTET) options to the preprocessor. Otherwise, an error is returned and the precompilation fails.
 • END TRANSACTION cannot be performed as a dynamic SQL statement.
 • When END TRANSACTION is processed, the transaction, if not already aborted, is committed.
 Related Topics
 See “BEGIN TRANSACTION” on page 234.
 Also see the chapter on transaction processing in SQL Reference: Statement and Transaction Processing.

Page 286
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxEXECUTE (Macro Form)
 286 SQL Reference: Data Manipulation Statements
 EXECUTE (Macro Form)
 PurposePerforms a macro.
 Syntax
 where:
 ANSI Compliance
 EXECUTE is a Teradata extension to the ANSI SQL-2003 standard.
 Syntax Element … Specifies …
 macro_name the name of the macro that is to be executed.
 constant_expression a constant or an expression involving constants that specifies a parameter value.
 Values are listed in left-to-right order according to the order in which parameter names were specified in the CREATE MACRO request definition. You can specify nulls by typing successive COMMA characters, for example, (a, , b)
 This is referred to as a positional parameter list.
 If a value is not supplied for a parameter, a comma must be entered to account for the missing parameter.
 Any default value defined for that parameter is inserted automatically.
 parameter_name= constant_expression
 a parameter name as defined in the CREATE MACRO request, and supplies the value for that parameter.
 This is referred to as a named parameter list.
 The value can be a constant, or an expression involving constants.
 If a parameter is omitted, any default value defined for that parameter is inserted automatically.
 1101B023
 EXECUTEEXEC ;
 macro_name
 ( parameter_name = constant_expression )
 ( constant_expression )
 ,
 ,
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 Authorization
 You must have EXECUTE privilege on the macro. The creator or any owner of the macro can grant the EXECUTE privilege to another. In addition, the immediate owner of the macro (the database in which the macro resides) must have the necessary privileges on objects named in the request set that are contained in the macro.
 For more information, see SQL Reference: Data Definition Statements and Database Administration.
 Recommendation
 A data definition request in a macro is not fully resolved until the macro is submitted for execution. Unqualified references to database objects are resolved at that time using the default database of the executing user.
 Because of this, object references in data definition statements should always be fully qualified (as databasename.tablename) in the body of the macro.
 Rules for Performing Macros
 The following rules apply to performing macros.
 • The number of commas must match the macro definition if you do not use the parameter_name syntax.
 • Any value in the EXECUTE constant expression list form without a specified parameter name can be a constant or an expression involving constants. In this context, DATE, TIME, and USER are considered constants.
 • If an error message is returned when a macro is executed, it can be caused by an SQL request in the macro.
 • The number of parameters used in the calling sequence must be equal to the number of parameters defined.
 • When, for example, two parameters are defined and used, if they are both null, the following statements are all valid, unless defaults have been used in the macro definition:
 EXECUTE macro_1 ’(, 1);EXECUTE macro_1 (,);EXECUTE macro_1 (NULL, NULL);
 Access Logging and Errors
 Any syntactic or semantic error identified and reported by the SQL parser results in an error being returned to you without logging the request.
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 Example 1
 The following request uses a named parameter list to execute macro NewEmp1 (see “CREATE MACRO” in SQL Reference: Data Definition Statements). Note that named parameters can be listed in any order.
 EXECUTE NewEmp1(number=10015, dept=500, name='Omura H', sex='M', position='Programmer');
 The row for new employee Omura is inserted in the Employee table.
 Example 2
 This example uses a positional parameter list to execute macro NewEmp2 (see “CREATE MACRO” in SQL Reference: Data Definition Statements). Note that a value is not specified for the dept parameter, which has a macro-defined default value. A comma is entered in the dept position to maintain the integrity of the positional sequence.
 EXECUTE NewEmp2 (10021, 'Smith T', , 'Manager', 'F', 'May 8, 1959', 16);
 Example 3
 When the following request is processed, the default value for the dept parameter (900) is inserted automatically. The row for new employee Smith is added to the Employee table, and then the Department table is updated by incrementing the value for Department 900 in the EmpCount column. The request uses a named parameter list to execute a macro named NewHire. Note that the value of the DOH (Date of Hire) column is an expression involving the DATE constant.
 EXECUTE NewHire (FlName='Toby Smith', Title='Programmer', DOH=DATE -1);
 Related Topics
 See SQL Reference: Stored Procedures and Embedded SQL for information about the embedded SQL EXEC statement, which is used to run macros from embedded SQL applications.
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 EXPLAIN Request Modifier
 PurposeReports a summary of the query plan generated by the SQL query optimizer to process any valid SQL request: the steps the system would perform to resolve a request. The request itself is not processed.
 Syntax
 where:
 ANSI Compliance
 EXPLAIN is a Teradata extension to the ANSI SQL-2003 standard.
 Authorization
 To EXPLAIN a request, you must have the permissions that are required to execute that request.
 This is because the system processes an EXPLAINed request identically to the way the same request would be processed without being modified by the EXPLAIN except for actually executing the SQL within the request.
 EXPLAIN and USING Request Modifier
 If both an EXPLAIN request modifier and a USING request modifier are specified for the same request, EXPLAIN must precede USING.
 Syntax element … Specifies …
 SQL_request the text of an SQL request about which Optimizer processing information is desired.
 1101A408
 EXPLAIN
 ;
 _requestSQL
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 EXPLAIN Report Overview
 EXPLAIN is an extremely useful utility for query designers because it provides an English language summary of the access and join plans generated by the Optimizer for the query SQL_request: the report details which indexes would be used to process the request, identifies any intermediate spool files that would be generated, indicates the types of join to be performed, shows whether the requests in a transaction would be dispatched in parallel, and so on.
 When you perform an EXPLAIN against any SQL request, that request is parsed and optimized, and the parse tree (access and join plans) generated by the Optimizer is returned to the requestor in the form of a text file that explains the steps taken in the optimization of the request as well as the relative time it would take to complete the request given the statistics the Optimizer had to work with. The EXPLAIN report reproduces the execution strategy of the Optimizer, but does not explain why it makes the choices it does.
 EXPLAIN helps you to evaluate complex queries and to develop alternative, more efficient, processing strategies.
 References to bit mapping might appear when complex conditional expressions involving nonunique secondary indexes are applied to a very large table.
 Such expressions can be resolved by mapping each subtable row ID to a number in the range 0-32767. This number is used as an index into a bit map in which the bit for each qualifying data row is set equal to 1.
 The Optimizer is better able to determine whether the table is a candidate for bit mapping when up-to-date statistics exist for the important columns of that table. See SQL Reference: Data Definition Statements.
 Only the first 255 characters of a conditional expression are displayed in an EXPLAIN. The entire conditional expression is enclosed in quotation marks.
 Although the times reported in the EXPLAIN output are presented in units of seconds, they are actually arbitrary units of time. These numbers are valuable because they permit you to compare alternate coding formulations of the same query with respect to their relative performance. They do not correlate with clock time.
 Keep EXPLAIN results with your system documentation because they can be of value when you reevaluate your database design.
 EXPLAIN Processes SQL Requests Only
 You can modify any valid Teradata SQL request with EXPLAIN. The definition of what is not an SQL request is important here. For example, you cannot EXPLAIN a USING request modifier (see “USING Request Modifier” on page 451), a WITH RECURSIVE view modifier (see “WITH RECURSIVE Clause” on page 51), or another EXPLAIN modifier. Nor can you explain individual functions, stored procedures, or methods.
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 Teradata Visual Explain Utility
 The Teradata Visual Explain tool provides a graphic display of Optimizer plans and also permits you to compare the plans for queries that return the same result. This feature can simplify the interpretation of EXPLAIN reports.
 For more information about Teradata Visual Explain, see Teradata Visual Explain User Guide. Related supporting information appears in SQL Reference: Statement and Transaction Processing.
 EXPLAIN and Embedded SQL
 Use EXPLAIN only with data returning requests.
 EXPLAIN returns multiple rows of a single column whose data type is VARCHAR(80). Because it causes multiple rows to be returned, EXPLAIN can only be performed with a cursor.
 For static execution of EXPLAIN, see SQL Reference: Stored Procedures and Embedded SQL, substituting an EXPLAIN-modified SQL request for the query_expression clause shown there.
 Do not perform EXPLAIN request modifiers dynamically because the result is unpredictable.
 EXPLAIN and Stored Procedures
 You cannot EXPLAIN compiled stored procedures.
 Do use EXPLAIN while building your stored procedures. To do this, you must extract the SQL text from the procedure body and EXPLAIN the individual statements by themselves. This might require modification of the stored procedure SQL text in some cases. For example, you might have to remove an INTO clause or add a USING request modifier to represent stored procedure variables and parameters.
 EXPLAIN works by parsing and optimizing SQL source code text just as it would be parsed and optimized if it were submitted by a client application for processing. You EXPLAIN a string of SQL text, not the name of an object that contains strings of SQL text. Once a stored procedure has been compiled, it is a database object and it can no longer be processed using an EXPLAIN modifier as if it were simple SQL text.
 For example, if you compile a stored procedure under the name UpdateOrders and then perform the following EXPLAIN, it will fail because UpdateOrders is not a valid SQL statement.
 EXPLAIN UpdateOrders;
 While you are developing the SQL requests that constitute the UpdateOrders procedure, however, you should always use EXPLAINs to help you to write the most efficient SQL code possible.
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 Effect of Request Cache Peeking on EXPLAIN Reports
 If you specify USING data, or if you specify a DATE or CURRENT_DATE built-in function in a request, or both, the system can invoke Request Cache peeking (see SQL Reference: Statement and Transaction Processing). In this case, the EXPLAIN text indicates the peeked literal values.
 If you do not specify USING data, or if the USING variables, DATE or CURRENT_DATE values, or both are not peeked, then there is no impact on either the generated plan or the generated EXPLAIN text.
 Note that parameterized requests specififed without a USING request modifier, but using either CLIv2 data parcel flavor 3 (Data) or CLIv2 parcel flavor 71 (DataInfo), cannot be explained using any of the following request modifiers or statements:
 • EXPLAIN
 • DUMP EXPLAIN
 • INSERT EXPLAIN
 See Teradata Call-Level Interface Version 2 Reference for Channel-Attached Systems or Teradata Call-Level Interface Version 2 Reference for Network-Attached Systems for details about data parcel flavors.
 Standard Form of Display for EXPLAIN
 EXPLAIN displays character constant strings as follows:
 Using EXPLAIN to Determine All Database Objects a View Accesses
 Explaining a request does not necessarily report the names of all the underlying database objects accessed by that request, but it does provide the names of all the base tables accessed.
 If you need to determine all the objects a particular view accesses, including any nested views, use the SHOW statement (see “SHOW” in SQL Reference: Data Definition Statements).
 For example, the following request reports the create text and containing databases for all underlying tables and views accessed by view_name.
 SHOW QUALIFIED SELECT * FROM view_name;
 On the other hand, the following request reports only the underlying tables accessed by view_name, and not any nested views that are accessed.
 EXPLAIN SELECT * FROM view_name;
 FOR this type of constant … The value is displayed in this format …
 printable single byte character Teradata Latin
 anything else internal Teradata hexadecimal.
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 2PC Session Mode
 If you specify an EXPLAIN modifier with a request in 2PC session mode, and that request is followed by a 2PC function, then the SQL portion of the request is explained, but the 2PC function is not.
 For example, if the following multistatement request were submitted, the INSERT and SELECT would be explained; the VOTE would not be explained. The VOTE is, however, sent to the AMPs:
 EXPLAIN INSERT tab1(1,2);SELECT * FROM tab1; VOTE
 VOTE is not specified by users submitting requests in 2PC mode, it is specified by the system administrator.
 Related Topics
 See the following manuals for additional information about how to interpret the reports generated by an EXPLAIN request modifier or its related Visual Explain utility:
 • SQL Reference: Statement and Transaction Processing
 • Teradata Visual Explain User Guide
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 GROUP BY Clause
 For a detailed description of GROUP BY, see “GROUP BY Clause” on page 113.
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 HAVING Clause
 See “HAVING Clause” on page 132 for a detailed description of the HAVING clause.
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 INSERT/INSERT … SELECT
 PurposeAdds new rows to a named table by directly specifying the row data to be inserted (valued form) or by retrieving the new row data from another table (selected form).
 Syntax
 where:
 Syntax Element … Specifies …
 INTO a keyword that is required for ANSI compliance.
 If you do not specify INTO, then the statement is non-ANSI standard.
 table_name the name of the table directly or by means of a view.
 VALUES a keyword required for ANSI compliance.
 The colon is optional with host variables used in this clause.
 WHEN column_name is … THEN the VALUES keyword is …
 specified required.
 not specified optional.
 1101A446
 INSERTINS ;
 table_name
 ( column_name )
 INTO VALUES,
 VALUES
 subquery logging errors
 ( column_name )
 ,
 DEFAULT VALUES
 ,
 ( expression )
 ,
 ( expression )
 1101A447
 LOGGING
 logging errors
 ERRORS
 ALL WITH NO LIMIT
 LIMIT OF error_limit
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 column_name the name of a column for which the insert operation supplies a new row value.
 column_name can be specified in any order.
 If a column_name is omitted, then any default value defined in the CREATE TABLE or CREATE VIEW request is used.
 expression a constant or constant expression to be inserted into the new row for the columns specified in column_name. A constant expression is an expression containing only constants (for example, 3+5, or 19000/12).
 If you are inserting into a UDT column, expression includes the appropriate NEW expression with the necessary constructor and mutator methods specified using dot notation (see SQL Reference: Functions and Operators for details).
 The system values CURRENT_DATE, DATE, CURRENT_TIME, TIME, and USER can be included in a constant expression. You can also use the DEFAULT function to insert the default value for a column.
 You can insert a NULL by specifying the reserved word NULL as an expression value.
 Values obtained from imported data, with a USING modifier, or as macro parameters, are accepted as constants.
 When no column name list is specified, then values are inserted in column definition order, from left to right. Use commas to indicate skipped columns (see “Example 5” on page 319).
 When a column name list and an expression list are used, values are assigned by matching column_name position with expression position. The two lists must have the same number of items.
 When an element of the expression list is omitted, it is treated as a NULL. This is not valid in ANSI SQL.
 subquery that the row or rows to be inserted consist of column values accessed by a query specification.
 If a column name list is not specified, then the SELECT request must query the same number of columns as there are in the table that is receiving new rows.
 NULLs can be included in the select expression list for columns that are not to be assigned values.
 If the INSERT operation includes a column name list, values are assigned by matching column_name position with position of items in the select expression list.
 Syntax Element … Specifies …
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 INSERT is sometimes described as having two forms: Valued and Selected.
 The Selected form is usually referred to as INSERT … SELECT.
 The syntax presented here describes both forms of the statement.
 Begin LOGGING ERRORS option
 LOGGING [ALL] ERRORS
 to log all data errors, reference index errors, and USI errors.
 If you do not specify the LOGGING ERRORS option, the system does no error handling. If an error occurs, the following session-mode behavior occurs:
 The noise keyword ALL is the default. If you log errors, then you must log all errors.
 IF the current session mode is … THEN the erring …
 ANSI request aborts and rolls back.
 Teradata transaction aborts and rolls back.
 Begin LOGGING ERRORS LIMIT option
 If you do not specify a value for the LIMIT option, the system defaults to a 10 error limit.
 WITH NO LIMIT that there is no limit to the number of errors that can be logged in the error table associated with the target data table for this INSERT … SELECT load operation.
 Note that this does not mean that there is no limit on the number of errors the system can log for an INSERT … SELECT request; instead, it means that errors will continue to be logged until the system-determined limit of 16,000,000 errors have been logged (see “CREATE ERROR TABLE” in SQL Reference: Data Manipulation Statements).
 WITH LIMIT OF error_limit
 that the limit on the number of errors that can be logged in the error table associated with the target data table for this INSERT … SELECT load operation is error_limit,
 The value you specify for error_limit can be anything in the range of 1 to 16,000,000, inclusive.
 End LOGGING ERRORS LIMIT option
 End LOGGING ERRORS option
 DEFAULT VALUES that a row consisting of default values is to be added to table_name.
 If a column does not have a DEFAULT phrase defined for it, the system assumes a default of null for it unless it is defined as NOT NULL, in which case an error is returned and the insertion fails.
 Embedded SQL does not support this option for INSERT.
 Syntax Element … Specifies …
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 ANSI Compliance
 INSERT is ANSI SQL-2003-compliant with extensions.
 The INS abbreviation is a Teradata extension to the ANSI SQL-2003 standard.
 Note that in the ANSI SQL:2003 definition, this statement is named INSERT INTO, while in the Teradata definition, INTO is an unnecessary noise keyword.
 Authorization
 The following privilege rules apply to the INSERT statement:
 • You must have the INSERT privilege on the referenced table.
 • To insert rows into a table through a view, you must have the INSERT privilege on the view. Also, the immediate owner of the view (that is, the database in which the view resides) must have the INSERT privilege on the underlying object (view or base table).
 • To insert rows into a table using a query specification, you must have the SELECT privilege for the referenced tables or views.
 • When you perform an INSERT with a WHERE clause predicate that requires READ access to an object, you must have the SELECT privilege on the accessed object.
 The privileges required for an INSERT … SELECT … LOGGING ERRORS operation are the same as those for INSERT … SELECT operations without a LOGGING ERRORS option except that you must also have the INSERT privilege on the error table associated with the target data table for the INSERT … SELECT operation.
 DEFAULT Function Option
 You can use the DEFAULT function to return, and then insert, the default value for a column based on either its position within the VALUES expression list or, if an explicit column name is specified along with the DEFAULT function, its name.
 DEFAULT VALUES Option
 When a table has all its columns defined as in the following table, an INSERT defined with the DEFAULT VALUES keywords adds a row consisting of defined default values (where indicated) and nulls for other columns except identity columns, where defined:
 This INSERT occurs when the row satisfies the conditions imposed by the table definition. Otherwise an error is returned.
 Embedded SQL does not support this option for INSERT.
 Nullable? Default defined?
 Yes No
 Yes Yes
 No Yes
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 When inserting into a table with an identity column, the system always generates a number for the identity column, whether it is defined as GENERATED ALWAYS or as GENERATED BY DEFAULT.
 In the following example, if table_1 has an identity column, the system always generates a value for it:
 INSERT table_1 DEFAULT VALUES;
 When any column in the table is defined NOT NULL and has no defined DEFAULT, then an error is returned.
 When a row is otherwise valid but duplicates an existing row and the table has been defined not to accept duplicate rows, then an error is returned.
 Inserting Into Identity Columns When DEFAULT VALUES Is Specified
 Identity columns support the DEFAULT VALUES option.
 Inserting Into NOT NULL Columns
 The following rules apply to an INSERT operation that does not assign values for every column in a new row:
 • If the column is not declared as NOT NULL and no default value is declared, nulls are inserted.
 • If the column is declared as NOT NULL and no default value is declared, an error message is returned.
 Inserting Into Distinct UDT Columns
 To insert into a distinct column, either of the following must be true:
 • The inserted value must be of the same distinct type as the column.
 • There must exist a cast, either system-generated or user-defined, that converts the type of the inserted value to the distinct type of the column, and that cast was created with the AS ASSIGNMENT option (see CREATE CAST in SQL Reference: Data Definition Statements).
 A distinct value can be constructed from any of the following:
 • A cast expression where the target is the same distinct type.
 • An instance method invocation that returns the same distinct type.
 • A UDF invocation that returns the same distinct type.
 • A column reference.
 • A null.

Page 301
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxINSERT/INSERT … SELECT
 SQL Reference: Data Manipulation Statements 301
 For example, suppose you have the following two table definitions:
 CREATE TABLE table_1 (column1 euro, column2 INTEGER)
 UNIQUE PRIMARY INDEX(column2);
 CREATE TABLE table_2 (column1 euro, column2 INTEGER)
 UNIQUE PRIMARY INDEX(column2);
 Then the information in the following table is true:
 Inserting Into Structured UDT Columns
 To insert into a structured type column, either of the following must be true:
 • The inserted value must be of the same structured type.
 • There must exist a cast that converts the type of the inserted value to the structured type of the column, and the cast was created with the AS ASSIGNMENT option (see the CREATE CAST statement in SQL Reference: Data Definition Statements).
 A structured type can be constructed from any of the following:
 • A NEW specification (constructor method invocation).
 • A constructor function invocation.
 • A UDF invocation that returns the same structured type.
 • Mutator method invocations.
 • An instance method invocation that returns the same structured type.
 • A cast expression where the target data type is the same structured type.
 Example Comment
 INSERT INTO table_1 VALUES (5.64, 1);
 Valid if there is a cast with AS ASSIGNMENT, whether system-generated or user-defined, to convert a DECIMAL type to the distinct type euro.
 INSERT INTO table_1 VALUES (CAST(5.64 AS euro), 1);
 Valid because an explicit cast is specified for conversion from the source type euro.
 INSERT INTO table_1 SELECT CAST(us_dollar_col AS euro), c2FROM us_sales;
 Valid if the cast from us_dollar to euro is valid.
 INSERT INTO table_1 SELECT column1.roundup(0), column2FROM TAB2;
 Valid if the method roundup() returns the euro type.
 INSERT INTO table_1 SELECT column1, column2 from table_2;
 Valid column reference.
 INSERT INTO table_1 VALUES (NULL, 8);
 Valid because the request insert a null into a distinct type column.
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 • A column reference.
 • A null.
 For example, suppose you have the following two table definitions:
 CREATE TABLE table_1 (column1 address, column2 INTEGER)
 UNIQUE PRIMARY INDEX(column2)
 CREATE TABLE table_2 (column1 address, column2 INTEGER)
 UNIQUE PRIMARY INDEX(column2)
 Then the information in the following table is true:
 Example Comment
 INSERT INTO table_1VALUES ('17095 Via Del Campo;92127', 1 );
 Valid if there is a cast with AS ASSIGNMENT that converts a string to the structured type address.
 USING (addr VARCHAR(30), c2 INTEGER)INSERT INTO table_1 (:addr, :c2 );
 Valid if there is a cast with AS ASSIGNMENT that converts a string to the structured type address.
 INSERT INTO table_1 VALUES (NEW address('17095 Via Del Campo', '92127'), 1 );
 Valid invocation of a constructor method.
 USING (street varchar(20), zip char(5))INSERT INTO TAB1 VALUES (NEW address(:street, :zip), 2 );
 Valid invocation of a constructor method with host variables.
 INSERT INTO TAB1 VALUES ( NEW address(), 3 );
 Valid invocation of a constructor function.
 INSERT INTO TAB1 VALUES ( NEW address().street('17095 Via Del Campo').zip('92127'), 4 );
 Valid invocations of mutator methods:
 1 The constructor function is invoked.
 The result is an address value whose attribute values are set to their defaults.
 2 The mutator for the street attribute is invoked.
 The result is an updated address value with its street attribute modified.
 3 The mutator for the zip attribute is invoked.
 The result is another updated address value with its zip attribute modified. This result also contains the previous change to the street attribute.
 4 The result address value is inserted into column1 of table_1.
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 Inserting Into PPI Tables
 The following rules apply to inserting rows into tables with a partitioned primary index.
 • The outcome of expression evaluation errors of PPI tables, such as divide-by-zero errors, depends on the session mode.
 • If you attempt to insert a row into a PPI table for which the partitioning expression produces a partition number that does not result in a nonnull value between 1 and 65,535 (after casting to INTEGER if it does not have an INTEGER data type), the request aborts and the system returns an error message to the requestor.
 • If you attempt to insert a row into a base table with a multilevel partitioned primary index, and any of the partitioning expressions for that row evaluate to null, the system aborts the request and returns an error message to the requestor.
 • If you attempt to insert a row into a base table that causes an insert into a join index with a multilevel partitioned primary index, and any of the partitioning expressions for that index evaluate to null, the system aborts the request and returns an error message to the requestor.
 • If you attempt to insert a row into a base table that causes an update of an index row in a join index with a multilevel partitioned primary index, and any of the partitioning expressions for that index row evaluate to null as a result of the update, the system aborts the request and returns an error message to the requestor.
 INSERT INTO table_1SELECT empl.residence(), table_2.column2 FROM table_2, table_3;
 Valid if method empl.residence() returns the address data type.
 INSERT INTO table_1 VALUES (SELECT CAST(intl_addr_col AS
 address), c2)FROM table_x;
 Valid if the cast from intl_addr to the structured type address is valid.
 INSERT INTO table_1SELECT column1, column2 FROM table_2;
 Valid column reference.
 INSERT INTO table_1 VALUES (NULL, 8);
 Valid insertion of a null into a structured type column.
 Example Comment
 In this session mode … Expression evaluation errors roll back this work unit …
 ANSI request that contains the aborted statement.
 Teradata transaction that contains the aborted request.
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 • Inserting a row into a base table does not always cause inserts or updates to a join index on that base table. For example, you can specify a WHERE clause in the CREATE JOIN INDEX statement to create a sparse join index for which only those rows that meet the condition of the WHERE clause are inserted into the index, or, for the case of a row in the join index being updated in such a way that it no longer meets the conditions of the WHERE clause after the update, cause that row to be deleted from the index.
 The process for this activity is as follows:
 a The system checks the WHERE clause condition for its truth value after the row insert.
 b End of process.
 • You cannot assign either a value or a null to the system-derived columns PARTITION or PARTITION#L1 through PARTITION#L15 in an insert operation.
 If you attempt to do so, the system aborts the request and returns an error message to the requestor).
 Inserting Into Global Temporary Tables
 Inserting into a global temporary table creates an instance of that table in the current session.
 Rules for Inserting When Using a DEFAULT Function
 The following rules apply when using a DEFAULT function to insert rows into a table:
 • The DEFAULT function takes a single argument that identifies a relation column by name. The function evaluates to a value equal to the current default value for the column. For cases where the default value of the column is specified as a current built-in system function, the DEFAULT function evaluates to the current value of system variables at the time the request is executed.
 The resulting data type of the DEFAULT function is the data type of the constant or built-in function specified as the default unless the default is NULL. If the default is NULL, the resulting date type of the DEFAULT function is the same as the data type of the column or expression for which the default is being requested.
 • The DEFAULT function has two forms. It can be specified as DEFAULT or DEFAULT (column_name). When no column name is specified, the system derives the column based on context. If the column context cannot be derived, the request aborts and an error is returned to the requestor.
 IF the condition evaluates to … THEN the system …
 FALSE deletes the row from the sparse join index.
 TRUE retains the row in the sparse join index.
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 • The DEFAULT function without a column name can be specified in the expression list. If the INSERT request has a column list specified, the column name for the DEFAULT function is the column in the corresponding position of the column list. If the request does not have a column name list, the column name is derived from the position in the VALUES list.
 • The DEFAULT function without a column name in the INSERT request cannot be a part of an expression; it must be specified as a standalone element. This form of usage is ANSI compliant.
 • The DEFAULT function with a column name can be specified in an expression list. This is a Teradata extension to ANSI.
 • The DEFAULT function with a column name can be specified anywhere in the expression. This is a Teradata extension.
 • When there is no explicit default value associated with the column, the DEFAULT function evaluates to null.
 See SQL Reference: Functions and Operators for more information about the DEFAULT function.
 Rules for Using INSERT … SELECT With a DEFAULT Function
 The following rules apply when using a DEFAULT function to load a table using an INSERT … SELECT operation:
 • All of the rules listed for “Rules for Using the DEFAULT Function With SELECT” on page 33 also hold for the SELECT subquery in an INSERT … SELECT request.
 • The DEFAULT function cannot be specified without having a column name as its argument within the SELECT subquery of an INSERT … SELECT request.
 See SQL Reference: Functions and Operators for more information about the DEFAULT function.
 INSERT, UDTs, and Stored Procedures
 The following rules apply to insert operations, UDTs, and stored procedures:
 • You can insert into a stored procedure UDT local variable.
 • You can insert a UDT local variable into a table.
 Inserting Into Queue Tables
 The first column of a queue table is defined as a Queue Insertion TimeStamp (QITS) column. The values in the column determine the order of the rows in the queue, resulting in approximate first-in-first-out (FIFO) ordering.
 If you want the QITS value of a row to indicate the time that the row was inserted into the queue table, then you can use the default value, the result of CURRENT_TIMESTAMP, instead of supplying a value. If you want to control the placement of a row in the FIFO order, you can supply a TIMESTAMP value for the QITS column.
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 For a multistatement request containing multiple INSERT statements that do not supply values for the QITS column, the QITS values are the same for every row inserted.
 If you want unique QITS values for every row in a queue table, you can do any of the following things:
 • Supply a TIMESTAMP value for the QITS column in every INSERT request.
 • Avoid multistatement requests containing multiple INSERT statements that do not supply values for the QITS column.
 • Add incremental offsets to the current timestamp for the QITS column value in each INSERT request.
 For example:
 INSERT shopping_cart(CURRENT_TIMESTAMP + INTERVAL '0.001', 100);INSERT shopping_cart(CURRENT_TIMESTAMP + INTERVAL '0.002', 200);INSERT shopping_cart(CURRENT_TIMESTAMP + INTERVAL '0.003', 300);
 With respect to performance, an INSERT operation into a queue table:
 • Does not affect response time when the system is not CPU-bound.
 • Is more expensive than an INSERT into a base table because it requires the update of an internal in-memory queue.
 For details on queue tables and the queue table cache, see “CREATE TABLE” in SQL Reference: Data Definition Statements.
 Inserting Into Queue Tables Using Iterated Requests
 If you use an INSERT request in an iterated request to insert rows into a queue table, you might have to limit the number of data records with each request to minimize the number of row hash-level WRITE locks placed on the table and reduce the likelihood of deadlocks occurring because of resource conflicts between the locks and the all-AMPs table-level READ lock exerted by the internal row collection processing used by queue tables to update the internal queue table cache.
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 For details on queue tables and the queue table cache, see “CREATE TABLE” in SQL Reference: Data Definition Statements.
 Valid INSERT Operations
 An INSERT operation does not return an error message if any of the following is true:
 • The operation attempts to insert a character string that is longer or shorter than that declared for the column. The string is silently adjusted and inserted. However, in ANSI mode, if the string is too long, the system returns an error.
 • The operation uses a query and no rows are returned.
 Nonvalid INSERT Operations
 An INSERT operation causes an error message to be returned if any of the following are true.
 • The operation attempts to assign a value that will result in a violation of a unique index specification.
 • The operation attempts to insert a row with no value for a column that has no default and is defined as NOT NULL.
 • The operation attempts to assign a non-null value that violates a CHECK constraint declared for a column.
 • The operation attempts to assign a value that is of a different numeric type than that declared for the column and the assigned value cannot be converted correctly.
 • The operation attempts to assign a character value that is not in the repertoire of the destination character data type.
 IF you use an INSERT request in an iterated request to insert rows into a queue table and … THEN …
 all of the following conditions are true:
 • the queue table is not empty
 • either an INSERT request or a SELECT AND CONSUME request has already been performed from the queue table since the last system reset
 • rows are not updated or deleted from the queue table during the insert operation
 the number of data records that you pack with each request is not an issue.
 any of the following conditions are true:
 • the queue table is empty
 • neither an INSERT request nor a SELECT AND CONSUME request has already been performed from the queue table since the last system reset
 • rows are updated or deleted from the queue table during the insert operation
 pack a maximum of four data records with each request.
 For example, if you use BTEQ to import rows of data into a queue table, use a maximum value of 4 with the BTEQ .SET PACK command.
 These conditions trigger the internal row collection processing used by queue tables to update the internal queue table cache.
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 • The operation attempts to insert a character string having trailing pad characters into a VARCHAR field, and that operation causes the row to become identical to another row (except for the number of trailing pad characters).
 • In ANSI session mode, inserting character data, if in order to comply with maximum length of the target column, non-pad characters are truncated from the source data.
 In Teradata session mode, the above insertion is permitted (characters are truncated silently). This could result in improper strings for the Kanji1 character data type.
 The system ignores trailing pad characters in character strings when comparing values for field or row duplication.
 Large Objects and INSERT
 The behavior of truncated LOB inserts differs in ANSI and Teradata session modes. The following table explains the differences in truncation behavior.
 Duplicate Rows and INSERT
 When an insert operation would create a duplicate row, the outcome of the operation depends on how the table is defined.
 In this session mode … The following occurs when non-pad bytes are truncated on insertion …
 ANSI an exception condition is raised.
 The INSERT fails.
 Teradata no exception condition is raised.
 The INSERT succeeds: the truncated LOB is stored.
 IF the table is defined as … THEN the duplicate row is …
 MULTISET with no UNIQUE constraints inserted.
 • SET
 • MULTISET with UNIQUE constraints
 not inserted.
 An error is returned to the requestor.a
 a. If inserting into an identity column table, this is true only when the column is defined WITH NO CYCLE. An error can occur in this case if an attempt is made to cycle. The system can also return errors for other reasons, like uniqueness violations, before a duplicate row violation can be reported.
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 Duplicate Rows and INSERT … SELECT
 If an INSERT using a SELECT subquery will create duplicate rows, then the result depends on the table definition.
 The respective restrictions are summarized by the following list:
 • Duplicate rows are permitted in a MULTISET set only if no UNIQUE constraints or UNIQUE indexes are defined on the table.
 • Duplicate rows are never permitted in a SET table.
 The following table summarizes the restrictions on duplicate rows and INSERT … SELECT:
 If an INSERT … SELECT request specifies a SAMPLE clause that selects a set of rows from a source MULTISET table, and then inserts them into a target SET table, and the sampled row set contains duplicates, the number of rows inserted into the target SET table might be fewer than the number requested in the SAMPLE clause.
 FOR this table type … Duplicate rows are …
 MULTISET with no unique constraints
 permitted.
 Inserted duplicate rows are stored in the table.
 MULTISET with unique constraintsa
 a. All of the following are unique constraints in the Teradata Database:
 • Unique primary index (UPI)• Unique secondary index (USI)• Primary key (PK)• UNIQUE column constraint• GENERATED ALWAYS identity column
 USI, PK, and UNIQUE constraints are all implemented internally as USIs.
 not permitted.
 An error message is returned to the requestor.
 SET not permitted.
 In this session mode … The Teradata Database…
 ANSI rejects the entire transaction and returns an error message to the requestor.b
 b. If some other error, such as violating a uniqueness constraint, occurs first, then the system returns that error, rather than the duplicate row message, to the requestor.
 Teradata • Rejects the duplicate rows in the transaction.
 • Inserts the non-duplicate rows into the table.
 • Does not return an error message to the requestor.
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 The condition occurs because SET tables reject attempts to insert duplicate rows into them. The result is that the INSERT portion of the INSERT … SELECT operation inserts only distinct rows into SET target tables. As a result, the number of rows inserted into the target table can be fewer than the number specified in the SAMPLE clause.
 For example, if an INSERT … SELECT request SAMPLE clause requests a sample size of 10 rows, and there are duplicate rows from the MULTISET source table in the collected sample, the system rejects the duplicate instances when it attempts to insert the sampled rows into the SET table and inserts only the distinct rows from the sample set. In other words, you could request a sample of 10 rows, but the actual number of rows inserted into the target table could be fewer than 10 if there are duplicate rows in the sampled row set.
 The system does not return any warning or information message when this condition occurs.
 The INSERT Process
 An INSERT process performs the following functions:
 1 Sets a WRITE lock on the row hash, or on the table in the case of an INSERT with a SELECT subquery.
 2 Handles the entire INSERT operation as a transaction in which every value is inserted successfully or no values are inserted.
 This is to prevent a partial insert from occurring.
 3 End of process.
 The INSERT operation takes more processing time on a table defined with FALLBACK or a secondary index, because the FALLBACK copy of the table or the secondary index subtable also must be changed.
 Inserting Rows Through Views
 Use caution when granting the privilege to insert data through a view because data in fields not visible to the user might be inserted when a row is inserted through a view.
 The following rules apply to inserting rows through a view:
 • Both you and the immediate owner of the view must have the appropriate privileges.
 • The view must reference columns in only one table or view.
 • None of the columns in the view can be derived by using an expression to change values in the underlying table.
 • Each column in the view must correspond one to one with a column in the underlying table or view.
 • The view must include any column in the underlying table or view that is declared as NOT NULL.
 • No two view columns can reference the same column in the underlying table.
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 • If the request used to define a view contains a WHERE clause, and WITH CHECK OPTION, all values inserted through that view must satisfy constraints specified in the WHERE clause.
 If a view includes a WHERE clause but does not include the WITH CHECK OPTION, then data can be inserted that is not visible through that view.
 Subqueries In INSERT Statements
 An INSERT operation that uses a subquery, referred to as an INSERT … SELECT, differs from a simple INSERT in that many rows can be inserted in a single operation, and the row values can come from more than one table.
 The query specification must always include a FROM table_name clause.
 Also, an INSERT request that includes a subquery must define a column name list when the following conditions exist:
 • The number of columns listed in the query specification differs from the number of columns in the table receiving new rows.
 • The order of columns listed in the query specification differs from the order the columns were defined in the table receiving new rows.
 SELECT AND CONSUME Subqueries in INSERT Statements
 An INSERT operation can use a SELECT AND CONSUME subquery to insert data from the row with the lowest value in the QITS column in the specified queue table and delete the row from the queue table.
 The target table for the INSERT operation can be a base table or a queue table. If the target table is a queue table, it can be the same queue table in the SELECT AND CONSUME subquery.
 The SELECT AND CONSUME part of the request behaves like a regular SELECT AND CONSUME request. For details, see “SELECT AND CONSUME” on page 46.
 When the target table is a queue table, the INSERT part of the request behaves like an INSERT into a queue table. For details, see “Inserting Into Queue Tables” on page 305.
 Certain restrictions apply to triggers. An INSERT operation that uses a SELECT AND CONSUME subquery cannot be used as either of the following:
 • Triggering event statement that fires a trigger.
 • Triggered action statement fired by a triggering event.
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 Data Takes the Attributes of the New Table
 If the column attributes defined for a new table differ from those of the columns whose data is being inserted using INSERT, then the data takes on the attributes of the new table.
 The source column names can differ from the destination column names in the new table, but the data is inserted correctly as long as the SELECT request lists the source column names in the same order as the corresponding destination columns in the CREATE TABLE request. This is true even if the new table has a column that is to contain data derived (either arithmetically or by aggregate operation) from the column data in the existing table.
 Logging Errors In an Error Table With INSERT … SELECT
 The assumption is that in the normal case, an INSERT … SELECT request with error logging completes without any USI or RI errors. Exceptions to normal completion of a INSERT … SELECT request are handled as follows:
 • Not all types of errors are logged when you specify the LOGGING ERRORS option for an INSERT … SELECT request.
 • All local, or data errors, are logged.
 • Errors that occur before the row merge step, such as data conversion errors detected in the RET AMP step before the MRG or MRM AMP steps (see SQL Reference: Statement and Transaction Processing), are not.
 These are errors that occur during row merge step processing, such as CHECK constraint, duplicate row, and UPI violation errors.
 • When the system encounters USI or RI errors (or both) in the INSERT … SELECT operation, the following events occur in sequence:
 a The transaction or request runs to completion.
 b The system writes all error-causing rows into the error table.
 c The system aborts the transaction or request.
 d The system rolls back the transaction or request.
 Note that the system does not invalidate indexes, nor does it roll error table rows back, enabling you to determine which rows in the INSERT set are problematic and to determine how to correct them.
 If the number of errors in the request is large, running it to completion plus rolling back all the INSERT operations can exert an impact on performance. To minimize the potential significance of this problem, you should always consider either using the default limit or specifying a WITH LIMIT OF error_limit clause with a relatively small value for error_limit. In other words, unless you have a good reason for doing so, you should avoid specifying WITH NO LIMIT.
 • When an INSERT … SELECT operation encounters data errors only, their occurrence does not abort the transaction or request, the non-erring INSERT operations complete successfully, and the erring rows are logged in the error table so you can correct them.
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 The following rules and guidelines apply to logging errors in an error table for INSERT … SELECT loads:
 • Before you can log errors for INSERT … SELECT loads, you must first create an error table (see “CREATE ERROR TABLE” in SQL Reference: Data Definition Statements) for the base data table into which you intend to do an INSERT … SELECT load.
 • The activation and deactivation of INSERT … SELECT and MERGE error logging is controlled by the internal DBSControl flag DisableLoggingErrors (see Utilities for a definition of internal and external DBSControl flags), which is enabled by default.
 If you want to disable the capability to perform INSERT … SELECT and MERGE error logging on your system, you must consult with your Teradata support team. Only Teradata support personnel can change the settings of internal DBSControl flags.
 • If error logging is not enabled and you submit an INSERT … SELECT bulk loading operation with the LOGGING ERRORS option specified, the system aborts the request and returns an error message to the requestor.
 • The LOGGING ERRORS option is not valid in a multistatement request.
 • Two general categories of errors can be logged when you specify the LOGGING ERRORS option:
 • Local errors
 Local errors are defined as errors that occur on the same AMP that inserts the data row. The following types of errors are classified as local errors:
 • Duplicate row errors, which occur only in ANSI session mode.
 The system silently ignores duplicate row errors that occur from a INSERT … SELECT into a SET table in Teradata session mode.
 Duplicate rows can also arise from the following INSERT … SELECT insert situations:
 • The source table has duplicate rows.
 • An insert is not well-behaved, meaning that the insert is made on a different AMP than the failed update.
 • Duplicate primary key errors
 • CHECK constraint violations
 • Nonlocal errors
 Nonlocal errors are defined as errors that occur on an AMP that does not own the data row. The following types of errors are classified as nonlocal errors:
 • Referential integrity violations
 • USI violations
 An exception to this is the case where a USI violation is local because the USI is on the same set of columns as a PPI. The system treats such an error as a nonlocal error, even though it is local in the strict definition of a local error.
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 The response of the system to the two error types differs, as the following table explains.
 • The system does not handle batch referential integrity violations for INSERT … SELECT error logging. Because batch referential integrity checks are all-or-nothing operations, a batch referential integrity violation causes the system to respond in the following session mode-specific ways:
 • The system does not handle error conditions that do not allow useful recovery information to be logged in the error table. Such errors typically occur during intermediate processing of input data before it are built into a row format that corresponds to the target table.
 The system detects this type of error before the start of data row inserts and updates. The following are examples of these types of error:
 • UDT, UDF, and table function errors
 • Version change sanity check errors
 • Nonexistent table sanity check errors
 • Down AMP request against nonfallback table errors
 • Data conversion errors
 Note that the system handles conversion errors that occur during data row inserts as local data errors.
 The way the system handles these errors depends on the current session mode, as explained by the following table:
 IF this kind of error occurs …THEN the system records it in the error table, rejects the error-causing rows from the target table, and …
 local completes the request or transaction successfully.
 nonlocal lets the request or transaction run to completion in order to record all the error causing rows in the INSERT … SELECT load, then aborts the request or transaction and rolls back its inserts and updates.
 both local and nonlocal
 IF this session mode is in effect … THEN the erring …
 ANSI request aborts and rolls back.
 Teradata transaction aborts and rolls back.
 IF this session mode is in effect … THEN the erring …
 ANSI request aborts and rolls back.
 Teradata transaction aborts and rolls back.
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 The system preserves error table rows logged by the aborted request or transaction and does not roll them back.
 The system inserts a marker row into the error table at the end of a successfully completed INSERT … SELECT request with logged errors.
 Marker rows have a value of 0 in the ETC_ErrorCode column of the error table, and their ETC_ErrSeq column stores the total number of errors logged. All other columns in a marker row except for ETC_DBQL_QID and ETC_TimeStamp are set to null.
 If no marker row is recorded, the request or transaction was aborted and rolled back because of one or more of the following reasons:
 • The specified error limit was reached.
 • The system detected an error that it cannot handle.
 • The system detected a nonlocal (RI or USI) violation.
 The system preserves the error rows that belong to the aborted request or transaction.
 • In addition to the previously listed errors, the system does not handle the following types of errors. though it preserves logged error table rows if any one of the listed errors is detected:
 • Out of permanent space or our of spool space errors
 • Duplicate row errors in Teradata mode (because the system ignores such errors in Teradata session mode)
 • Trigger errors
 • Join index maintenance errors
 • Identity column errors
 • The LOGGING ERRORS option is applicable to INSERT … SELECT load requests whose target tables are permanent data tables only.
 Other kinds of target tables, such as volatile and global temporary tables, are not supported.
 The system returns a warning message to the requestor if it logs an error.
 • You can either specify logging of all errors or logging of no errors. This means that you cannot specify the types of errors to log. The WITH LIMIT OF error_limit option, of course, enables you to terminate error logging when the number of errors logged matches the number you specify in the optional WITH LIMIT OF error_limit clause.
 If you do not specify a LOGGING ERRORS option, and an error table is defined for the target data table of the INSERT … SELECT request, the system does no error handling for INSERT … SELECT operations against that data table.
 In this case, the request or transaction containing the erring INSERT … SELECT request behaves as follows when an error occurs:
 IF this session mode is in effect … THEN the erring …
 ANSI request aborts and rolls back.
 Teradata transaction aborts and rolls back.
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 • If you specify neither the WITH NO LIMIT option, nor the WITH LIMIT OF error_limit option, the system defaults to an error limit of 10.
 The system logs errors up to the limit of 10, and then the request of transaction containing the INSERT … SELECT request behaves as follows when the tenth error occurs:
 The system preserves error table rows logged by the aborted request or transaction and does not roll them back.
 • WITH NO LIMIT
 The system places no limit on the number of error rows that can accumulate in the error table associated with the target data table for the INSERT … SELECT operation.
 • WITH LIMIT OF error_limit
 The system logs errors up to the limit of error_limit, and then the request or transaction containing the INSERT … SELECT request behaves as follows when the error_limit is reached:
 The system preserves error table rows logged by the aborted request or transaction and does not roll them back.
 • The activity count returned for an INSERT … SELECT … LOGGING ERRORS request is the same as that returned for an INSERT … SELECT operation without a LOGGING ERRORS option: a count of the total number of rows inserted into the target data table.
 • LOGGING ERRORS does not support LOB data. LOBs in the source table are not copied to the error table. Instead, they are represented in the error table by nulls.
 • An index violation error does not cause the associated index to be invalidated.
 • For referential integrity validation errors, you can use the IndexId value with the RI_Child_TablesX view to identify the violated Reference index (see Database Design for information about Reference indexes).
 IF this session mode is in effect … THEN the erring …
 ANSI request aborts and rolls back.
 Teradata transaction aborts and rolls back.
 IF this session mode is in effect … THEN the erring …
 ANSI request aborts and rolls back.
 Teradata transaction aborts and rolls back.
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 You can distinguish whether an index error is a USI or referential integrity error by the code stored in the ETC_IdxErrType error table column.
 Fast Path INSERT … SELECT Statements
 Multistatement INSERT … SELECTs are optimized so that each request except for the last in the series returns a ‘zero row inserted’ message as a response. The retrieved rows for each SELECT are sent to an empty target table. The last INSERT … SELECT request returns the total number of rows inserted for the entire request and sorts and merges the spool table into the target table.
 Columns defined with the COMPRESS option cannot participate in fast path optimizations, so if you perform an INSERT … SELECT operation on compressed columns, fast path optimization is not specified by the Optimizer when it creates an access plan.
 INSERT … SELECT Performance and Target Table Identity Column Primary Indexes
 For those cases where INSERT … SELECT is optimized so that a direct merge from source to target table is possible, like when source and target tables have the identical structure, there can be as much as a threefold degradation of performance caused by the need for an extra step to spool and redistribute rows when the target table has an identity column primary index.
 Rules for Fast Path INSERT … SELECT Statements
 There are several restrictions that must be observed in order for the high performance fast path optimization to succeed in a multistatement request.
 These rules are as follows:
 • The target table must be empty.
 • All INSERT statements in the multistatement request must have the same target table.
 • Only INSERT statements can be included in the request.
 If you insert other statement types into the multistatement request, the fast path optimization does not occur (only the first INSERT … SELECT in the series is optimized) and performance degrades accordingly.
 IF the value of ETC_IdxErrType is … THEN the error is a …
 R foreign key insert violation.
 r parent key delete violation.
 U USI validation error.
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 General Rules for INSERT in Embedded SQL and Stored Procedures
 The following rules apply to both forms of INSERT in embedded SQL and stored procedures:
 • The row to be inserted is constructed by building a candidate row as follows:
 a Define each column value of the row to be NULL.
 b Assign each inserted value to the corresponding column.
 • Insert values are set in the corresponding row column values according to the rules for defining host variables.
 • If the table identified by table_name is a view that was defined WITH CHECK OPTION, then the row to be inserted must be in the set of rows selected by the view.
 Rules for Valued INSERT in Embedded SQL
 When using the valued form of INSERT with embedded SQL, the colon is optional with host variables in the VALUES clause.
 Rules for INSERT … SELECT in Embedded SQL and Stored Procedures
 The following rules apply to using the selected form of INSERT with embedded SQL and stored procedures:
 • The number of rows in the temporary table returned by subquery determines the number of rows to be inserted.
 • If an error occurs after one or more of the selected rows has been inserted, then the value -1002 is returned to SQLCODE and the current transaction is terminated with rollback.
 • If subquery selects no rows, then the value +100 is returned to SQLCODE and no rows are inserted.
 Example 1
 The following request can be used to insert a row for the new employee Smith in the employee table:
 INSERT INTO employee (name, empno, deptno, dob, sex, edlev) VALUES ('SMITH T', 10021, 700, 460729, 'F', 16);
 IF the result row has this value for any NOT NULL column … THEN the insertion …
 any non-null value succeeds.
 a null fails and SQLCODE is set to -1002.
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 Example 2
 This example uses a SELECT subquery to insert a row for every employee who has more than ten years of experience into a new table, promotion, which contains three columns defined as name, deptno, and yrsexp.
 INSERT INTO promotion (deptnum, empname, yearsexp) SELECT deptno, name, yrsexp FROM employee WHERE yrsexp > 10 ;
 Example 3
 The INSERT operation performed in the previous example can also be accomplished by the following request. Note that a column name list is not given for the promotion table; therefore, the employee columns referenced in the SELECT subquery must match, in both quantity and sequence, the columns contained by promotion.
 INSERT INTO promotionSELECT name, deptno, yrsexp FROM employee WHERE yrsexp > 10 ;
 Example 4
 To add a row to the employee table for new employee Orebo, you could submit the following request:
 INSERT INTO employee (name, empno, deptno, dob, sex, edlev) VALUES ('Orebo B', 10005, 300, 'Nov 17 1957', 'M', 18) ;
 In this example, you list the columns that are to receive the data, followed by the data to be inserted, in the same order as the columns are listed.
 If you do not specify a value for a named column, the system inserts a null.
 Example 5
 You could achieve the same result with the following request:
 INSERT INTO employee (10005, 'Orebo B',300,,,, 'Nov 17 1957','M',,,18,);
 Using this form, you do not specify column names for fields because you enter the field data in the same order as the columns are defined in the employee table. In all cases, a comma is required as a place marker for any field for which data is not specified.
 For ANSI compliance, you should use the keyword NULL for nulls, for example, (10005, ‘Ore60B’, 300, NULL, NULL, NULL, ‘Nov 17 1957’, ‘M’, NULL, NULL, 18).
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 Example 6: INSERT and GENERATED ALWAYS Identity Columns
 Assume that column_1 of newly created table_1 is an identity column defined as GENERATED ALWAYS. The following INSERT statements automatically generate numbers for column_1 of the inserted rows, even if they specify a value for that column.
 INSERT INTO table_1 (column_1, column_2, column_3) VALUES (111,111,111);
 INSERT INTO table_1 (column_1, column_2, column_2) VALUES (,222,222);
 Check the inserts by selecting all the rows from table_1.
 SELECT *FROM table_1;
 *** Query completed. 2 rows found. 3 columns returned.*** Total elapsed time was 1 second.
 column_1 column_2 column_3--------- --------- ---------
 2 111 1111 222 222
 Note the following things about this result:
 • Even though the value 111 was specified for column_1 in the first insert, the value is rejected and replaced by the generated value 2 because column_1 is defined as GENERATED ALWAYS.
 • A warning is returned to the requestor when a user-specified value is overridden by a system-generated number.
 • The first number in the identity column sequence is not necessarily allocated to the first row inserted because of parallelism.
 Example 7: INSERT and GENERATED BY DEFAULT Identity Columns
 The result of inserting values into the same table defined in “Example 6: INSERT and GENERATED ALWAYS Identity Columns” on page 320 demonstrates the difference in the behavior of the two identity column types. Because GENERATED BY DEFAULT only generates values when an INSERT request does not supply them, the same insert operations produce different results.
 Assume that column_1 of newly created table_1 is an identity column defined as GENERATED BY DEFAULT. The following INSERT statements generate numbers for column_1 of the inserted rows only if they do not specify a value for that column.
 INSERT INTO table_1 (column_1, column_2, column_3) VALUES (111,111,111);
 INSERT INTO table_1 (column_1, column_2, column_2) VALUES (,222,222);
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 Check the result of the insert operations by selecting all the rows from table_1.
 SELECT *FROM table_1;
 *** Query completed. 2 rows found. 3 columns returned.*** Total elapsed time was 1 second.
 column_1 column_2 column_3--------- --------- ---------
 111 111 1111 222 222
 Example 8: Identity Columns and INSERT … SELECT
 Assume that column_1 of table_1 is a GENERATED BY DEFAULT identity column.
 INSERT INTO table_2 (column_1, column_2, column_3) VALUES (111,111,111);
 INSERT INTO table_2 (column_1, column_2, column_3) VALUES (222,222,222);
 INSERT INTO table_2 (column_1, column_2, column_3) VALUES (1,333,333);
 INSERT INTO table_1 (column_1, column_2, column_3)SELECT * FROM table_2;
 Check the result of the insert operations by selecting all the rows from table_1.
 SELECT *FROM table_1;
 *** Query completed. 3rows found. 3 columns returned.*** Total elapsed time was 1 second.
 column_1 column_2 column_3--------- --------- ---------
 111 111 111222 222 222
 1 333 333
 Example 9: INSERT and Queue Tables
 The following request populates a queue table with values from a base table. The value for the QITS column of the queue table is the default timestamp.
 INSERT INTO orders_QT (productid, quantity, unitprice) SELECT productid, quantity, unitprice FROM backorders WHERE ordernumber = 1002003;
 The following request performs a FIFO pop on the orders_QT queue table and stores it into the backorders base table:
 INSERT INTO backorders (productid, quantity, unitprice)SELECT AND CONSUME TOP 1 productid, quantity, unitpriceFROM orders_QT;
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 Example 10: Simple INSERT Statements Using a DEFAULT Function
 The following example set uses this table definition:
 CREATE TABLE table7 (col1 INTEGER, col2 INTEGER DEFAULT 10,col3 INTEGER DEFAULT 20,col4 CHARACTER(60) );
 The following INSERT request is valid:
 INSERT INTO table7 VALUES (1, 2, DEFAULT, 'aaa');
 The DEFAULT function evaluates to the default value of col3, the third column position in the insert list. The example INSERT request inserts the value 20 into table7 for col3.
 The resulting row is as follows:
 col1 col2 col3 col4---------- ----------- ----------- ----------- 1 2 20 aaa
 The following INSERT request is valid:
 INSERT INTO table7 (col1, col3, col4) VALUES (1, DEFAULT, 'bbb');
 The DEFAULT function evaluates to the default value of col3 because DEFAULT is specified second in the expression list, and the second column in the column list is col3.
 The resulting row is as follows:
 col1 col2 col3 col4---------- ----------- ----------- ---------- 1 10 20 bbb
 You can specify a DEFAULT function with a column name in an expression list. This is a Teradata extension to the ANSI SQL-2003 standard.
 The following INSERT request is valid:
 INSERT INTO table7 VALUES (1, 2, DEFAULT(col2), 'aaa');
 The DEFAULT function evaluates to the default value of col2 because col2 is passed as an input argument to the DEFAULT function. The INSERT results in the value 10 for col3 in the row because col3 is the third column position in the insert list.
 The resulting row is as follows:
 col1 col2 col3 col4----------- ----------- ----------- ------------ 1 2 10 aaa
 The following INSERT request is valid:
 INSERT INTO table7 (col1, col3, col4) VALUES (1, DEFAULT(col2), 'bbb');
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 Because col2 is passed as an input argument to the DEFAULT function, the function evaluates to the default value of col2. Because the second column in the column list is col3, the system assigns it the value 10, which is the default value of col2).
 The resulting row is as follows:
 col1 col2 col3 col4----------- ----------- ----------- ------
 1 10 10 bbb
 You can specify the DEFAULT function with a column name anywhere in the expression. This is a Teradata extension to the ANSI SQL-2003 standard.
 The following INSERT request is valid:
 INSERT INTO table7 VALUES (1, 2, DEFAULT (col2)+5, 'aaa');
 The DEFAULT function evaluates to the default value of col2 plus 5 (or 10+5). Because col3 is in the third column position in the insert list, the resulting row is as follows:
 col1 col2 col3 col4---------- ----------- ----------- -----------------
 1 2 15 aaa
 The following INSERT request is valid:
 INSERT INTO table7 (col1, col3, col4) VALUES (1, DEFAULT(col2)+5, 'bbb');
 The DEFAULT function evaluates to the default value of col2 plus 5 (or 10+5). Because the second column in the column list is col3, the system assigns the value 15 to it. The resulting row is as follows:
 col1 col2 col3 col4---------- ----------- ----------- ---------------
 1 10 15 bbb
 When there is no explicit default value associated with a column, the DEFAULT function evaluates to null.
 Assume the following table definition for this example:
 CREATE TABLE table9 (col1 INTEGER,col2 INTEGER NOT NULL,col3 INTEGER NOT NULL DEFAULT NULLcol4 INTEGER CHECK (Col4>100) DEFAULT 99 );
 The following INSERT request is valid:
 INSERT INTO table9 VALUES (DEFAULT, 99, 101, 101);
 In this example, col1 is nullable and does not have an explicit default value associated with it. Therefore, the DEFAULT function evaluates to null.
 The resulting row is as follows:
 col1 col2 col3 col4 ----------- ----------- ----------- ------------
 ? 99 101 101
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 Assume the following table definition for the examples below:
 CREATE TABLE table10 col1 INTEGER ,col2 INTEGER DEFAULT 55,col3 INTEGER NOT NULL DEFAULT 99 );
 The following examples are correct and use Teradata extensions to the DEFAULT function:
 INSERT INTO table10 VALUES (1, DEFAULT(col2), DEFAULT(col3));
 INSERT INTO table10 (col1, col2) VALUES (1, DEFAULT(col2));
 INSERT INTO Table10 (col1, col2, col3)VALUES (1, DEFAULT(col2), DEFAULT(col3));
 The following examples are correct and use ANSI SQL-2003-compliant syntax for the DEFAULT Function:
 INSERT INTO table10 VALUES (1, DEFAULT, DEFAULT);
 INSERT INTO table10 (col1, col2) VALUES (1, DEFAULT);
 INSERT INTO Table10 (Col1, Col2, Col3) VALUES (1, DEFAULT, DEFAULT);
 The resulting row for all the above insert operations is the following:
 col1 col2 col3----- ----------- -----------
 1 55 99
 The following INSERT statements are all equivalent to one another. The first example uses an ANSI-SQL-2003-compliant syntax:
 INSERT INTO table10 VALUES (5, DEFAULT, 99);
 The following example uses Teradata extensions to the ANSI-SQL-2003 syntax:
 INSERT INTO table10 VALUES (5, DEFAULT(col2), 99);
 The resulting row for both of these insert operations is as follows:
 col1 col2 col3------ ----------- -----------
 5 55 99
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 Example 11: Using the DEFAULT Function With INSERT … SELECT
 Assume the following table definitions for this example:
 CREATE TABLE tbl_source (col1 INTEGER, col2 INTEGER DEFAULT 10,col3 INTEGER DEFAULT 20,col4 CHARACTER(60) );
 CREATE TABLE tbl_destination (col1 INTEGER, col2 INTEGER DEFAULT 10,col3 INTEGER DEFAULT 20,col4 CHARACTER(60) );
 The following example demonstrates correct use of the DEFAULT function within an INSERT … SELECT request:
 INSERT INTO tbl_destination (col1) SELECT COALESCE(col3, DEFAULT(col3)) END FROM tbl_source WHERE col3 <> DEFAULT;
 In this example, the DEFAULT function evaluates to a constant value, which is the default value of col3 of tbl_source.
 Example 12: Logging Errors With INSERT … SELECT
 The following examples show various types of error logging with INSERT … SELECT requests:
 The following request logs all data, referential integrity, and USI errors to the default limit of 10 errors.
 INSERT INTO t SELECT * FROM s LOGGING ERRORS;
 The following request logs all data, referential integrity, and USI errors to the default limit of 10 errors.
 INSERT INTO t SELECT * FROM s LOGGING ALL ERRORS;
 The following request logs data, referential integrity, and USI errors with no error limit. This does not mean that there is no limit on the number of errors the system can log; instead, it means that errors will continue to be logged until the system-determined limit of 16,000,000 have been logged (see “CREATE ERROR TABLE” in SQL Reference: Data Manipulation Statements).
 INSERT INTO t SELECT * FROM s LOGGING ERRORS WITH NO LIMIT;
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 The following request logs data row, referential integrity, and USI errors to a limit of 100 errors.
 INSERT INTO t SELECT * FROM s LOGGING ERRORS WITH LIMIT OF 100;
 Related Topics
 The following topics and manuals also have information relevant to the INSERT and INSERT … SELECT statements:
 • “MERGE” on page 340
 • “CREATE ERROR TABLE” in SQL Reference: Data Definition Statements.
 • Database Administration
 • Utilities
 • Teradata FastLoad Reference
 • Teradata MultiLoad Reference
 • Teradata Parallel Data Pump Reference
 • Maurice Ho, Teradata 12.0 SQL Bulk Loading Complex Error Handling User's Guide, Teradata Database Orange Book 541-0006649, 2007.
 • Pradeep Sathya, Exploring the Benefits of Teradata 12.0 - ANSI MERGE Enhancements, Teradata Database Orange Book 541-0006658, 2007.
 This Orange book covers several INSERT … SELECT topics that are not documented in this manual, including the following:
 • Using MERGE instead of INSERT … SELECT.
 • Using MERGE to perform conditional INSERT … SELECT operations.
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 LOCKING Request Modifier
 PurposeLocks a database, table, view, or row-hash, overriding the default lock the system places on a database, table, view, or row-hash in response to a request.
 Syntax
 where:
 Syntax Element … Specifies …
 DATABASE TABLEVIEW
 optional keywords that specify the level of the lock to be locked.
 ROW an optional keyword specifying the row-hash level for locking in accordance with the defining statement (see “Using LOCKING ROW” on page 331).
 database_name the name of the database or user to be locked.
 table_name the name of the base table to be locked.
 view_name the name of the view to be locked.
 FOR IN
 an introduction to the type of lock to be placed.
 1101U031
 LOCKING
 DATABASE
 database_name
 TABLE
 table_name
 VIEW
 view_name
 ROW
 OVERRIDE
 LOCK FOR
 IN
 ACCESS
 EXCLUSIVE
 SHARE
 READ
 WRITE
 CHECKSUM
 EXCL
 MODE NOWAIT
 B
 A
 A
 ;B SQL_request
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 ANSI Compliance
 LOCKING is a Teradata extension to the ANSI SQL-2003 standard.
 Authorization
 None.
 Applicability
 Besides its common use with DML statements,5 you can also use the LOCKING modifier with most DDL, DCL, SHOW and HELP statements. In particular, it can be used with CREATE INDEX, and COLLECT STATISTICS to override the default locking severities to prevent deadlocks. LOCKING is also frequently used within view definitions.
 ACCESSREADSHAREWRITEEXCLUSIVECHECKSUM
 the severity, or granularity, of the lock to be placed.
 SHARE is a synonym for READ.
 CHECKSUM is only available for embedded SQL and stored procedure applications with updatable cursors.
 OVERRIDE to permit a READ lock for a single-table SELECT operation when a rollback on an underlying base table in the query was cancelled using the RcvManager utility CANCEL ROLLBACK ON TABLE command (see Utilities).
 You can only specify the OVERRIDE option with a READ lock request.
 MODE an optional noise keyword.
 NOWAIT that if the indicated lock cannot be obtained, the request should be aborted.
 Specify this option for situations in which it is not desirable to have a request wait for resources, and possibly tie up resources another request could use, while waiting.
 SQL_request a valid SQL request.
 You cannot specify LOCKING with the CALL statement.
 If SQL_request is null, then the only effect of LOCK is to lock the specified object.
 This specification is mandatory for row-hash-level locking, but optional for database-, base table-, and view-level locking.
 Syntax Element … Specifies …
 5. You cannot specify a LOCKING request modifier with a CALL request.

Page 329
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxLOCKING Request Modifier
 SQL Reference: Data Manipulation Statements 329
 Locking Severities
 You can specify the following lock severities in the Teradata Database system (see the chapter on transaction processing in SQL Reference: Statement and Transaction Processing for additional information about locking):
 Lock Type Description
 ACCESS Permits selection of data from a base table that can be locked for write access by other users.
 Because the data selected using an ACCESS lock can be inconsistent because the data might be modified concurrently with the request, you should only use this lock for casual inspection of data.
 Placing an ACCESS lock requires the SELECT privilege on the specified object.
 READ Ensures data consistency during a read operation such as a SELECT request.
 Multiple users can concurrently hold a READ lock on a base table. As long as a READ lock is in place, no modification of the object is allowed.
 Placing a READ lock requires the SELECT privilege on the specified object.
 WRITE Enables a single user to modify data.
 As long as the WRITE lock is in place, all other users are excluded from viewing or modifying the object except readers who are viewing data using an ACCESS lock.
 Until a WRITE lock is released, no new READ locks are permitted on the locked object.
 Placing a WRITE lock requires an UPDATE, INSERT, or DELETE privilege on the specified object.
 EXCLUSIVE Excludes all other users.
 This is the most restrictive lock.
 EXCLUSIVE locks are rarely used except to make structural changes to a database.
 Placing an EXCLUSIVE lock on a database object requires the DROP privilege on that object.
 CHECKSUM Used only with updatable cursors in embedded SQL and stored procedures.
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 LOCKING Request Modifier Use With Different DML Statements
 The following table indicates associations between individual SQL DML statements and lock upgrades and downgrades at the row-hash, view, base table, and database object levels:
 The reason that the only modifier for the DELETE, INSERT, MERGE, UPDATE, and SELECT AND CONSUME statements is LOCKING FOR EXCLUSIVE is that the default lock severity for these statements is WRITE. You cannot downgrade a WRITE lock for these statements because doing so would compromise the integrity of the database. Because the SELECT statement does not change data, and therefore its actions cannot compromise database integrity, you are permitted to change its default locking severity to any other severity.
 For details about locking levels, locking severities, and the relationship between them, see SQL Reference: Statement and Transaction Processing.
 Cancelling a Lock
 An operation can wait for a requested lock indefinitely unless you specify the NOWAIT option. If you are working interactively and do not want to wait for a lock, you can issue the BTEQ .ABORT command to cancel the transaction.
 When Explicit Locking Is Necessary
 The system automatically places locks on database objects each time an SQL request is performed. Therefore, it is never necessary to use the LOCKING modifier. Explicit user-specified locks are only useful when you need to override the automatic locking specified by the Optimizer and placed by the Lock Manager.
 This LOCKING modifier severity specification … Is available for this SQL DML statement …
 EXCLUSIVE DELETEINSERTMERGESELECTSELECT AND CONSUMEUPDATE
 WRITE SELECT
 READ SELECT
 ACCESS SELECT
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 Positioning Explicit Lock Requests
 When you need to place an explicit lock, the LOCKING modifier must precede the SQL request that is to be affected by the requested lock.
 The system places the requested lock on the object referenced by the LOCKING modifier for the duration of the transaction containing the modified SQL request. If the transaction is a single-statement request, then the specified lock is only in effect for the duration of the request.
 Using LOCKING ROW
 Note that LOCKING ROW does not generally lock a single row, but rather all rows that hash to a specific value. It is a row hash lock, not a row lock.
 The LOCKING ROW modifier cannot be used to lock multiple row-hashes. If you specify LOCKING ROW FOR ACCESS with multiple row-hashes, the lock is converted to LOCKING TABLE FOR ACCESS, but a WRITE or EXCLUSIVE row-hash lock severity is not transferred to a table-level lock. If a LOCKING ROW FOR WRITE severity is not applicable, the default table-level lock severity is maintained.
 A single value in an IN clause is accepted as a valid row-hash lock specification.
 The use of LOCKING ROW prevents possible deadlocks occurring when two simultaneous primary key SELECTs are followed by an UPDATE, DELETE, or INSERT on the same row.
 For example:
 User A:
 BEGIN TRANSACTION;
 SELECT y FROM t WHERE x=1;
 UPDATE t SET y=0 WHERE x=1;
 END TRANSACTION;
 User B:
 BEGIN TRANSACTION;
 SELECT z FROM t WHERE x=1;
 UPDATE t SET z=0 WHERE x=1;
 END TRANSACTION;
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 The Lock Manager assigns a row-hash-level READ lock when a simple SELECT request is made using a UPI, NUPI, or USI.
 The User A UPDATE statement ROW FOR WRITE lock request waits for the User B ROW OR READ lock to be released. The ROW FOR READ lock is not released because the User B UPDATE statement ROW FOR WRITE lock request is also waiting for the User A ROW FOR READ lock to be released. Previously, this deadlock was avoided by using the LOCKING TABLE modifier:
 BEGIN TRANSACTION;
 LOCKING TABLE t FOR WRITE SELECT z FROM t WHERE x = 1;
 UPDATE ...
 END TRANSACTION;
 Locking an entire base table across all AMPS is undesirable, and the use of LOCKING ROW here prevents the need to lock an entire base table across all AMPs.
 The following example illustrates the use of LOCKING ROW:
 User A:
 BEGIN TRANSACTION;
 LOCKING ROW FOR WRITE SELECT y FROM t WHERE x=1;
 UPDATE t SET y=0 WHERE x=1
 END TRANSACTION;
 User B:
 BEGIN TRANSACTION;
 LOCKING ROW FOR WRITE SELECT z FROM t WHERE x=1;
 UPDATE t SET z=0 WHERE x=1;
 No deadlock occurs because the User B LOCKING ROW FOR WRITE request is blocked by the User A LOCKING ROW FOR WRITE. The User B LOCKING ROW FOR WRITE request completes when the User A END TRANSACTION statement is complete.
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 The system honors a LOCKING ROW modifier request only in the following situations:
 • For single-table retrievals, using primary or unique secondary index searches.
 • When specified with a SELECT request, because the LOCKING ROW modifier picks up the row-hash to be locked from the SELECT request.
 • To upgrade any of the following locks:
 The system does not honor a LOCKING ROW modifier request in the following situations:
 • Where a lock on the target base table is already in place.
 • Where an aggregate/DISTINCT/GROUP BY operation is part of the SELECT request.
 • To downgrade a lock from READ to ACCESS, once that lock is in place.
 If no row-hash lock is in place already, an ACCESS lock can be set instead of a default READ row-hash lock.
 When two primary index SELECTs are followed by primary index UPDATES and the SELECTs are on different row-hashes, deadlock occurs. This is because a primary index update requires a table-level WRITE lock on the target base table.
 For example:
 User A:
 BEGIN TRANSACTION;
 LOCKING ROW WRITE SELECT x FROM t WHERE x = 1; (x is UPI, NUPI, or USI)
 UPDATE t SET x=2 WHERE x=1;
 User B:
 BEGIN TRANSACTION;
 LOCKING ROW WRITE SELECT x FROM t WHERE x=2;
 UPDATE t SET x=1 WHERE x=2;
 Upgrade from this lock … To this lock …
 READ WRITE
 READ EXCLUSIVE
 WRITE EXCLUSIVE
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 The User B SELECT ROW WRITE lock is not queued behind the User A transaction because it has a different row-hash access. Deadlock occurs because the User A table-level lock request waits on the User B row-hash lock, while the User B table-level lock request waits on the User A row-hash lock.
 Using Locks with NULL SQL Statements
 If the LOCKING modifier is followed by a null SQL statement (see “Null” on page 227), the only effect of the modifier is to lock the specified object. While the LOCKING modifier can be used with a null statement, it is best to use LOCKING with a user-generated transaction or as part of a multistatement request.
 Multiple Locks
 Multiple LOCKING modifiers can precede a request if it is necessary to lock more than one object at the same time, for example:
 LOCKING TABLE employee FOR ACCESSLOCKING TABLE department FOR ACCESSSELECT name, locFROM employee, departmentWHERE (empno=mgrno);
 Referencing a Locked Object
 The object that is locked by the LOCKING modifier does not have to be referenced in a subsequent SQL request.
 A lock can be executed separately from the SQL request that it precedes. Therefore, a LOCKING modifier must reference the object on which a lock is being placed. The objects referenced in the SQL request have no effect on the execution of a LOCKING modifier.
 When a LOCKING modifier references a view, the specified lock is applied to all underlying base tables. For example, if a view refers to tables t1 and t2, then a lock on that view would apply to both tables.
 LOCKING DATABASE is the only way to lock a database or a user.
 Specify the Keyword For the Object To Be Locked
 Be sure to specify the keyword for the object (database, table, view, or row-hash) that is to be locked.
 For example, if a database and table are both named accntrec, then you could specify the following form:
 LOCKING TABLE accntrec FOR ACCESS SELECT * FROM accntrec;
 If the TABLE keyword had not been included, the lock would have been placed on the accntrec database.

Page 335
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxLOCKING Request Modifier
 SQL Reference: Data Manipulation Statements 335
 Locks and Views
 A LOCKING modifier can be specified in a view definition. When a view is defined with a LOCKING modifier, the specified lock is placed on the underlying base table set each time the view is referenced in an SQL request.
 For more information on defining views, see CREATE VIEW and CREATE RECURSIVE VIEW in SQL Reference: Data Definition Statements.
 When Both the Request and View Referenced Include LOCKING Request Modifiers
 Although views are often created to enforce a LOCKING FOR ACCESS rule, any user can override the LOCKING FOR ACCESS by specifying a LOCKING FOR READ request modifier on the view. For example:
 REPLACE VIEW vprod.ad_me_inf ASLOCKING TABLE prod.ad_me_inf FOR ACCESSSELECT ad_me_id, ad_me_dsc_txFROM prod.ad_me_inf;
 If you do an EXPLAIN on the following query, the access lock can be seen in statement 1.
 SELECT COUNT(*) FROM vprod.ad_me_inf;
 If you do an EXPLAIN on the following query, you can see a read lock in statement 1 of the report.
 LOCKING TABLE vprod.ad_me_inf FOR READSELECT COUNT (*) FROM vprod.ad_me_inf;
 This behavior could be considered undesirable because the LOCKING FOR ACCESS request modifier can be overridden by anyone at any time. However, some users find this to be useful and depend on being able to override lock clauses in views by placing a lock in the request.
 READ Locks and Cancelled Rollback Operations
 When you use the RcvManager utility to cancel a transaction rollback, the system marks the base table on which the rollback was cancelled as nonvalid. As a result, the table cannot be updated. With some restrictions, you can inspect the rows of the non-valid base table if you specify a LOCKING FOR READ OVERRIDE modifier.
 The following rules document the restrictions on the use of a LOCKING FOR READ OVERRIDE modifier:
 • You can only read from a single base table using this modifier. Attempts to perform multitable operations return an error.
 • You can specify LOCKING FOR READ OVERRIDE for any single base table, whether a rollback has been cancelled on that table or not.
 • The Optimizer only uses indexes to read base valid base tables. If you use LOCKING FOR READ OVERRIDE to access a non-valid table, then the system always uses a full-table scan.
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 Determining Which Locks Are Set
 Use the EXPLAIN request modifier with an SQL request to determine what locks are set when the request is executed.
 If you have the MONITOR SESSION privilege, you can view all locks in the system through use of the Performance Monitor/Application Programming Interface (PM/API).
 Example 1
 The following LOCKING clause can be used to select data from the employee table while it is being modified:
 LOCKING TABLE personnel.employee FOR ACCESSSELECT name, salary FROM employee WHERE salary < 25000 ;
 This query might do any of the following things.
 • Return rows whose data can be updated or deleted an instant later by a concurrent operation initiated by another user who has obtained a WRITE lock.
 • Omit rows that are undergoing a concurrent insert operation.
 • Include rows that were never permanently in the base table, because a transaction that was being used to insert new rows was aborted and its new rows backed out.
 Example 2
 The system deals properly with the synchronization of base data rows and index subtable rows. However, an ACCESS lock can allow inconsistent results even when secondary indexes are used in conditional expressions because index constraints are not always rechecked against the data row.
 For example, suppose a column named qualifyaccnt is defined as a secondary index for a base table named accntrec as it does in the following request:
 LOCKING TABLE accntrec FOR ACCESSSELECT accntno, qualifyaccnt FROM accntrec WHERE qualifyaccnt = 1587;
 The request could return:
 AccntNo QualifyAccnt ------- -------------
 1761 4214
 In this case, the value 1587 was found in the secondary index subtable and the corresponding data row was selected and returned. However, the data for account 1761 had been changed by another user while the retrieval was in process. This is referred to as a dirty read (see SQL Reference: Statement and Transaction Processing).
 Anomalous results like these are possible even if the data is changed only momentarily by a transaction that is ultimately aborted. The ACCESS lock is most useful to those who simply want an overview of data and are not concerned with consistency.
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 Example 3: LOCKING ROW
 This example demonstrates the proper use of a rowhash lock.
 CREATE TABLE customer (cust_id INTEGER,phone INTEGER, fax INTEGER, telex INTEGER)
 PRIMARY INDEX (cust_id), UNIQUE INDEX(fax), INDEX(telex):
 CREATE TABLE sales (custcode INTEGER, zip INTEGER, salesvol INTEGER);
 User A:
 BEGIN TRANSACTION;
 LOCKING ROW EXCLUSIVESELECT phone FROM customer WHERE cust_id=12345;
 UPDATE customer SET phone=3108292488 WHERE cust_id=12345;
 The User A EXCLUSIVE rowhash lock prevents another user from accessing the same row.
 In the following, the user A rowhash WRITE lock, in conjunction with LOCKING TABLE, prevents user B from accessing the same row:
 User A:
 BEGIN TRANSACTION;
 LOCKING TABLE sales FOR READ, LOCKING ROW FOR WRITE SELECT telex FROM customer WHERE fax=0;
 UPDATE customer SET telex=0 WHERE fax=0;
 SELECT zip FROM sales WHERE custcode=111;
 SELECT salesvol FROM sales WHERE custcode=222;...
 END TRANSACTION;
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 User B:
 BEGIN TRANSACTION;
 LOCKING ROW FOR WRITE SELECT * FROM customer WHERE cust_id=12345INSERT INTO customer (12345, 3108284422, 3108684231, 5555);
 END TRANSACTION;
 The User B LOCKING ROW FOR WRITE modifier waits until the User A transaction ends before it can be completed.
 Example 4: NOWAIT Option
 Suppose you have a request that you do not want to be placed in the lock queue if it cannot be serviced immediately. In this case, you should use the NOWAIT option. For example:
 LOCKING employee FOR READ NOWAITSELECT employee_number, last_nameFROM employeeWHERE department_number=401;
 *** Failure 7423 Object already locked and NOWAIT.Transaction Aborted. Statement# 1, Info =0
 Another request had employee locked with a conflicting lock, so your request was aborted.
 You must resubmit the request.
 LOCKING employee FOR READ NOWAITSELECT employee_number, last_nameFROM employeeWHERE department_number=401;
 *** Query completed. 7 rows found. 2 columns returned. *** Total elapsed time was 1 second.
 employee_number last_name --------------- --------------------
 1003 Trader 1004 Johnson 1013 Phillips 1002 Brown 1010 Rogers 1022 Machado 1001 Hoover
 This time, no locks were being held on employee, so the request completed successfully.
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 Related Topics
 FOR additional information about … SEE …
 database locks SQL Reference: Statement and Transaction Processing
 HUT locks • Teradata Archive/Recovery Utility Reference
 • SQL Reference: Statement and Transaction Processing
 cancelling rollback operations Utilities
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 MERGE
 PurposeMerges a source row set into a target table based on whether any target rows satisfy a specified matching condition with the source row.
 Syntax
 IF the source and target rows … THEN the merge operation is an …
 satisfy the matching condition update based on the specified WHEN MATCHED THEN UPDATE clause.
 do not satisfy the matching condition insert based on the specified WHEN NOT MATCHED THEN INSERT clause.
 MERGE
 USING VALUES ( using_expression
 source_table_name
 target_tableINTO correlation_name
 AS
 WHEN MATCHED THEN UPDATE
 LOGGING ERRORS
 SET update_column=update_expression
 UPD
 match_condition ON
 WHEN NOT MATCHED clause
 (
 ( subquery AS(
 ,
 A
 A
 ( column_name
 ,
 (
 Bsource_table_name
 ( column_name
 ,
 (
 C
 D
 E
 WHEN NOT MATCHED THEN INSERT
 INS VALUES
 insert_column VALUES
 ,
 ( )
 ,
 C
 1101B445
 B
 WHEN NOT MATCHED clause
 WHEN NOT MATCHED clause
 D
 E
 ;
 insert_expression
 ,
 ( )
 ALL WITH NO LIMIT
 LIMIT OF error_limit
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 where:
 Syntax element … Specifies …
 target_table the base data table, global temporary table, volatile table, or queue table to be updated, inserted into, or both.
 correlation_name an optional alias for target_table.
 USING an introduction to the table expression that defines the source table rows for the merge operation.
 using_expression an expression defining the columns of the table expression that specifies the source table rows for the merge as a list of using_expression values.
 The table expression representing the source table rows is composed of the comma-separated list of using_expression values. It is not a single value expression.
 using_expression can reference any of the following:
 • constants
 • built-in functions (For details, see “Built-In Functions” in SQL Reference: Functions and Operators.)
 • USING request modifier variables
 • macro parameters
 • stored procedure parameters
 • host variables
 • string literals
 • the target table for the MERGE operation.
 For example, you can use the target table as the source table, but in that case, the target table becomes another instance table that contains the row data as it was prior to the update to the target table by the MERGE operation (see “Example 18: Using the Target Table as the Source Table” on page 404).
 using_expression cannot reference columns in any other base table.
 subquery a subquery table expression that specifies the source table for the merge.
 You can specify host variables in the WHERE clause, but not in the select list, of subquery.
 All host variables must be preceded by a COLON character.
 If subquery returns no rows, the source table is empty, no triggers are fired (see “MERGE as a Triggering Action” on page 389), and the merge operation performs neither update nor insert operations on target_table.
 subquery can reference any of the following:
 • rows in the queried table
 • constants
 • USING request modifier variables
 The WHERE clause for subquery must include an equality condition on the UPI or USI of the queried table to ensure a singleton select.
 source_table_name the name of the source table to be merged into target_table.
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 column_name optional names to be used for the source row columns defined by the corresponding using_expression or subquery select list expression or by source_table_name.
 If you do not specify any column names, MERGE uses the column names specified in the using_expression or subquery of the USING clause.
 Source row columns, qualified by source_table_name, can be referenced in match_condition or in an update_expression or insert_expression.
 AS correlation_name an optional correlation name for the source table specified by using_expression, subquery, or source_table_name.
 match_condition a conditional expression that determines whether the source row matches a given row in the target table. If the condition is met for any target rows and a WHEN MATCHED clause is specified, then the matching target rows are updated.
 match_condition must specify an equality constraint on the primary index of target_table to ensure that the candidate target row set can be hash-accessed on a single AMP. The specified primary index value must match the primary index value implied by the column values specified in the WHEN NOT MATCHED clause.
 If the primary index value is the result of a using_expression, the expression cannot reference any column in target_table. Additionally, match_condition cannot specify subqueries or references to columns that do not belong to either the source table or to target_table.
 If target_table is a PPI table, the values of the partitioning columns must also be specified in match_condition, and the WHEN NOT MATCHED clause must specify the same partitioning column values as match_condition.
 Host variables are permitted in match_condition.
 All host variables must be preceded by a COLON character.
 match_condition cannot reference a table that is neither the target table nor the source table.
 WHEN MATCHED THEN UPDATE SET
 an introduction to an update set clause operation to be performed for matching rows.
 You can specify WHEN MATCHED THEN and WHEN NOT MATCHED THEN clauses in any order.
 update_column = update_expression
 an equality condition on a target table column (specified by update_column) that defines how the specified field is to be updated.
 update_expression produces a new value to be placed into the field to be updated.
 update_expression can include source table column references, target table column references, a constant, a null (expressed by the reserved word NULL), a DEFAULT function, host variables, or an arithmetic expression for calculating the new value.
 All host variables must be preceded by a COLON character.
 Syntax element … Specifies …
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 WHEN NOT MATCHED THEN INSERT
 an introduction to a value list to be inserted for nonmatching rows.
 You can specify WHEN MATCHED and WHEN NOT MATCHED clauses in any order. You can also specify a WHEN NOT MATCHED clause without also specifying a WHEN MATCHED clause.
 Because an inserted row might be a duplicate of an existing row in target_table, its acceptance depends on whether target_table is defined to be SET or MULTISET.
 insert_column a column name into which a corresponding value in the value list is to be inserted for nonmatching rows.
 insert_expression a value to be inserted into a corresponding insert_column for nonmatching rows.
 Host variables are permitted in insert_expression.
 All host variables must be preceded by a COLON character.
 Begin LOGGING ERRORS option
 LOGGING [ALL] ERRORS
 to log all data errors, reference index errors, and USI errors.
 If you do not specify the LOGGING ERRORS option, the system does no error handling. If an error occurs, the following session-mode behavior occurs:
 The noise keyword ALL is the default.
 IF the current session mode is … THEN the erring …
 ANSI request aborts and rolls back.
 Teradata transaction aborts and rolls back.
 Begin LOGGING ERRORS LIMIT option
 If you do not specify a value for the LIMIT option, the system defaults to a 10 error limit.
 WITH NO LIMIT that there is no limit to the number of errors that can be logged in the error table associated with the target data table for this MERGE operation.
 Note that this does not mean that there is no limit on the number of errors the system can log for a MERGE request; instead, it means that errors will continue to be logged until the system-determined limit of 16,000,000 errors have been logged (see “CREATE ERROR TABLE” in SQL Reference: Data Manipulation Statements).
 Syntax element … Specifies …
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 ANSI Compliance
 MERGE is ANSI SQL-2003-compliant.
 Note that in the ANSI SQL:2003 definition, this statement is named MERGE INTO, while in the Teradata definition, INTO is an unnecessary noise keyword.
 Authorization
 The privileges required to perform MERGE depend on the merge matching clause of the request you submit.
 The privileges required for a MERGE … LOGGING ERRORS operation are the same as those for MERGE operations without a LOGGING ERRORS option with the exception that you must also have the INSERT privilege on the error table associated with the target data table for the MERGE operation.
 WITH LIMIT OF error_limit
 that the limit on the number of errors that can be logged in the error table associated with the target data table for this MERGE operation is error_limit.
 If this limit is exceeded, the system aborts the request in Teradata session mode or the transaction in ANSI session mode, and rolls back all changes made to the target table, but does not roll back the logged error table rows.
 The value you specify for error_limit can be anything in the range of 1 to 16 000 000, inclusive. The default value for error_limit is 10.
 End LOGGING ERRORS LIMIT option
 End LOGGING ERRORS option
 Syntax element … Specifies …
 IF you specify this type of merge matching clause … THEN you must have this privilege …
 WHEN MATCHED UPDATE on every column of target_table that is specified in the UPDATE SET set clause list.
 WHEN NOT MATCHED INSERT on target_table.
 The INSERT privilege is also required on all of the columns specified in the INSERT column list.
 both • SELECT on any source table specified in a USING subquery.
 • all the update and insert privileges required for the WHEN MATCHED and WHEN NOT MATCHED clauses.
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 Exceptions to Full ANSI Compliance
 There are five exceptions to full ANSI compliance for the Teradata implementation of the MERGE statement, as documented by the following list:
 • The ANSI SQL:2003 definition for this statement is MERGE INTO, while the Teradata definition is MERGE, with INTO being an unnecessary noise keyword.
 • The Teradata implementation of MERGE does not support the ANSI OVERRIDE clause in the INSERT specification.
 In the ANSI definition of the MERGE statement, this clause applies to identity columns only and allows the overriding of either user-specified or system-generated identity values. Teradata does not support this operation in its regular non-error logging MERGE statements, either.
 • You cannot update primary index column values using MERGE.
 • The match_condition you specify with the ON keyword must specify an equality constraint on the primary index of the target table.
 • Inequality conditions are not valid, nor are conditions specified on a column set other than the primary index column set for the target table.
 • The specified primary index value must match the primary index value implied by the column values specified in the INSERT clause.
 • match_condition cannot contain subqueries or references to columns that do not belong to either the source or target tables.
 • match_condition cannot equate explicitly with NULL.
 • If the primary index value is the result of an expression, then the expression cannot reference any column in the target table.
 • If the target table is a PPI table, you must also specify the values of the partitioning columns in match_condition, and the INSERT clause must specify the same partitioning column values as match_condition.
 • For multiply-sourced rows in a MERGE operation, the firing sequence of triggers defined on the target table depends on the order of the UPDATE and INSERT components of the MERGE request. This can have an impact on the results of the MERGE operation.
 If you specify the UPDATE component before the INSERT component, the order of processing is as follows:
 a BEFORE UPDATE triggers
 b BEFORE INSERT triggers
 c MERGE UPDATE and MERGE INSERT operations
 d AFTER UPDATE triggers
 e AFTER INSERT triggers

Page 346
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxMERGE
 346 SQL Reference: Data Manipulation Statements
 If you place the INSERT specification before the UPDATE specification, the order of processing is as follows:
 a BEFORE INSERT triggers
 b BEFORE UPDATE triggers
 c MERGE INSERT and MERGE UPDATE operations
 d AFTER INSERT triggers
 e AFTER UPDATE triggers
 Differences in MERGE Statement Behavior Between Teradata Database V2R5.0 and Teradata Database 12.0 Releases
 This topic is relevant only if you have applications written that use the original Teradata Database V2R5.0 implementation of MERGE. If your site does not have such applications, then you can ignore the topic.
 Abbreviate the original Teradata Database V2R5.0 and the Teradata Database 12.0 implementations of the MERGE statement as follows:
 The Parser can take two different paths to process a MERGE request depending on how the request is coded: the AM path and the OM path. When you submit a MERGE request, the Parser first attempts to take the AM path to process the request. If the AM path cannot be taken because the request violates some of the AM rules, then the Parser attempts to take the OM path. If this also fails, the system aborts the MERGE request and generates an error.
 The following flowchart illustrates this:
 Abbreviation Meaning
 OM Original MERGE implementation from Teradata Database V2R5.0.
 AM ANSI MERGE implementation from Teradata Database 12.0.
 1101A512
 Doesrequest follow
 AM rules?
 Y
 Y
 N
 Doesrequest follow
 OM rules?
 N
 MERGE Request
 Take AM path
 Take OM path
 Abort Request

Page 347
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxMERGE
 SQL Reference: Data Manipulation Statements 347
 For a MERGE request to take the AM path, the following rules must be obeyed:
 For a MERGE request to take the OM path, the following rules must be obeyed:
 You can identify which path the Parser takes for a given MERGE request by EXPLAINing the request and examining the EXPLAIN test as follows:
 Rule Name Rule Description
 AM.1 The source relation can be either a single row or multiple rows.
 AM.2 The primary index of the target relation must be bound by an equality condition to an explicit term or to a column set of the source relation.
 AM.3 The primary index of the target relation cannot be updated.
 AM.4 The INSERT specification if the WHEN NOT MATCHED clause, if specified, must always cause the insert to be on the local AMP.
 That means the value specified for the primary index in the insert must match what is specified in the ON clause with the target primary index of the target relation.
 Rule Name Rule Description
 OM.1 The source relation must be a single row.
 OM.2 The primary index of the target relation must be bound by an equality condition to a numeric constant or to a string literal in the ON clause.
 OM.3 You cannot specify error logging for the request (see “Logging MERGE Errors In an Error Table” on page 382).
 FOR this path through the Parser …The following text is found in the EXPLAIN report for the MERGE request …
 V2R5.0 conditional step execution of Update and Insert steps.
 Note that this is not necessarily definitive because not all MERGE requests have an Insert step. Because of this, it is more accurate to say that conditional step execution of Update and Insert steps is often found in the EXPLAIN report for the MERGE request.
 12.0 “merge with matched updates and unmatched inserts.”
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 The following examples are intended to simplify the understanding of these rules. Consider the following table definitions and MERGE request against those tables:
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER);
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER);
 MERGE INTO t1 USING t2
 ON a1 = 10WHEN MATCHED THEN
 UPDATE SET c1 = c2WHEN NOT MATCHED THEN
 INSERT (b2, c2, a2);
 With the AM and OM rules in mind, the Parser first attempts to follow the AM path, and the AM rules are evaluated accordingly:
 • Rule AM.1 is not violated because the source relation, t2, is a multirow source.
 • Rule AM.2 is not violated because the ON clause specifies the condition a1=10, where the primary index of the target table, t1, is bound by a numeric constant.
 • Rule AM.3 is not violated because the primary index is not updated.
 • Rule AM.4 is violated because column b2 is specified for the primary index of the target table, t1, instead of the value 10. As a result, the primary index value specified in the INSERT specification is not that same as that specified in the ON clause.
 Because the Parser cannot take the AM path, it attempts to execute the MERGE request taking the OM path. The following list indicates how the OM rules are evaluated for this request:
 • Rule OM.1 is violated because the source relation, t2, has multiple rows.
 • Rule OM.2 is not violated because the ON clause specifies the primary index of the target table, t1, bound by a constant.
 Because Rule OM.1 is violated, the MERGE request fails.
 To make this request work, you need to recode it in such a way that either Rule AM.4 or Rule OM.1 is satisfied.
 To satisfy Rule AM.4, the request could be recoded by editing the INSERT clause and replacing b2 with the constant value 10:
 MERGE INTO t1 USING t2
 ON a1 = 10WHEN MATCHED THEN
 UPDATE SET c1 = c2WHEN NOT MATCHED THEN
 INSERT (10, c2, a2);
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 Similarly, the request could be recoded to follow Rule AM.2 by editing the ON clause and replacing the constant value 10 by b2. The request would then take the AM path.
 MERGE INTO t1 USING t2
 ON a1 = b2WHEN MATCHED THEN
 UPDATE SET c1 = c2WHEN NOT MATCHED THEN
 INSERT (b2, c2, a2);
 Note that if either or both of the following is true, the Parser follows the OM path:
 • The MERGE request updates the primary index of the target table
 • The INSERT specification specifies a primary index value that is different from the value specified in the ON clause
 Cases AM.1 through AM.4 illustrate examples that take the AM path:
 Case AM.1: This request takes the AM path because there are multiple source table rows, which violates rule OM.1, and because the primary index of the target table, a1, is bound by an equality column expression with a source table column(a1=b2) in its ON clause, which violates rule OM.2.
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER)
 UNIQUE PRIMARY INDEX (a1);
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER);
 EXPLAIN MERGE INTO t1USING t2
 ON a1 = b2WHEN MATCHED THEN
 UPDATE SET c1 = c2;
 *** Help information returned. 19 rows. *** Total elapsed time was 1 second.
 Explanation---------------------------------------------------------------------------1) First, we lock a distinct OB."pseudo table" for read on a RowHash
 to prevent global deadlock for OB.t2.2) Next, we lock a distinct OB."pseudo table" for write on a RowHash
 to prevent global deadlock for OB.t1.3) We lock OB.t2 for read, and we lock OB.t1 for write.4) We do an all-AMPs RETRIEVE step from OB.t2 by way of an all-rows
 scan with no residual conditions into Spool 1 (used to materializeview, derived table or table function t2) (all_amps), which isredistributed by the hash code of (OB.t2.b2) to all AMPs. Then wedo a SORT to order Spool 1 by row hash. The size of Spool 1 isestimated with low confidence to be 2 rows (58 bytes). Theestimated time for this step is 0.03 seconds.
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 5) We do an all-AMPs merge with matched updates into OB.t1 from Spool1 (Last Use) with a condition of ("OB.t1.a1 = B2"). The number ofrows merged is estimated with low confidence to be 2 rows.
 6) Finally, we send out an END TRANSACTION step to all AMPs involvedin processing the request.
 -> No rows are returned to the user as the result of statement 1.
 Case AM.2: This request takes the AM path because it does not violate any of the rules for that path. Furthermore, there are multiple source table rows, which violates rule OM.1.
 EXPLAIN MERGE INTO t1USING t2
 ON a1 = 10WHEN MATCHED THEN
 UPDATE SET c1 = c2;
 *** Help information returned. 20 rows. *** Total elapsed time was 1 second.
 Explanation---------------------------------------------------------------------------1) First, we lock a distinct OB."pseudo table" for read on a RowHash
 to prevent global deadlock for OB.t2.2) Next, we lock a distinct OB."pseudo table" for write on a RowHash
 to prevent global deadlock for OB.t1.3) We lock OB.t2 for read, and we lock OB.t1 for write.4) We do an all-AMPs RETRIEVE step from OB.t2 by way of an all-rows
 scan with no residual conditions into Spool 1 (used to materializeview, derived table or table function t2) (all_amps), which isredistributed by the hash code of (10) to all AMPs. Then we do aSORT to order Spool 1 by row hash. The size of Spool 1 isestimated with low confidence to be 2 rows (58 bytes). Theestimated time for this step is 0.03 seconds.
 5) We do an all-AMPs merge with matched updates into OB.t1 from Spool1 (Last Use) with a condition of ("OB.t1.a1 = Field_5"). Thenumber of rows merged is estimated with low confidence to be 2rows.
 6) Finally, we send out an END TRANSACTION step to all AMPs involvedin processing the request.
 -> No rows are returned to the user as the result of statement 1.
 Case AM.3: This request takes the AM path because it does not violate any of the rules for that path.
 Note that the request also does not violate any of the rules for the OM path, but MERGE requests always take the AM path if they do not violate any of the rules for that path.
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER);
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER)
 UNIQUE PRIMARY INDEX (a2);
 EXPLAIN MERGE INTO t1USING (SELECT a2, b2, c2
 FROM t2 WHERE a2 = 1) AS source (a2, b2, c2)
 ON a1 = 10WHEN MATCHED THEN
 UPDATE SET b1 = b2;

Page 351
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxMERGE
 SQL Reference: Data Manipulation Statements 351
 Explanation---------------------------------------------------------------------------1) First, we lock a distinct OB."pseudo table" for write on a RowHash
 to prevent global deadlock for OB.t1.2) Next, we lock OB.t1 for write.3) We do a single-AMP RETRIEVE step from OB.t2 by way of the unique
 primary index "OB.t2.a2 = 1" with no residual conditions intoSpool 1 (used to materialize view, derived table or table functionsource) (all_amps), which is redistributed by the hash code of (10) to all AMPs. Then we do a SORT to order Spool 1 by row hash.The size of Spool 1 is estimated with low confidence to be 1 row (29 bytes). The estimated time for this step is 0.03 seconds.
 4) We do an all-AMPs merge with matched updates into OB.t1 from Spool1 (Last Use) with a condition of ("OB.t1.a1 = Field_4"). Thenumber of rows merged is estimated with low confidence to be 1 row.
 5) Finally, we send out an END TRANSACTION step to all AMPs involvedin processing the request.
 -> No rows are returned to the user as the result of statement 1.
 Case AM.4: This MERGE request follows the AM path because it does not violate any of the rules for that path and because the primary index of the target table, a1, is bound by an equality column expression with a source table column(a1=a2) in its ON clause, which violates rule OM.2.
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER)
 UNIQUE PRIMARY INDEX (a1);
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER)
 UNIQUE PRIMARY INDEX (a2);
 EXPLAIN MERGE INTO t1USING (SELECT a2, b2, c2
 FROM t2 WHERE a2 = 1) AS source (a2, b2, c2)
 ON a1 = a2WHEN MATCHED THEN
 UPDATE SET b1 = b2;
 *** Help information returned. 17 rows.*** Total elapsed time was 1 second.
 Explanation---------------------------------------------------------------------------1) First, we lock a distinct OB."pseudo table" for write on a RowHash
 to prevent global deadlock for OB.t1.2) Next, we lock OB.t1 for write.3) We do a single-AMP RETRIEVE step from OB.t2 by way of the unique
 primary index "OB.t2.a2 = 1" with no residual conditions intoSpool 1 (used to materialize view, derived table or table functionsource) (one-amp), which is built locally on that AMP. Then we doa SORT to order Spool 1 by the hash code of (OB.t2.a2). The sizeof Spool 1 is estimated with low confidence to be 1 row (29 bytes).The estimated time for this step is 0.02 seconds.
 4) We do an all-AMPs merge with matched updates into OB.t1 from Spool1 (Last Use) with a condition of ("OB.t1.a1 = A2"). The number ofrows merged is estimated with low confidence to be 1 row.
 5) Finally, we send out an END TRANSACTION step to all AMPs involvedin processing the request.
 -> No rows are returned to the user as the result of statement 1.
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 Cases OM.1 through OM.3 illustrate examples that take the OM path:
 Case OM.1: This MERGE request takes the OM path because it updates the primary index, a1, of the target table, which violates rule AM3, but does not violate any of the rules for the OM path.
 Note that this is true even though a1 is defined as the primary index for target table t1 by default and is not defined explicitly.
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER);
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER)
 UNIQUE PRIMARY INDEX (a2);
 EXPLAIN MERGE INTO t1USING (SELECT a2, b2, c2
 FROM t2 WHERE a2 = 1) AS source (a2, b2, c2)
 ON a1 = 10WHEN MATCHED THEN
 UPDATE SET a1 = b2;
 Explanation---------------------------------------------------------------------------
 1) First, we lock a distinct OB."pseudo table" for write on a RowHashto prevent global deadlock for OB.t1.
 2) Next, we lock OB.t1 for write.3) We do a single-AMP RETRIEVE step from OB.t2 by way of the unique
 primary index "OB.t2.a2 = 1" with no residual conditions intoSpool 3 (one-amp), which is redistributed by the hash code of (10)to all AMPs. The size of Spool 3 is estimated with low confidenceto be 1 row (21 bytes). The estimated time for this step is 0.03seconds.
 4) We do a single-AMP JOIN step from Spool 3 (Last Use) by way of anall-rows scan, which is joined to OB.t1 by way of the primaryindex "OB.t1.a1 = 10" with no residual conditions. Spool 3 andOB.t1 are joined using a product join, with a join condition of ("(1=1)"). The input table OB.t1 will not be cached in memory, butit is eligible for synchronized scanning. The result goes intoSpool 2 (group_amps), which is redistributed by the hash code of (OB.t1.ROWID) to all AMPs. Then we do a SORT to order Spool 2 bythe sort key in spool field1. The size of Spool 2 is estimatedwith low confidence to be 1 row (22 bytes). The estimated timefor this step is 0.04 seconds.
 5) We do a group-AMP MERGE DELETE to OB.t1 from Spool 2 (Last Use)via the row id. New updated rows are built and the result goesinto Spool 4 (all_amps), which is redistributed by the hash codeof (OB.t2.b2) to all AMPs. Then we do a SORT to order Spool 4 byrow hash.
 6) We do an all-AMPs MERGE into OB.t1 from Spool 4 (Last Use).7) Finally, we send out an END TRANSACTION step to all AMPs involved
 in processing the request.-> No rows are returned to the user as the result of statement 1.
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 Case OM.2: This MERGE request follows the OM path because it violates rule AM.4 by coding an INSERT specification that does not match the expression specified in its ON clause, but does not violate any of the rules for the OM path.
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER);
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER)
 UNIQUE PRIMARY INDEX (a2);
 EXPLAIN MERGE INTO t1USING (SELECT a2, b2, c2
 FROM t2 WHERE a2 = 1) source (a2, b2, c2)
 ON a1 = 10WHEN MATCHED THEN
 UPDATE SET b1 = b2WHEN NOT MATCHED THEN
 INSERT (a2, b2, c2);
 Explanation---------------------------------------------------------------------------
 1) First, we do a single-AMP RETRIEVE step from OB.t2 by way of theunique primary index "OB.t2.a2 = 1" with no residual conditionsinto Spool 3 (one-amp), which is redistributed by the hash code of(10) to all AMPs. The size of Spool 3 is estimated with lowconfidence to be 1 row (21 bytes). The estimated time for thisstep is 0.03 seconds.
 2) Next, we do a single-AMP JOIN step from Spool 3 (Last Use) by wayof an all-rows scan, which is joined to OB.t1 by way of theprimary index "OB.t1.a1 = 10" with no residual conditions. Spool3 and OB.t1 are joined using a product join, with a join conditionof ("(1=1)"). The input table OB.t1 will not be cached in memory,but it is eligible for synchronized scanning. The result goesinto Spool 2 (one-amp), which is redistributed by the hash code of(OB.t1.ROWID) to all AMPs. Then we do a SORT to order Spool 2 bythe sort key in spool field1. The size of Spool 2 is estimatedwith low confidence to be 1 row (22 bytes). The estimated timefor this step is 0.04 seconds.
 3) We execute the following steps in parallel.1) We do a Single AMP MERGE Update to OB.t1 from Spool 2 (Last
 Use) via ROWID.2) If no update in 3.1, we do a single-AMP RETRIEVE step from
 OB.t2 by way of the unique primary index "OB.t2.a2 = 1" withno residual conditions into Spool 4 (one-amp), which is builtlocally on that AMP. Then we do a SORT to order Spool 4 bythe hash code of (OB.t2.a2). The size of Spool 4 isestimated with low confidence to be 1 row (25 bytes). Theestimated time for this step is 0.03 seconds.
 4) If no update in 3.1, we do a single-AMP MERGE into OB.t1 fromSpool 4 (Last Use).
 5) Finally, we send out an END TRANSACTION step to all AMPs involvedin processing the request.
 -> No rows are returned to the user as the result of statement 1.
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 Case OM.3: In this case, all four rules of the AM path are satisfied, but the Parser follows the OM path.
 Note that the ON clause expression bound with the target column primary index is the same as the primary index value specified in the INSERT specification. In other words, the value of a2 specified in the INSERT specification is 1, and the ON clause also evaluates to 1. The expressions qualify for the AM path, but the Parser chooses to execute the request using the OM path because it does not have the ability to detect that the expressions are equivalent.
 EXPLAIN MERGE INTO t1USING (SELECT a2, b2, c2
 FROM t2 WHERE a2 = 1) AS source (a2, b2, c2)
 ON a1 = 1WHEN MATCHED THEN
 UPDATE SET b1 = b2WHEN NOT MATCHED THEN
 INSERT (a2, b2, c2);
 Explanation---------------------------------------------------------------------------
 1) First, we execute the following steps in parallel.1) We do a Single AMP MERGE Update to OB.t1 from OB.t2 by way of
 a RowHash match scan.2) If no update in 1.1, we do a single-AMP RETRIEVE step from
 OB.t2 by way of the unique primary index "OB.t2.a2 = 1" withno residual conditions into Spool 2 (one-amp), which is builtlocally on that AMP. Then we do a SORT to order Spool 2 bythe hash code of (OB.t2.a2). The size of Spool 2 isestimated with low confidence to be 1 row (25 bytes). Theestimated time for this step is 0.03 seconds.
 2) Next, If no update in 1.1, we do a single-AMP MERGE into OB.t1from Spool 2 (Last Use).
 3) Finally, we send out an END TRANSACTION step to all AMPs involvedin processing the request.
 -> No rows are returned to the user as the result of statement 1.
 Locking and Concurrency Issues
 The behavior of MERGE requests is also affected based by the locking levels set by you or the system. As explained in “Differences in MERGE Statement Behavior Between Teradata Database V2R5.0 and Teradata Database 12.0 Releases” on page 346, the Parser can process a MERGE request taking either the OM path or the AM path.
 These considerations must be clearly understood when you write your MERGE requests.
 The following cases illustrate useful examples.
 IF the Parser takes this path … THEN the system places these locks …
 OM • Rowhash-level WRITE locks on the target table.
 • READ or ACCESS locks on the source table depending on the situation and whether you specify a LOCKING request modifier.
 AM • Table-level WRITE locks on the target table.
 • READ or ACCESS locks on the source table depending on the situation and whether you specify a LOCKING request modifier.
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 Case 1
 The following EXPLAIN text indicates that the parser chooses the OM path to execute this MERGE request, exerting rowhash-level WRITE locks on target table t1.
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER);
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER)
 UNIQUE PRIMARY INDEX (a2);
 EXPLAIN MERGE INTO t1USING (SELECT a2, b2, c2
 FROM t2 WHERE a2 = 1) AS source (a2, b2, c2)
 ON a1 = 1WHEN MATCHED THEN
 UPDATE SET b1 = b2WHEN NOT MATCHED THEN
 INSERT (a2, b2, c2);
 *** Help information returned. 16 rows.*** Total elapsed time was 1 second.
 Explanation---------------------------------------------------------------------------
 1) First, we execute the following steps in parallel.1) We do a Single AMP MERGE Update to OB.t1 from OB.t2 by way of
 a RowHash match scan.2) If no update in 1.1, we do a single-AMP RETRIEVE step from
 OB.t2 by way of the unique primary index "OB.t2.a2 = 1" withno residual conditions into Spool 2 (one-amp), which is builtlocally on that AMP. Then we do a SORT to order Spool 2 bythe hash code of (OB.t2.a2). The size of Spool 2 isestimated with low confidence to be 1 row (25 bytes). Theestimated time for this step is 0.03 seconds.
 2) Next, If no update in 1.1, we do a single-AMP MERGE into OB.t1from Spool 2 (Last Use).
 3) Finally, we send out an END TRANSACTION step to all AMPs involvedin processing the request.
 -> No rows are returned to the user as the result of statement 1.
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 Case 2
 The MERGE request from “Case 1” on page 355 is slightly modified in Case 2 by changing the ON clause condition to a1=a2 to force the Parser to take the AM path.
 Note that the query plan calls for a table-level WRITE lock on target table t1 in steps 1 and 2.
 EXPLAIN MERGE INTO t1USING (SELECT a2, b2, c2
 FROM t2 WHERE a2 = 1) AS source (a2, b2, c2)
 ON a1 = a2WHEN MATCHED THEN
 UPDATE SET b1 = b2WHEN NOT MATCHED THEN
 INSERT (a2, b2, c2);
 Explanation---------------------------------------------------------------------------
 1) First, we lock a distinct OB."pseudo table" for write on a RowHashto prevent global deadlock for OB.t1.
 2) Next, we lock OB.t1 for write.3) We do a single-AMP RETRIEVE step from OB.t2 by way of the unique
 primary index "OB.t2.a2 = 1" with no residual conditions intoSpool 1 (used to materialize view, derived table or table functionsource) (one-amp), which is built locally on that AMP. Then we doa SORT to order Spool 1 by the hash code of (OB.t2.a2). The sizeof Spool 1 is estimated with low confidence to be 1 row (33 bytes).The estimated time for this step is 0.02 seconds.
 4) We do an all-AMPs merge with matched updates and unmatched insertsinto OB.t1 from Spool 1 (Last Use) with a condition of ("OB.t1.a1= A2"). The number of rows merged is estimated with lowconfidence to be 1 row.
 5) Finally, we send out an END TRANSACTION step to all AMPs involvedin processing the request.
 -> No rows are returned to the user as the result of statement 1.
 Case 3
 Locking considerations become critical when you are submitting MERGE requests in an array-processing environment (see Teradata Call-Level Interface Version 2 Reference for Channel-Attached Systems or Teradata Call-Level Interface Version 2 Reference for Network-Attached Systems for details) because those requests can cause transaction deadlocks (see SQL Reference: Statement and Transaction Processing) if they are not coded correctly.
 This case is an example of how improper coding can cause deadlocks. In this case, the same request is repeated once each time through two different sessions as specified by the BTEQ command .REPEAT 2 PACK 100. Because the sessions are running under ANSI transaction semantics, the lock on t1 cannot be released until the COMMIT request is processed successfully.
 Suppose there are two sessions, numbers 1025 and 1026. Assume further that session 1026 executes first. Session 1026 places a table-level WRITE lock on target table t1 and completes the execution of the MERGE request; however, session 1026 cannot release the lock on target table t1 until session 1025 completes because its transaction is not committed until both sessions have completed.
 Session 1025 cannot complete its transaction because session 1026 has a table-level WRITE lock on t1. This is a classic case of deadlock where both sessions are waiting on one other for the lock to be released. The resulting deadly embrace causes both requests to hang.
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 .SET SESSION TRANSACTION ANSI
 .SET SESSIONS 2
 .LOGON nbmps05/ob,ob
 .IMPORT INDICDATA file = ./recind.data
 .REPEAT 2USING (c3 INTEGER)MERGE INTO t1USING (SELECT a2, b2, c2
 FROM t2 WHERE a2 = 1) AS source (a2, b2, c2)
 ON a1 = a2 AND c1 =:c3WHEN MATCHED THEN
 UPDATE SET b1 = b2WHEN NOT MATCHED THEN
 INSERT (a2, b2, c2);.REPEAT 20COMMIT;
 There are two ways to avoid the deadlock that results from this case:
 • Redesign the application.
 • Run the existing application in Teradata session mode to avoid the problem with the transaction-terminating COMMIT request.
 About the MERGE Statement
 The MERGE statement combines the INSERT and UPDATE statements into a single conditional statement. What makes MERGE conditional is its two test clauses, called WHEN MATCHED and WHEN NOT MATCHED.
 The following table explains the meaning of these conditional clauses:
 You can specify the WHEN MATCHED and WHEN NOT MATCHED clauses, one time each, in any order in a MERGE request, and you need not specify both; however, you must specify at least one of these clauses.
 This capability is implemented using a Merge with Matched Updates and Unmatched Inserts AMP step, which is designed to do any combination of insert and update operations within a single step. That means that a merge with matched updates and unmatched inserts step can perform any of the following operations:
 • INSERT only
 • UPDATE only
 • Both INSERT and UPDATE
 IF this clause evaluates to TRUE … THEN MERGE …
 WHEN MATCHED inserts the current source row into the target table.
 WHEN NOT MATCHED updates a matching target table row with the set of values taken from the current source row.
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 Merge with matched updates and unmatched inserts steps assume that the source table is always distributed on the join column of the source table, which is specified in the ON clause as an equality constraint with the primary index of the target table and sorted on the RowKey.
 The step does a RowKey-based Merge Join internally, identifying source rows that qualify for updating target rows and source rows that qualify for inserts, after which it performs those updates and inserts.
 This step is very similar to the APPLY phase of MultiLoad because it guarantees that the target table data block is read and written only once during the MERGE operation.
 The order of evaluating whether a source row should be inserted into the target table or whether a matching target table row should be updated with the value set taken from the source varies accordingly. Note that the end result is different depending on the order you specify the two clauses.
 The following terms apply to the items in the list that follows them:
 • The target_table variable specifies the target table that is being modified.
 • The correlation_name variable is an optional alias for the target table.
 • The source_table_name variable following the USING keyword specifies the source table whose rows act as the source for update and insert operations.
 • The match_condition variable following the ON keyword divides the source table into two disjunct sets: a set of rows that match rows in the target table and a set of rows that do not match rows in the target table.
 The following bullet points describe the general actions undertaken by a MERGE request:
 • The Venn diagram divides the source table rows into two disjunct sets: set A and set B.
 Define set A as the set of matching rows and set B as the set of nonmatching rows.
 The set of matching rows, A, defines the update source, or staging, table.
 The set of nonmatching rows, B, defines the insert source, or staging, table.
 Either set can be empty, but both cannot be empty for any given MERGE operation.
 The system uses the set of matching rows as the update source table for the update operation, as specified by the update_column=update_expression variable.
 The system uses the set of nonmatching rows as the insert source table for the insert operation, as specified by the insert_expression variable.
 1101A444
 A B
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 • The order of application of MERGE update and insert operations depends on the order in which you specify their respective WHEN MATCHED and WHEN NOT MATCHED clauses when you code your MERGE request (see “Exceptions to Full ANSI Compliance” on page 345 for details).
 • When a MERGE request executes, the system activates triggers defined on UPDATE operations if you specify a MERGE WHEN MATCHED clause.
 • When a MERGE request executes, the system activates triggers defined on INSERT operations if you specify a MERGE WHEN NOT MATCHED clause.
 • The order of activation of UPDATE and INSERT triggers is the same as the order of the MERGE WHEN MATCHED and MERGE WHEN NOT MATCHED clauses in the MERGE request.
 • The following orders of operations apply to MERGE operations on source tables that have multiple rows. Assume for all cases that both updates to existing rows in the target table and inserts of new rows into the target table occur without incident.
 The orders of operations differ depending on whether you specify the MERGE WHEN MATCHED (update) clause first or the MERGE WHEN NOT MATCHED (insert) clause first as follows:
 • Assume that the MERGE WHEN MATCHED (update) clause is specified before the MERGE WHEN NOT MATCHED (insert) clause.
 The sequence of actions when the MERGE update request executes are as follows:
 i All BEFORE triggers associated with UPDATE actions are applied.
 ii All BEFORE triggers associated with INSERT actions are applied.
 iii The UPDATE operations specified by the MERGE update specification and the INSERT operations specified by the MERGE insert specification are applied.
 iv The system checks any specified constraints, which might result in referential actions being executed.
 v All AFTER triggers associated with UPDATE actions are applied.
 vi All AFTER triggers associated with INSERT actions are applied.
 • Assume that the MERGE WHEN NOT MATCHED (insert) clause is specified before the MERGE WHEN MATCHED (update) clause.
 i All BEFORE triggers associated with INSERT actions are applied.
 ii All BEFORE triggers associated with UPDATE actions are applied.
 iii The INSERT operations specified by the MERGE insert specification and the UPDATE operations specified by the MERGE update specification are applied.
 iv The system checks any specified constraints, which might result in referential actions being executed.
 v All AFTER triggers associated with INSERT actions are applied.
 vi All AFTER triggers associated with UPDATE actions are applied.
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 • MERGE processes duplicate UPDATE rows in the same way that the UPDATE statement does, and it processes duplicate INSERT rows in the same way that an INSERT … SELECT request does, as indicated by the following table:
 WHEN MERGE detects duplicate rows during this operation … THEN the system …
 INSERT takes different actions on the request depending on several factors.
 IF … THEN the …
 • no error logging is specified for the request
 and
 • the target table is a SET table
 and
 • the session is in ANSI session mode
 request aborts and rolls back.
 • error logging is specified for the request
 and
 • the target table is a SET table
 and
 • the session is in ANSI session mode
 request aborts and rolls back if there are any nonlocal errors, but only after the MERGE request completes or the specified error limit is reached.
 Error-causing rows are logged in an error table and are not rolled back.
 • the target table is a SET table
 and
 • the session is in Teradata session mode
 duplicate rows are silently ignored.
 UPDATE takes different actions on the request depending on several factors.
 Note that the session mode is not a factor in handling duplicate rows for UPDATE operations. The behavior of the system is identical in both ANSI and Teradata session modes.
 IF … THEN the …
 • no error logging is specified for the request
 and
 • the target table is a SET table
 request aborts and rolls back.
 • error logging is specified for the request
 and
 • the target table is a SET table
 request aborts and rolls back if there are any nonlocal errors, but only after the MERGE request completes or the specified error limit is reached.
 Error-causing rows are logged in an error table and are not rolled back.
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 The INSERT source relation for a MERGE request can contain duplicate rows.
 Like the case for INSERT … SELECT requests, MERGE silently ignores duplicate row INSERT attempts into a SET table in Teradata session mode.
 When the system inserts rows into the target table, the insertion of duplicate rows is governed by the normal constraint check rules enforced by the session mode types:
 The UPDATE source relation for a MERGE request can contain duplicate rows.
 Unlike the case for INSERT … SELECT requests, MERGE does not silently ignore duplicate row insert attempts into a SET table in Teradata session mode.
 When the system updates rows into the target table, duplicate updates are handled as documented by the following table:
 IN this session mode … The system handles duplicate row insert attempts by …
 ANSI not inserting them into the target table.
 Instead, it logs them as errors in the appropriate error table.
 This means that the system inserts no rows into the target table under these circumstances.
 Teradata inserting the first row of the duplicate set into the target table and rejecting all the remaining rows from that set without logging them as errors.
 This means that the system inserts one row into the target table under these circumstances.
 IN this session mode … The system handles duplicate update attempts by …
 ANSI taking one of the actions from the following table:
 IF error logging is … THEN the system …
 enabled logs each duplicate update attempt as an error in the appropriate error table.
 This means that the system updates the target table row only once under these circumstances.
 not enabled aborts and rolls back the request.
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 Rules and Limitations for MERGE
 The following rule sets apply to different aspects of the MERGE statement.
 All MERGE requests that were valid for OM continue to be valid for AM.
 • The following items define the meaning of single row with respect to source table rules and limitations for MERGE requests, particularly for MERGE requests coded to follow OM rules:
 • The specified match_condition must specify a single primary index for the target row.
 • If you specify a subquery for source_table_reference, then that subquery must be a singleton SELECT (that is, it cannot retrieve more than a single row from the referenced table) and it must specify either a UPI or USI to make the retrieval.
 The selected columns must be referenced explicitly: the SELECT * syntax is not permitted.
 • If you specify a simple list of column values for source_table_reference, then the retrieval, by definition, retrieves only a single row.
 • All cases of the USING source_table_reference clause that follow OM rules must define a source table with only one row to be applied either to the update specified by the WHEN MATCHED THEN clause or to the insert specified by the WHEN NOT MATCHED THEN clause.
 Teradata updating the row from the duplicate set the first time and rejecting all the remaining update attempts from that set.
 This means that the system updates only one row in the target table under these circumstances.
 IF error logging is … THEN the system …
 enabled logs each duplicate update attempt as error in the appropriate error table.
 This means that the system updates the target table row only once under these circumstances.
 not enabled aborts and rolls back the request.
 IN this session mode … The system handles duplicate update attempts by …

Page 363
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxMERGE
 SQL Reference: Data Manipulation Statements 363
 • The following set of rules applies to MERGE request ON clauses. Before you can understand the ON clause rules and restrictions, you must know the definitions for the following terms that describe MERGE statement ON clause conditions. A MERGE request ON clause has one necessary component and another optional component, as follows:
 • One, and only one, primary condition
 • Zero, one, or many secondary conditions
 A primary condition is the necessary condition for the MERGE request to execute, while secondary conditions are optional and are not required to be specified unless the application requires them.
 The following examples are intended to clarify the concepts of primary and secondary ON clause conditions.
 Suppose you create the following two tables and then submit the MERGE request that follows their definition.
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER);
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER);
 MERGE INTO t1USING t2
 ON a1=b2WHEN MATCHED THEN
 UPDATE SET b1=b2;
 The predicate ON a1=b2 is the primary, and only, condition in this MERGE request.
 If the ON clause were modified to ON a1=b2 AND c1=c2, then c1=c2 is, by definition, a secondary condition.
 For PPI tables, the partitioning column set must be a component of the primary condition definition. For example, consider the following target and source table definitions and MERGE request against them:
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER)
 PRIMARY (a1) PARTITION BY (c1);
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER);
 MERGE INTO t1USING t2
 ON a1=b2 AND c1=10 AND b1<b2WHEN MATCHED THEN
 UPDATE SET b1=b2;
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 For this MERGE request, the primary condition is a1=b2 AND c1=10, and b1<b2 is a secondary condition.
 The following set of six rules clarifies these ON clause definitions.
 • The primary condition in the ON clause must be an equality constraint.
 This is the minimum condition required for a valid ON clause predicate.
 Secondary conditions do not have this restriction.
 For example, the following MERGE request is not valid because the primary ON clause condition, a1<a2, is not an equality constraint.
 MERGE INTO t1USING t2
 ON a1<a2WHEN MATCHED THEN
 UPDATE SET b1=b2;
 The following MERGE request is valid because the primary condition in its ON clause, a1=a2, is an equality constraint. The secondary condition b1<>b2 being a nonequality has no bearing on the validity of the request because any Θ operator is valid for a secondary condition.
 MERGE INTO t1USING t2
 ON a1=a2 AND b1<>b2WHEN MATCHED THEN
 UPDATE SET b1=b2;
 • The primary condition in the ON clause must not specify an expression on any of the following:
 • Target table primary index
 • Target table partitioning expression
 • Both the target table primary index and its partitioning expression
 Consider the following target and source table definitions:
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER)
 PRIMARY (a1) PARTITION BY (c1);
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER);
 The following MERGE request is not valid because the primary condition in the ON clause specifies the expressions a1+10 and c1*b1 on the primary index a1, and the partitioning column c1,of target table t1, respectively.
 MERGE INTO t1USING t2
 ON a1+10=b2 AND c1*b1=10 AND b1<b2WHEN MATCHED THEN
 UPDATE SET b1=b2;
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 However if the primary index, or the partitioning column set, or both are specified in a secondary condition, this restriction does not apply, as is demonstrated by the following valid example:
 MERGE INTO t1USING t2
 ON a1=b2 AND c1=10 AND a1+10=c2 AND c1*b1=10WHEN MATCHED THEN
 UPDATE SET b1=b2;
 In this MERGE request, the ON condition expressions a1+10=c2 and c1*b1=10 are specified in a secondary condition, so the request is valid.
 • The primary condition in the ON clause must specify an equality condition with the primary index of the target table, and with its partitioning column if it is a PPI table. The expression must also be identical to the expression specified for the primary index and PPI column in the INSERT specification.
 This rule applies to the AM path only.
 The specified primary index value must equal the primary index (and partitioning column value if the target table has a PPI) value implied by the column values specified in the INSERT specification of the WHEN NOT MATCHED clause.
 If the primary index value results from the evaluation of an expression, then that expression cannot reference any column in the target table.
 Consider the following target and source table definitions:
 CREATE TABLE t1 (x1 INTEGER, y1 INTEGER, z1 INTEGER)
 PRIMARY INDEX(x1,y1);
 CREATE TABLE t2 (x2 INTEGER, y2 INTEGER, z2 INTEGER)
 PRIMARY INDEX(x2,y2);
 The following MERGE request is valid because it specifies equality conditions on each of the primary index columns of target table t1, the columns x1 and y1:
 MERGE INTO t1USING t2
 ON x1=z2 AND y1=y2WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (z2, y2, x2);
 The following MERGE request is valid both because it specifies equality conditions on each of the primary index columns of target table t1 and because the expressions on the RHS of those conditions, z2+10 and y2+20, are also specified for the primary index columns of t1 in the INSERT specification of the request:
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 MERGE INTO t1USING t2
 ON x1=z2+10 AND y1=y2+20WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (x1, y1, z1) VALUES (z2+10, y2+20, x2);Remember that for a target table with a PPI, the MERGE request ON clause must specify a condition on the partitioning column and its WHEN NOT MATCHED clause must match that condition.
 Consider the following target and source table definitions:
 CREATE TABLE t1 (x1 INTEGER, y1 INTEGER, z1 INTEGER)
 PRIMARY INDEX (x1) PARTITION BY y1;
 CREATE TABLE t2 (x2 INTEGER, y2 INTEGER, z2 INTEGER)
 PRIMARY INDEX (x2);
 The following MERGE request is valid because it specifies a condition on the partitioning column of t1, y1=y2, and its INSERT specification inserts a value from column t2.y2 into column t1.y1:
 MERGE INTO t1USING (SELECT *
 FROM t2) AS s ON x1=x2 AND y1=y2
 WHEN MATCHED THENUPDATE SET z1=z2
 WHEN NOT MATCHED THENINSERT (x2, y2, z2);
 The following MERGE request is not valid because while its ON clause specifies a valid condition of x1=z2 AND y1=y2, its INSERT specification inserts a value from column t2.y2 into column t1.x1, which does not match the ON clause condition, violating rule AM.4 (see “AM.4” on page 347).
 MERGE INTO t1USING t2
 ON x1=z2 AND y1=y2 WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (x1, y1, z1) VALUES (y2, z2, x2);The following MERGE request is not valid because while its ON clause specifies a valid condition of x1=z2+10, its INSERT specification inserts the value for the expression t2.y2 + 20 into t1.x1, which does not match the ON clause condition, violating rule AM.4.
 MERGE INTO t1USING t2
 ON x1=z2+10 AND y1=y2+20WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (y2+20, z2+10, x2);
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 • If the source relation is guaranteed to be a single row, either by specifying an explicit value list or by specifying a single-table subquery with a unique index constraint, then the ON clause must specify an equality condition on the primary index with a constant, and can optionally specify a condition on the partitioning column. The INSERT specification is not required to match the constant specified in the equality condition.
 This restriction applies to the OM path only.
 Suppose you define the following target and source tables:
 CREATE TABLE t1 (x1 INTEGER, y1 INTEGER, z1 INTEGER);
 CREATE TABLE t2(x2 INTEGER, y2 INTEGER, z2 INTEGER)
 PRIMARY INDEX(x2);UNIQUE INDEX (y2)
 The following MERGE request is valid because the source relation s, which is a projection of t2, is a single row and because it specifies a USI constraint (y2=10) on source table t2, so the INSERT specification is not required to match the value specified for the primary index in the ON clause.
 This request takes the OM path.
 MERGE INTO t1USING (SELECT x2,y2, z2
 FROM t2 WHERE y2=10) AS s
 ON x1=10 AND y1=20WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (y2, z2, x2);
 When a MERGE request is coded to guarantee a single row source relation using a subquery, it is not necessary to specify a condition on the partitioning column of the target table.
 Consider the following target and source table definitions:
 CREATE TABLE t1 (x1 INTEGER, y1 INTEGER, z1 INTEGER)
 PRIMARY INDEX (x1) PARTITION BY y1;
 CREATE TABLE t2 (x2 INTEGER, y2 INTEGER, z2 INTEGER)
 PRIMARY INDEX (x2), UNIQUE INDEX (y2);
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 The following MERGE request using these tables is valid and takes the OM path. A condition need not be specified on the partitioning column of t1, y1 because the source table is guaranteed to have only one row. This is because the request specifies a USI condition in the WHERE clause of the subquery generating the derived source table s.
 MERGE INTO t1USING (SELECT *
 FROM t2 WHERE y2=10) AS s
 ON x1=10 WHEN MATCHED THEN
 UPDATE SET z1=z2WHEN NOT MATCHED THEN
 INSERT (x2, y2, z2);
 The following MERGE request using these tables is valid because it follows rule AM.4 (see “AM.4” on page 347) by matching the INSERT specification with the ON clause specification, where the ON clause predicate is not a constant expression.
 MERGE INTO t1USING (SELECT x2, y2, z2
 FROM t2 WHERE y2=10) AS s
 ON x1=y2 AND y1=z2WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (y2, z2, x2);The following MERGE request is not valid because the source relation is not guaranteed to be a single row. This is because z2 is not a unique index on t2.
 In this case, the ON clause must follow the restriction specified by rule AM.4 (see “AM.4” on page 347). If the source relation for this request had been guaranteed to be a single-row by specifying a single-row subquery, the query would have taken the OM path.
 MERGE INTO t1USING (SELECT x2, y2, z2
 FROM t2 WHERE z2=10) AS s
 ON x1=10 AND y1=20WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (y2, z2, x2);
 The following target and source table definitions are used to illustrate the single valid example and two nonvalid examples that follow:
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER)
 PRIMARY INDEX (a1) PARTITION BY b1;
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER)
 PRIMARY INDEX (a2);
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 The following MERGE request is valid because it specifies conditions on the primary index, a1, and partitioning column, b1, of target table t1 in its ON clause. This request takes the AM path.
 MERGE INTO t1USING t2
 ON a1=a2 AND b1=b2WHEN MATCHED THEN
 UPDATE SET c1=c2WHEN NOT MATCHED THEN
 INSERT (a2, b2, c2);
 The following MERGE request is not valid. It takes the AM processing path because there are multiple source rows, but it violates rule AM.2 (see “AM.2” on page 347) by not specifying a condition on the partitioning column, b1, of target table t1 in its ON clause.
 MERGE INTO t1USING t2
 ON a1=a2WHEN MATCHED THEN
 UPDATE SET c1=c2WHEN NOT MATCHED THEN
 INSERT (a2, b2, c2);
 The following MERGE request is not valid. It takes the AM path, but its ON clause violates rule AM.4 (see “AM.4” on page 347). Note that columns b2 and c2 in the INSERT specification should have been ordered as b2, c2 to match the constraints on the primary index (a1) and partitioning column (b1) of target table t1 rather than being ordered as c2, b2.
 MERGE INTO t1USING t2
 ON a1=a2 AND b1=b2WHEN MATCHED THEN
 UPDATE SET c1=c2WHEN NOT MATCHED THEN
 INSERT (a2, c2, b2); • The primary condition must be conjunctive (ANDed) with any secondary conditions
 specified in the ON clause. The secondary condition terms can be disjunctive (ORed) among themselves, but not with the primary condition.
 For example, consider the following target and source table definitions:
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER);
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER);
 The following MERGE request is valid because the target table primary index equality expression a1=a2, which is the primary condition, is ANDed with the secondary condition b1=b2.
 MERGE INTO t1USING t2
 ON a1=a2 AND b1=b2WHEN MATCHED THEN
 UPDATE SET c1=c2;
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 The following MERGE request is not valid because the target table primary index equality expression a1=a2 is ORed with the secondary condition b1=b2.
 MERGE INTO t1USING t2
 ON a1=a2 OR b1=b2WHEN MATCHED THEN
 UPDATE SET c1=c2;
 However if the ON clause specifies secondary conditions that specify ORed terms contained within themselves, then the request is valid.
 For example, the following MERGE request is valid because its primary condition a1=a2 is ANDed with the secondary condition (b1=b2 OR c1=c2), and the disjunction is contained entirely within the secondary condition:
 MERGE INTO t1USING t2
 ON a1=a2 AND (b1=b2 OR c1=c2)WHEN MATCHED THEN
 UPDATE SET c1=c2;
 • The rules for specifying deterministic and nondeterministic functions in a MERGE request ON clause differ for primary and secondary conditions.
 • The restrictions for specifying deterministic and nondeterministic functions in the primary condition of an ON clause are as follows:
 There are no restrictions on the specification of deterministic functions in the primary condition of a MERGE request ON clause.
 For example, the following MERGE request is valid:
 MERGE INTO t1USING t2
 ON a1=deterministic_udf(b2) AND b1=b2WHEN MATCHED THEN
 UPDATE SET c1=c2WHEN NOT MATCHED THEN
 INSERT (deterministic_udf(b2), a2, c2);
 The deterministic UDF expression deterministic_udf(b2) executes only once for each row in the source table while spooling the source table t2. It is not executed again while the system processes the INSERT specification, but the value computed in the source spool file is used in its place. This is a specific performance optimization and saves significant CPU time if the function is complicated.
 You cannot specify nondeterministic functions in the primary condition of the ON clause because even when the ON clause expression matches the primary index value in the INSERT specification, the evaluation of the UDF might be different when it is executed in the context of the ON clause than when it is executed in the context of the INSERT specification, leading to an unreasonable insert. In this context, an unreasonable insert is defined to be an insert operation that causes a nonlocal AMP insert. In other words, the row might need to be redistributed to a different AMP before it could be inserted into the target table.
 For example, the following MERGE request is not valid because it specifies a nondeterministic function as the primary condition in the ON clause, even though that condition matches the INSERT specification:
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 MERGE INTO t1USING t2
 ON a1=non_deterministic_udf(b2)WHEN MATCHED THEN
 UPDATE SET b1=b2WHEN NOT MATCHED THEN
 INSERT (non_deterministic_udf(b2), a2, c2);A parallel example that specifies the RANDOM function (see SQL Reference: Functions and Operators) as the primary condition in the ON clause and matches the INSERT specification is also nondeterministic and, therefore, not valid.
 MERGE INTO t1USING t2
 ON a1=RANDOM (1,100)WHEN MATCHED THEN
 UPDATE SET b1=b2WHEN NOT MATCHED THEN
 INSERT (RANDOM (1,100), b2, c2);To avoid this problem, you should always specify an appropriate [NOT] DETERMINISTIC option for the CREATE FUNCTION statement (see “CREATE FUNCTION” and “CREATE FUNCTION (Table Form)” in SQL Reference: Data Definition Statements for details) when you create your UDFs. This assists the Parser to take the actions necessary to process the MERGE request properly. If the UDF is specified as DETERMINISTIC even though its behavior is NOT DETERMINISTIC, its execution can cause an internal AMP error during processing of the request, causing it to abort.
 • The restrictions for specifying deterministic and nondeterministic functions in the secondary conditions of an ON clause are as follows:
 There are no restrictions regarding either deterministic or nondeterministic functions that are specified in the secondary conditions of a MERGE request ON clause. For example, the following case is a valid MERGE request because the deterministic_udf and non_deterministic_udf functions are specified in the ON clause as secondary conditions, which is valid.
 MERGE INTO t1USING t2
 ON a1=a2 AND b1=deterministic_udf(b2) AND c1=non_deterministic_udf(c2)
 WHEN MATCHED THENUPDATE SET b1=b2
 WHEN NOT MATCHED THENINSERT (a2, deterministic_udf(b2),
 non_deterministic_udf(c2));
 The RANDOM function is nondeterministic by definition. Therefore, the restrictions that apply to nondeterministic UDFs apply equally to RANDOM.
 The following MERGE request is valid because it specifies a RANDOM function in a secondary condition of its ON clause.
 MERGE INTO t1USING t2
 ON a1=a2 AND b1=RANDOM(1,100)WHEN MATCHED THEN
 UPDATE SET b1=b2WHEN NOT MATCHED THEN
 INSERT (a2, RANDOM(1,100), c2);
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 • The following rules apply to updating the primary index and partitioning column of a target table:
 • When the ON clause and INSERT specifications follow AM rules, you cannot update the primary index or partitioning column of the target table unless the source relation is a single-row subquery that does not violate the OM rules for an ON clause (see “OM.1” on page 347, “OM.2” on page 347, and “OM.3” on page 347).
 Consider the following target and source table definitions:
 CREATE TABLE t1 (x1 INTEGER, y1 INTEGER, z1 INTEGER);
 CREATE TABLE t2 (x2 INTEGER, y2 INTEGER, z2 INTEGER)
 PRIMARY INDEX(x2) UNIQUE INDEX (y2);
 The following MERGE request is valid because the source relation is a single row due to its WHERE clause specifying a constant for the USI column y2:
 MERGE INTO t1USING (SELECT x2, y2, z2
 FROM t2 WHERE y2=10) AS s
 ON x1=10 AND y1=20WHEN MATCHED THEN
 UPDATE SET x1=10WHEN NOT MATCHED THEN
 INSERT (y2, z2, x2);
 The following MERGE request is not valid because even though the source relation s (derived from t2) is a single row, the ON clause does not specify a constant condition, which violates ON clause rule 2, and the primary index of target table t1, x1, is updated, which violates the nonupdatability rule on primary index and partitioning column expressions.
 MERGE INTO t1USING (SELECT x2, y2, z2
 FROM t2 WHERE y2=10) AS s
 ON x1=y2 AND y1=z2 WHEN MATCHED THEN
 UPDATE SET x1=10WHEN NOT MATCHED THEN
 INSERT (y2, z2, x2);
 • The primary index of the target table cannot be an identity column if you stipulate an INSERT specification and the ON clause predicate specifies an equality condition with the target table primary index (and with its partitioning column if it has a PPI), and the expression specifies only source table columns.
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 There are three exceptions to this rule:
 • The source relation is a single-row subquery that does not violate any existingOM ON clause restrictions
 • The request does not specify an INSERT specification and otherwise obeys ONclause rule 1.
 • You do not specify an INSERT clause if the MERGE request has an equalitycondition with the primary index of the target table (and partition column set,if the target table has a PPI).
 See “Example 12” on page 399 for three valid examples.
 Consider the following target and source table definitions. Note that target table t1 defines an identity column on its default primary index, which is column x1.
 CREATE TABLE t1 (x1 INTEGER GENERATED BY DEFAULT AS IDENTITY, y1 INTEGER, z1 INTEGER);
 CREATE TABLE t2 (x2 INT, y2 INTEGER, z2 INTEGER)
 PRIMARY INDEX (x2) UNIQUE INDEX (y2);
 The following MERGE request is valid because its source relation s, based on a projection of t2, is a single-row subquery that conforms to OM rules:
 MERGE INTO t1USING (SELECT x2, y2, z2
 FROM t2 WHERE y2=10) AS s
 ON x1=10 AND y1=20WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (y2, z2, x2);
 For the following MERGE request, if no constant were specified, you would be forced to follow ON clause rule 1 for the case where a WHEN NOT MATCHED clause is not specified, which would render the request to be nonvalid. However, this example specifies the constant value 10 in the WHEN MATCHED clause, so it is valid.
 MERGE INTO t1USING (SELECT x2, y2, z2
 FROM t2 WHERE y2=10) AS s
 ON x1=y2 AND y1=z2 WHEN MATCHED THEN
 UPDATE SET z1=10;The following request is valid because it creates a single-row derived source relation by specifying a condition on the USI of t2, and its ON clause does not violate any OM restrictions. The request is not valid by AM rules, but is valid by OM rules.
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 MERGE INTO t1USING (SELECT x2, y2, z2
 FROM t2 WHERE y2=10) AS s
 ON x1=y2 AND y1=z2WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (y2, z2, x2);
 • You cannot specify columns that reference tables other then the source or target tables for the MERGE request in the ON, WHEN MATCHED, or WHEN NOT MATCHED clauses.
 The following MERGE request is not valid because it references a column in its ON clause, t4.x4, that is neither from the source nor the target table for the request.
 MERGE INTO t1USING (SELECT x2, y2, z3
 FROM t2, t3 WHERE y2=10) AS s
 ON x1=y2 AND t4.x4=z2WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (y2, z2, x2);
 The following MERGE request is not valid because it references a table and column in its ON clause, t3.x4, that are neither the source nor the target for the request.
 MERGE INTO t1USING (SELECT x2, y2, z3
 FROM t2, t3 WHERE y2=10) AS s
 ON x1=y2 AND t3.x4=z2WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (y2, z2, x2);
 • ON clause conditions have the same restrictions as join conditions with the additional restriction that an ON clause cannot specify a subquery.
 The following MERGE request is not valid because it specifies a subquery in its ON clause:
 MERGE INTO t1USING t2
 ON a1=a2 AND c1 IN (SELECT b2FROM t2)
 WHEN MATCHED THENUPDATE SET c1=c2+2;
 The following MERGE request is not valid because it specifies an aggregate operator, SUM, in its ON clause:
 MERGE INTO t1USING t2
 ON a1=a2 AND SUM(b1)=10WHEN NOT MATCHED THEN
 INSERT (a2,b2,c2);
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 • Rules for Source Tables in a MERGE Request
 • If the source relation is defined by a subquery, then that subquery must obey the restrictions for derived tables (see “Rules for Derived Tables” on page 88), which include not specifying any of the following SQL elements:
 The following MERGE request is not valid because it specifies a WITH … BY clause in its source relation subquery:
 MERGE INTO t1USING (SELECT a2, b2, c2
 FROM t2 WITH SUM(b2) BY c2) AS source (a2, b2, c2)
 ON a1=a2 WHEN MATCHED THEN
 UPDATE SET c1=c2;
 The following MERGE request is not valid because it specifies an ORDER BY clause in its source relation subquery:
 MERGE INTO t1USING (SELECT a2, b2, c2
 FROM t2 ORDER BY b2) AS source (a2, b2, c2)
 ON a1=a2WHEN NOT MATCHED THEN
 INSERT (a2,b2,c2);
 • If you specify the source table using a subquery, then the select list of that subquery cannot reference columns from the derived table it creates.
 • If the UPDATE source table contains more than one matching row for any given row in the target table, it is an error.
 For example, suppose you have defined the following target and source tables:
 CREATE TABLE target (a INTEGER, b INTEGER);
 CREATE TABLE source (c INTEGER, d INTEGER);
 You then populate the tables using the following INSERT requests:
 INSERT INTO target VALUES (1,1);
 INSERT INTO source VALUES (1,2);
 INSERT INTO source VALUES (1,3);
 Next you perform the following MERGE request:
 MERGE INTO target AS tUSING (SELECT c, d
 FROM source) AS sON t.a=s.c
 WHEN MATCHED THEN UPDATE SET b=s.d;
 • ORDER BY
 • recursion
 • WITH
 • WITH … BY
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 Assume that the target table looks like this before it is updated. Note that the values for column d are ordered differently for version 1 and version 2 of the source table:
 The outcome of this MERGE update operation depends on the order of the rows in source. For example, compare the result of the update on target using version 1 of source versus the result of the update on target using version 2 of source.
 Using version 1:
 Using version 2:
 As you can see, depending on the order of the rows in source, the final value for column b in target can be either 2 or 3, proof of nondeterministic behavior.
 This is an error condition.
 To avoid this error, you must collapse multiple matching rows in the source table into a single row beforehand. For example, you can aggregate multiple rows incrementing a column value in the source_table_name reference using a GROUP BY clause.
 source - version 1 target
 c d a b1 2 1 1
 1 3
 source - version 2
 c d1 3
 1 2
 target
 a b1 2
 target
 a b1 3
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 • If the source is guaranteed to be a single row,6 then the ON clause predicate can have an equality condition between the primary index and a constant value, and the partitioning column set (if the target is a PPI table) and a constant value.
 The INSERT specification can either match or not match with the constant specified in the ON clause equality condition.
 • When the USING subquery guarantees a single-row source relation by specifying an equality condition on a unique index, you do not need to specify the partitioning column set in the subquery (see “Example 17: With a Guaranteed Single-Row Source Relation, You Do Not Need To Specify the Partitioning Column Set” on page 403).
 • Rules for Target Tables in a MERGE Request
 • Only target table rows that existed before the MERGE request began its execution are candidates for being updated.
 In other words, rows inserted into the target table after the MERGE request begins its execution cannot be updated until after that MERGE request stops executing.
 • The target relation in a MERGE operation can be any of the following types of relation:
 Note that the target relation of a MERGE operation cannot be a joined table, or nonupdatable, view.
 For example, you cannot specify a view like the following as the target relation in a MERGE operation:
 CREATE VIEW v (a, b, c) AS SELECT a2, b2, c2 FROM t2 INNER JOIN t1 ON a1=a2;
 • The target relation of a MERGE operation cannot be any of the following types of relation:
 • When the target table is a PPI table, you cannot substitute the system-derived PARTITION column or any of the system-derived PARTITION#Ln columns, for the partitioning column set in the ON condition.
 You can include the system-derived PARTITION column in the ON clause predicate as a secondary condition.
 6. Meaning that either you specify an explicit value list or it is single table subquery with a UPI or USI constraint specified.
 • Base data table
 • Global temporary table
 • Hashed table
 • Queue table
 • Updatable (single-table) view
 • Volatile table
 • Derived table
 • Global temporary trace table
 • Hash index
 • Joined table (nonupdatable) view
 • Join index
 • Journal table
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 • The target table in a MERGE operation can have an identity column (see “Identity Columns” in SQL Reference: Data Definition Statements). The system generates numbers for MERGE inserts into the identity column in the same way it performs singleton inserts into tables that do not have an identity column.
 However, the identity column cannot be the primary index for the target table under most circumstances (see the third bullet under ON clause restrictions for the complete list of rules and their exceptions that apply to primary index identity columns).
 • You cannot specify target table columns in the INSERT specification of a WHEN NOT MATCHED THEN clause.
 • Rules for WHEN MATCHED and WHEN NOT MATCHED Clauses in a MERGE Request
 • A MERGE request can specify at most one WHEN MATCHED clause and at most one WHEN NOT MATCHED clause.
 • When a MERGE request specifies both a WHEN MATCHED and a WHEN NOT MATCHED clause, then the INSERT and UPDATE specifications of those clauses must apply to the same AMP.
 This means that the value specified for the primary index in the INSERT specification must match the primary index of the target table specified in the ON clause.
 Note that this rule is identical to rule AM.4 (see “AM.4” on page 347), which is one of the criteria for determining whether a MERGE request takes the OM path through the Parser or the AM path.
 • If you specify a WHEN MATCHED clause in your MERGE request, then you must have the UPDATE privilege on every column that is being updated in the target table.
 You must also have the SELECT privilege on the columns referenced in conditions and righthand side of assignments for your MERGE request.
 • MERGE request UPDATE specifications have the same restrictions as an UPDATE request (see “UPDATE” on page 416).
 • The match_condition of a WHEN MATCHED clause must fully specify the primary index of the target table.
 • If you specify a WHEN NOT MATCHED clause in your MERGE request, then you must have the INSERT privilege on every column of the target table.
 You must also have the SELECT privilege on the columns referenced in conditions and righthand side of assignments for your MERGE request.
 • MERGE request INSERT specifications have the same restrictions as an INSERT request (see “INSERT/INSERT … SELECT” on page 296) with the exception that you cannot INSERT duplicate rows into a table even if it is defined as MULTISET and the request is made in an ANSI mode session.
 • You cannot specify columns referring to a table that is neither the source table nor the target table in a WHEN MATCHED or WHEN NOT MATCHED clause.
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 • You cannot stipulate target table columns as values in the INSERT specification for a WHEN NOT MATCHED THEN clause because rows must be inserted from a source table, and it is not possible for a INSERT merged row to exist that is a hybrid of source and target table rows. The following request is not valid because its INSERT specification includes target table column z1.
 MERGE INTO t1USING (SELECT x2, y2, z3
 FROM t2, t3 WHERE y2=10) AS s
 ON x1=y2 AND t4.x4=z2 WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (x1, y1, z1) VALUES (y2, t1.z1, x2);
 • Rules for Using MERGE Requests With Embedded SQL Applications
 • You can embed MERGE requests in an embedded SQL application program, then submit them interactively or prepare them and then execute them dynamically.
 • You can specify host variables for the WHERE clause of the USING subquery clause (but not in its select list), match_condition, update_expression, and insert_expression.
 All host variables must be preceded by a COLON character.
 • Miscellaneous Rules for MERGE Requests
 • You cannot specify error logging for single-row OM-style MERGE requests.
 • You cannot specify INSERT DEFAULT VALUES in a MERGE request.
 • MERGE supports UDTs.
 See “MERGE Insert Operations and UDTs” on page 388 and “MERGE Update Operations and UDTs” on page 388.
 • MERGE can be specified as a triggering action (see “MERGE as a Triggering Action” on page 389 and “CREATE TRIGGER” in SQL Reference: Data Definition Statements).
 • MERGE cannot be specified as a triggered action (see “MERGE As a Triggered Action” on page 389 and “CREATE TRIGGER” in SQL Reference: Data Definition Statements).
 Rules for Using the DEFAULT Function With MERGE Requests
 The following rules apply when using a DEFAULT function within a MERGE request:
 • The DEFAULT function takes a single argument that identifies a relation column by name. The function evaluates to a value equal to the current default value for the column. For cases where the default value of the column is specified as a current built-in system function, the DEFAULT function evaluates to the current value of system variables at the time the request is executed.
 The resulting data type of the DEFAULT function is the data type of the constant or built-in function specified as the default unless the default is NULL. If the default is NULL, the resulting date type of the DEFAULT function is the same as the data type of the column or expression for which the default is being requested.

Page 380
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxMERGE
 380 SQL Reference: Data Manipulation Statements
 • The DEFAULT function has two forms. It can be specified as DEFAULT or DEFAULT (column_name). When no column name is specified, the system derives the column based on context. If the column context cannot be derived, the request aborts and an error is returned to the requestor.
 • All the rules listed for the UPDATE statement (see “Rules for Using the DEFAULT Function With Update” on page 427) also apply to the UPDATE in a MERGE statement.
 • All the rules listed for the INSERT statement (see “Rules for Inserting When Using a DEFAULT Function” on page 304) also apply to the INSERT in a MERGE statement.
 • When the SQL Flagger is enabled, a DEFAULT function specified with a column name argument for inserts or updates is flagged as a Teradata extension.
 See SQL Reference: Functions and Operators for more information about the DEFAULT function.
 Large Objects and MERGE
 The behavior of truncated LOB inserts and updates differs in ANSI and Teradata session modes. The following table explains the differences in truncation behavior.
 Rules for Using MERGE With PPI Tables
 The following rules apply to using the MERGE statement to insert rows into a partitioned primary index table or updating the columns of a PPI table partitioning expression.
 • If a MERGE operation attempts to update the partitioning columns of a row of a table with a partitioned primary index such that the partitioning expression does not generate, after casting to INTEGER if it is not already INTEGER, a nonnull value between 1 and 65,535, the system aborts the request and returns an error message to the requestor.
 • If a MERGE operation attempts to insert a row into a table with a partitioned primary index such that the partitioning expression for that row does not generate, after casting to INTEGER if it is not already INTEGER, a nonnull INTEGER value between 1 and 65,535, the system aborts the request and returns an error message to the requestor.
 • If a MERGE operation attempts to update the partitioning columns of an MLPPI table row such that any of the partitioning expressions evaluates to null, the system aborts the request and returns an error message to the requestor.
 • If a MERGE operation attempts to insert a row into an MLPPI table such that any of the partitioning expressions for that row evaluate to null, the system aborts the request and returns an error message to the requestor.
 In this session mode …
 The following behavior occurs when non-pad bytes are truncated on insertion …
 ANSI an exception condition is raised.
 The INSERT or UPDATE fails.
 Teradata no exception condition is raised.
 The INSERT or UPDATE succeeds: the truncated LOB is stored.
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 • If you attempt to insert or update a row into a base table that causes an insert into an MLPPI join index such that any of the partitioning expressions for that index row evaluate to null, the system aborts the request and returns an error message to the requestor.
 • If you attempt to insert or update a row into a base table that causes an update of an index row in an MLPPI join index such that any of the partitioning expressions for that index row after the update evaluate to null, the system aborts the request and returns an error message to the requestor.
 • Merging a row into a base table does not always cause inserts or updates to a join index on that base table.
 For example, you can specify a WHERE clause in the CREATE JOIN INDEX statement to create a sparse join index for which only those rows that meet the condition of the WHERE clause are inserted into the index, or, for the case of a row in the join index being updated in such a way that it no longer meets the conditions of the WHERE clause after the update, cause that row to be deleted from the index.
 The process for this activity is as follows:
 a The system checks the WHERE clause condition for its truth value after the update to the row.
 b The system evaluates the new result of the partitioning expression for the updated row.
 c End of process.
 IF the condition evaluates to … THEN the system …
 FALSE deletes the row from the sparse join index.
 TRUE retains the row in the sparse join index and proceeds to stage b.
 IF the partitioning expression … THEN the system …
 evaluates to null and no appropriate NO RANGE and UNKNOWN option has been specified
 aborts the request, does not update either the base table or the sparse join index, and returns an error message to the requestor.
 evaluates to null and appropriate NO RANGE and UNKNOWN options have been specified
 handles the row by storing it in either the NO RANGE or UNKNOWN partition for the sparse join index, and continues processing requests.
 evaluates to a value stores the row in the appropriate partition, which might be different from the partition in which it was previously stored, and continues processing requests.
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 • You cannot update the system-derived columns PARTITION and PARTITION#L1 through PARTITION#L15.
 If you attempt to do so, the system aborts the request and returns an error message to the requestor.
 • You cannot insert either a value or a null into any of the system-derived PARTITION columns.
 If you attempt to do so, the system aborts the request and returns an error message to the requestor.
 • Expression evaluation errors, such as divide by zero, can occur during the evaluation of a partitioning expression. The system response to such an error varies depending on the session mode in effect at the time the error occurs.
 When you design your partitioning expressions, you should construct them in such a way that expression errors either cannot, or are very unlikely to, occur.
 Logging MERGE Errors In an Error Table
 The assumption is that in the normal case, a MERGE request with error logging completes without any USI or RI errors. Exceptions to normal completion of a MERGE request are handled as follows:
 • Not all types of errors are logged when you specify the LOGGING ERRORS option for a MERGE request.
 • All local, or data errors,7 are logged.
 • Errors that occur before the row merge step, such as data conversion errors detected in the RET AMP step before the MRG or MRM AMP steps (see SQL Reference: Statement and Transaction Processing), are not.
 • When the system encounters USI or RI errors (or both) in the MERGE operation, the following events occur in sequence:
 a The transaction or request runs to completion
 b The system writes all erring rows into the error table
 c The system aborts the transaction or request
 d The system rolls back the transaction or request
 Note that the system does not invalidate indexes, nor does it roll error table rows back, enabling you to determine which rows in the MERGE set are problematic and to determine how to correct them.
 In this session mode … Expression evaluation errors roll back this work unit …
 ANSI request that contains the aborted statement.
 Teradata transaction that contains the aborted request.
 7. These are errors that occur during row merge step processing, such as CHECK constraint, duplicate row, and UPI violation errors.
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 If the number of errors in the request is large, running it to completion plus rolling back all the INSERT and UPDATE operations can exert an impact on performance. To minimize the potential significance of this problem, you should always consider specifying a WITH LIMIT OF error_limit clause.
 The following rules and guidelines apply to logging errors in an error table for MERGE loads:
 • Before you can log errors for MERGE loads, you must first create an error table (see “CREATE ERROR TABLE” in SQL Reference: Data Definition Statements) for the base data table into which you intend to do a MERGE load.
 • The activation and deactivation of INSERT … SELECT and MERGE error logging is controlled by the internal DBSControl flag DisableLoggingErrors (see Utilities for a definition of internal and external DBSControl flags), which is enabled by default.
 If you want to disable INSERT … SELECT and MERGE error logging, you must consult with your Teradata support team. Only Teradata support personnel can change the settings of internal DBSControl flags.
 • If error logging is not enabled and you submit a MERGE load operation with the LOGGING ERRORS option specified, the system aborts the request and returns an error message to the requestor.
 • The LOGGING ERRORS option is valid in both ANSI and Teradata session modes.
 • The LOGGING ERRORS option is not valid in a multistatement request.
 • Two general categories of errors can be logged when you specify a LOGGING ERRORS option:
 • Local errors
 Local errors are defined as errors that occur on the same AMP that inserts the data row. The following types of errors are classified as local errors:
 • Duplicate row errors, which occur only in ANSI session mode.
 The system silently ignores duplicate row errors that occur from a MERGE into a SET table in Teradata session mode.
 Duplicate rows can also arise from the following MERGE insert situations:
 • The source table has duplicate rows.
 • An insert is not well-behaved, meaning that the insert is made on a different AMP than the failed update.
 • Duplicate primary key errors
 • CHECK constraint violations
 • Attempts to update the same target table row with multiple source table rows
 • Nonlocal errors
 Nonlocal errors are defined as errors that occur on an AMP that does not own the data row. The following types of errors are classified as nonlocal errors:
 • Referential integrity violations
 • USI violations
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 An exception to this is the case where a USI violation is local because the USI is on the same set of columns as a PPI. The system treats such an error as a nonlocal error, even though it is local in the strict definition of a local error.
 The response of the system to the two error types differs, as the following table explains.
 • The system rejects data rows that cause local errors from the target table. However, the system does not reject data rows that cause nonlocal errors from the target table, but instead inserts them into the target table.
 • The system does not handle batch referential integrity violations for MERGE error logging. Because batch referential integrity checks are all-or-nothing operations, a batch referential integrity violation causes the system to respond in the following session mode-specific ways:
 • The system does not handle error conditions that do not allow useful recovery information to be logged in the error table. Such errors typically occur during intermediate processing of input data before it are built into a row format that corresponds to the target table.
 Teradata Database detects this type of error before the start of data row inserts and updates. The following are examples of these types of error:
 • UDT, UDF, and table function errors
 • Version change sanity check errors
 • Nonexistent table sanity check errors
 • Down AMP request against nonfallback table errors
 • Data conversion errors
 Note that the system handles conversion errors that occur during data row inserts as local data errors.
 IF this kind of error occurs …THEN the system records it in the error table, rejects the error-causing rows from the target table, and …
 local completes the request or transaction successfully.
 nonlocal lets the request or transaction run to completion in order to record all the error causing rows in the MERGE load, then aborts the request or transaction and rolls back its inserts and updates.both local and nonlocal
 IF this session mode is in effect … THEN the erring …
 ANSI request aborts and rolls back.
 Teradata transaction aborts and rolls back.
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 The way the system handles these errors depends on the current session mode, as explained by the following table:
 The system preserves error table rows logged by the aborted request or transaction and does not roll them back.
 The system inserts a marker row into the error table at the end of a successfully completed MERGE request with logged errors.
 Marker rows have a value of 0 in the ETC_ErrorCode column of the error table, and their ETC_ErrSeq column stores the total number of errors logged. All other columns in a marker row except for ETC_DBQL_QID and ETC_TimeStamp are set to null.
 If no marker row is recorded, the request or transaction was aborted and rolled back because of one or more of the following reasons:
 • The specified error limit was reached.
 • The system detected an error that it cannot handle.
 • The system detected a nonlocal (RI or USI) violation.
 The system preserves the error rows that belong to the aborted request or transaction.
 • In addition to the previously listed errors, the system does not handle the following types of errors. though it preserves logged error table rows if any one of the listed errors is detected:
 • Out of permanent space or our of spool space errors
 • Duplicate row errors in Teradata mode (because the system ignores such errors in Teradata session mode)
 • Trigger errors
 • Join index maintenance errors
 • Identity column errors
 • Implicit USI violations.
 When you create a table with a primary key that is not also the primary index, the system implicitly defines a USI on that primary key.
 The system cannot invalidate a violated implicit USI on a primary key because it does not allow such a USI to be dropped and then recreated later.
 Instead, the system handles the errors in the following session mode-specific ways:
 IF this session mode is in effect … THEN the erring …
 ANSI request aborts and rolls back.
 Teradata transaction aborts and rolls back.
 IF this session mode is in effect … THEN the erring …
 ANSI request aborts and rolls back.
 Teradata transaction aborts and rolls back.
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 • The LOGGING ERRORS option is applicable to MERGE load requests whose target tables are permanent data tables only.
 Other kinds of target tables, such as volatile and global temporary tables, are not supported.
 The system returns a warning message to the requestor if it logs an error.
 • You cannot log errors for MERGE requests that specify unreasonable update or insert operations.
 In this case, the request or transaction containing the erring MERGE request behaves as follows when the system detects the unreasonable INSERT specification:
 • You can either specify logging of all errors or logging of no errors. This means that you cannot specify the types of errors to log. The WITH LIMIT OF error_limit option, of course, enables you to terminate error logging when the number of errors logged matches the number you specify in the optional WITH LIMIT OF error_limit clause.
 If you do not specify a LOGGING ERRORS option, and an error table is defined for the target data table of the MERGE request, the system does no error handling for MERGE operations against that data table.
 In this case, the request or transaction containing the erring MERGE request behaves as follows when an error occurs:
 • If you specify neither the WITH NO LIMIT option, nor the WITH LIMIT OF error_limit option, the system defaults to an error limit of 10.
 The system logs errors up to the limit of 10, and then the request of transaction containing the MERGE request behaves as follows when the eleventh error occurs:
 The system preserves error table rows logged by the aborted request or transaction and does not roll them back.
 IF this session mode is in effect … THEN the erring …
 ANSI request aborts and rolls back.
 Teradata transaction aborts and rolls back.
 IF this session mode is in effect … THEN the erring …
 ANSI request aborts and rolls back.
 Teradata transaction aborts and rolls back.
 IF this session mode is in effect … THEN the erring …
 ANSI request aborts and rolls back.
 Teradata transaction aborts and rolls back.
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 • WITH NO LIMIT
 The system places no limit on the number of error rows that can accumulate in the error table associated with the target data table for the MERGE operation.
 • WITH LIMIT OF error_limit
 The system logs errors up to the limit of error_limit, and then the request or transaction containing the MERGE request behaves as follows when the error_limit + 1 error occurs:
 The system preserves error table rows logged by the aborted request or transaction and does not roll them back.
 • The activity count returned for an MERGE … LOGGING ERRORS request is the same as that returned for an MERGE operation without a LOGGING ERRORS option: a count of the total number of rows inserted into the target data table.
 The possible activity types returned to the application are listed in the following table:
 If the MERGE request is prepared dynamically, it returns the following activity types:
 IF this session mode is in effect … THEN the erring …
 ANSI request aborts and rolls back.
 Teradata transaction aborts and rolls back.
 Activity Type Name Activity Type Number Description
 PCLMRGUPDSTMT 127 All updates, no inserts.
 PCLMRGINSSTMT 128 All inserts, no updates.
 PCLMRGMIXEDSTMT 129 A mix of updates and inserts.
 This activity type … Is returned when this clause is specified for the MERGE request …
 PCLMRGUPDSTMT WHEN MATCHED only.
 PCLMRGINSSTMT WHEN NOT MATCHED only.
 PCLMRGMIXEDSTMT WHEN MATCHED and WHEN NOT MATCHED.
 IF a MERGE request only causes …
 THEN the system might internally convert the activity type to …
 updates PCLMRGUPDSTMT
 inserts PCLMRGINSSTMT
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 See Teradata Call-Level Interface Version 2 Reference for Channel-Attached Systems or Teradata Call-Level Interface Version 2 Reference for Network-Attached Systems for details about these activity types.
 • LOGGING ERRORS does not support LOB data. LOBs in the source table are not copied to the error table. Instead, they are represented in the error table by nulls.
 • An index violation error does not cause the associated index to be invalidated.
 • For referential integrity validation errors, you can use the IndexId value with the RI_Child_TablesX view to identify the violated Reference index (see Database Design for information about Reference indexes).
 You can distinguish whether an index error is a USI or referential integrity error by the code stored in the ETC_IdxErrType error table column.
 • An index violation error does not cause the associated index to be invalidated.
 • For referential integrity validation errors, you can use the IndexId value with the RI_Child_TablesX view (see Data Dictionary for information about the RI_Child_TablesX view) to identify the violated Reference index (see Database Design for information about Reference indexes).
 You can distinguish whether an index error is a USI or referential integrity error by the code stored in the ETC_IdxErrType error table column.
 MERGE Insert Operations and UDTs
 See “Inserting Into Distinct UDT Columns” on page 300 and “Inserting Into Structured UDT Columns” on page 301 for the rules about inserting into UDT columns.
 MERGE Update Operations and UDTs
 See “Updating Distinct UDT Columns” on page 424 and “Updating Structured UDT Columns” on page 425 for the rules about inserting into UDT columns.
 IF the value of ETC_IdxErrType is … THEN the error is a …
 R foreign key insert violation.
 r parent key delete violation.
 U USI validation error.
 IF the value of ETC_IdxErrType is … THEN the error is a …
 R Reference index error.
 U USI validation error.
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 Queue Tables and MERGE
 The following restrictions apply to specifying queue tables in a MERGE request:
 • You cannot specify a MERGE statement in a multistatement request that contains a SELECT AND CONSUME request for the same queue table.
 • You cannot specify a SELECT AND CONSUME request as the subquery in the USING clause of a MERGE request.
 MERGE as a Triggering Action
 If subquery returns no rows, then no triggers are fired.
 Triggers invoke the following behavior when fired as the result of a MERGE request:
 MERGE As a Triggered Action
 MERGE is not supported as a triggered action.
 Example 1
 This example uses dynamically supplied values for an employee table row to update the table if the data matches an existing employee or insert the new row into the table if the data does not match an existing employee. Column empno is the unique primary index for the employee table.
 USING (empno INTEGER,name VARCHAR(50),salary INTEGER)
 MERGE INTO employee AS tUSING VALUES (:empno, :name, :salary) AS s(empno, name, salary)
 ON t.empno=s.empnoWHEN MATCHED THEN UPDATE
 SET salary=s.salaryWHEN NOT MATCHED THEN INSERT (empno, name, salary)
 VALUES (s.empno, s.name, s.salary);
 IF a trigger is defined on this type of action …
 THEN it is fired when this clause is specified … AND match_condition is …
 UPDATE WHEN MATCHED THEN met.
 INSERT WHEN NOT MATCHED THEN
 not met.
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 This example could also be coded as the following upsert form of the UPDATE statement (see “UPDATE (Upsert Form)” on page 437):
 USING (empno INTEGER,name VARCHAR(50),salary INTEGER)
 UPDATE employeeSET salary=:salary WHERE empno=:empnoELSE INSERT INTO employee
 (empno, name, salary) VALUES ( :empno, :name, :salary);
 Example 2
 This example generalizes “Example 1” on page 389 by using a subquery for source_table_reference rather than an explicit value list.
 USING (empno INTEGER,salary INTEGER)
 MERGE INTO employee AS tUSING (SELECT :empno, :salary, name
 FROM names WHERE empno=:empno) AS s(empno, salary, name)
 ON t.empno=s.empnoWHEN MATCHED THEN UPDATE SET salary=s.salary, name = s.name
 WHEN NOT MATCHED THEN INSERT (empno, name, salary) VALUES (s.empno, s.name, s.salary);
 Example 3: Using the DEFAULT Function With MERGE
 The following examples demonstrate the correct use of the DEFAULT function within the MERGE statement.
 MERGE INTO empUSING VALUES (100, 'cc', 200, 3333) AS emp1 (empnum, name,
 deptno, sal)ON emp1.empnum=emp.s_no
 WHEN MATCHED THEN UPDATE SET sal=DEFAULT
 WHEN NOT MATCHED THENINSERT VALUES (emp1.empnum, emp1.name, emp1.deptno, emp1.sal);
 MERGE INTO empUSING VALUES (100, 'cc', 200, 3333) AS emp1 (empnum, name,
 deptno, sal)ON emp1.empnum=emp.s_no
 WHEN MATCHED THEN UPDATE SET sal=DEFAULT(emp.sal)
 WHEN NOT MATCHED THENINSERT VALUES (emp1.empnum, emp1.name, emp1.deptno, emp1.sal);
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 Example 4: Logging MERGE Errors
 The following MERGE request logs all error types, including data errors, referential integrity errors, and USI errors, with an error limit of 100 errors.
 MERGE INTO tgttbl AS t1USING (SELECT c1,c2,c3
 FROM srctbl) AS t2ON t1.c1=t2.c1
 WHEN MATCHED THENUPDATE SET t1.c2=t2.c2 + t1.c2, t1.c3=t2.c3
 WHEN NOT MATCHED THENINSERT INTO t1 VALUES (t2.c1, t2.c2, t2.c3)
 LOGGING ERRORS WITH LIMIT OF 100;
 Example 5
 The biggest benefit of the MERGE statement is its ability to do both update and insert operations within a single SQL request. MERGE can also perform index and referential integrity maintenance in a single pass, unlike the case where update and insert operations must be executed separately.
 For example, suppose you create the following tables and then use a MERGE request to update and insert rows from source table t2 into target table t1:
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER);
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER);
 EXPLAIN MERGE INTO t1USING t2ON a1=a2
 WHEN MATCHED THENUPDATE SET b1=b2
 WHEN NOT MATCHED THENINSERT (a2, b2, c2);
 *** Help information returned. 13 rows. *** Total elapsed time was 1 second.
 Explanation---------------------------------------------------------------------------1) First, we lock a distinct OB."pseudo table" for read on a RowHash
 to prevent global deadlock for OB.t2.2) Next, we lock a distinct OB."pseudo table" for write on a RowHash
 to prevent global deadlock for OB.t1.3) We lock OB.t2 for read, and we lock OB.t1 for write.4) We do an all-AMPs merge with matched updates and unmatched inserts
 into OB.t1 from OB.t2 with a condition of ("OB.t1.a1 = OB.t2.a2"). The number of rows merged is estimated with low confidence to be 2 rows.
 5) Finally, we send out an END TRANSACTION step to all AMPs involved in processing the request.
 -> No rows are returned to the user as the result of statement 1.
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 This MERGE request can also be coded as the following semantically equivalent multistatement UPDATE INSERT request:
 EXPLAIN UPDATE t1 FROM t2 SET b1=b2 WHERE a1=a2
 ;INSERT INTO t1 SELECT a2, b2, c2 FROM t2, t1 WHERE NOT (a1=a2);
 *** Help information returned. 32 rows. *** Total elapsed time was 1 second.
 You can see by comparing the two EXPLAIN reports that the MERGE request would outperform the semantically equivalent UPDATE and INSERT multistatement request.
 Explanation---------------------------------------------------------------------------1) First, we lock a distinct OB."pseudo table" for read on a RowHash
 to prevent global deadlock for OB.t2.2) Next, we lock a distinct OB."pseudo table" for write on a RowHash
 to prevent global deadlock for OB.t1.3) We lock OB.t2 for read, and we lock OB.t1 for write.4) We execute the following steps in parallel.
 1) We do a MERGE Update to OB.t1 from OB.t2 by way of a RowHashmatch scan.
 2) We do an all-AMPs RETRIEVE step from OB.t2 by way of anall-rows scan with no residual conditions into Spool 2(all_amps), which is duplicated on all AMPs. The size ofSpool 2 is estimated with low confidence to be 4 rows (100bytes). The estimated time for this step is 0.03 seconds.
 5) We do an all-AMPs JOIN step from Spool 2 (Last Use) by way of anall-rows scan, which is joined to OB.t1 by way of an all-rows scanwith no residual conditions. Spool 2 and OB.t1 are joined using aproduct join, with a join condition of ("OB.t1.a1 <> a2"). Theinput table OB.t1 will not be cached in memory, but it is eligiblefor synchronized scanning. The result goes into Spool 1(all_amps), which is redistributed by the hash code of (OB.t2.a2)to all AMPs. The result spool file will not be cached in memory.The size of Spool 1 is estimated with no confidence to be707,106,782 rows (17,677,669,550 bytes). The estimated time forthis step is 1 hour and 16 minutes.
 6) We do a SORT to order Spool 1 by row hash.7) We do an all-AMPs MERGE into OB.t1 from Spool 1 (Last Use).8) We spoil the parser's dictionary cache for the table.9) Finally, we send out an END TRANSACTION step to all AMPs involved
 in processing the request.-> No rows are returned to the user as the result of statement 1.
 No rows are returned to the user as the result of statement 2.
 Example 6: Target Table Composite Primary Index
 The following example demonstrates the necessity of specifying an equality condition on the primary index (and also on the partitioning column set if the target table has a PPI) in the ON clause for a target table with a composite primary index:
 Suppose you create the following two tables:
 CREATE TABLE t1 (x1 INTEGER, y1 INTEGER, z1 INTEGER)
 PRIMARY INDEX (x1, y1);
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 CREATE TABLE t2 (x2 INTEGER, y2 INTEGER, z2 INTEGER)
 PRIMARY INDEX(x2, y2);
 The following two MERGE requests are both valid:
 MERGE INTO t1USING t2
 ON x1=z2 AND y1=y2WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (z2,y2,x2);
 MERGE INTO t1USING t2
 ON x1=z2+10 AND y1=y2+20WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT INTO (x1,y1,z1) VALUES (z2+10,y2+20,x2);
 The following MERGE request is not valid because the ON clause specifies an equality condition where x1=z2, but the INSERT specification updates y2 for x1 rather than duplicating the ON clause specification, so it returns an error to the requestor:
 MERGE INTO t1USING t2
 ON x1=z2 AND y1=y2 WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT INTO (x1,y1,z1) VALUES (y2,z2,x2);
 The following MERGE request is not valid because the ON clause specifies an equality condition where x1= z2 + 10, but the INSERT specification updates y2+20 for x1 rather than z2+10:
 MERGE INTO t1USING t2
 ON x1=z2+10 AND y1=y2+20WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (y2+20, z2+10, x2);
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 Example 7: ON Clause Conditions Must Be ANDed With The Primary Index and Partitioning Column Equality Constraints
 The following examples demonstrate the proper and improper specification of ON clause conditions in a MERGE statement.
 Consider the following table definitions, with t1 being the target relation and t2 being the source relation for all the examples that follow:
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER)
 PRIMARY INDEX (a1);
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER)
 PRIMARY INDEX (a2);
 The following example is correct because the primary index equality constraint a1=a2 is ANDed with the other specified condition in the request, b1=b2:
 MERGE INTO t1USING t2
 ON a1=a2 AND b1=b2WHEN MATCHED THEN
 UPDATE SET c1=c2WHEN NOT MATCHED THEN
 INSERT (a2, b2, c2);
 The following example is correct because the primary index equality constraint a1=a2 is ANDed with the other specified condition in the request c1+c2=1 OR b1+b2=1.
 Even though the second condition is internally disjunctive, the result it evaluates to is ANDed with the primary index condition.
 MERGE INTO t1USING t2
 ON a1=a2 AND (c1+c2=1 OR b1+b2=1)WHEN MATCHED THEN
 UPDATE SET c1=c2;
 The following example is not valid. It aborts and returns an error message to the requestor because the primary index equality constraint a1=a2 is ORed with the other specified condition in the request, c1=c2.
 The primary index equality constraint, as well as the partitioning column equality constraint if the target table has a partitioned primary index, must always be ANDed to any other conditions you specify in the ON clause.
 MERGE INTO t1USING t2
 ON a1=a2 OR b1=b2WHEN MATCHED THEN
 UPDATE SET c1=c2;
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 Example 8: For a PPI Table, the ON Clause Must Specify a Condition on the Partitioning Column and the INSERT Specification Must Match
 When the target table of a MERGE operation has a partitioned primary index, the ON clause of the MERGE request must specify a condition on the partitioning column of the PPI table and the order of the columns in the INSERT clause must be the same as the order you specify in the ON clause.
 Consider the following table definitions:
 CREATE TABLE t1 (x1 INTEGER, y1 INTEGER, z1 INTEGER)
 PRIMARY INDEX (x1) PARTITION BY y1;
 CREATE TABLE t2 (x2 INTEGER, y2 INTEGER, z2 INTEGER)
 PRIMARY INDEX (x2);
 You want to use the following MERGE request to insert or update rows in t1, which has a PPI defined on x1 and a partitioning expression defined on y1:
 MERGE INTO t1USING (SELECT *
 FROM t2) AS s ON x1=x2 AND y1=y2
 WHEN MATCHED THENUPDATE SET z1=z2
 WHEN NOT MATCHED THENINSERT (x2, y2, z2);
 The request is successful because you have defined a condition on y1 in the ON clause (y1=y2) and the specified order of columns in the INSERT clause matches the ordering specified in the ON clause.
 Example 9: Incorrect Examples Because of ON Clause Errors or Mismatches Between the ON Clause and the INSERT Specification
 The following MERGE request fails because its ON clause specifies a condition of x1=z2, but its INSERT clause substitutes y2 for x1:
 MERGE INTO t1USING t2
 ON x1=z2 AND y1=y2 WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (x1, y1, z1) VALUES (y2, z2, x2);
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 The following MERGE request fails because its ON clause specifies a condition of x1=z2+10, but its INSERT clause inserts y2+20 for x1:
 MERGE INTO t1USING t2
 ON x1=z2+10 AND y1=y2+20WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (y2+20, z2+10, x2);
 Example 10
 Consider the following table definitions:
 CREATE TABLE t1 (x1 INTEGER, y1 INTEGER, z1 INTEGER)
 PRIMARY INDEX (x1) PARTITION BY y1;
 CREATE TABLE t2 (x2 INTEGER, y2 INTEGER, z2 INTEGER)
 PRIMARY INDEX (x2)UNIQUE INDEX (y2);
 When the source relation is guaranteed to be a single row, either because you specify a value list or because it is created from a single table subquery with a UPI or USI constraint, and the ON clause specifies an equality condition on the primary index of the target table as a constant, the INSERT specification might or might not match the constant value specified in the ON clause. Either specification is valid, as the following two requests demonstrate.
 The following MERGE request is valid even though the primary index value specified in the INSERT specification does not match the ON clause primary index specification:
 MERGE INTO t1USING (SELECT *
 FROM t2WHERE y2=10) AS s
 ON x1=10WHEN MATCHED THEN
 UPDATE SET z1=z2WHEN NOT MATCHED THEN
 INSERT (x2, y2, z2);
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 The following MERGE request is valid because the primary index value specified in the INSERT specification matches the ON clause primary index specification:
 MERGE INTO t1USING (SELECT x2, y2, z2
 FROM t2WHERE y2=10) AS s
 ON x1=10 AND y1=z2WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (10, z2, x2);
 When the source relation is guaranteed to be a single row, either because you specify a value list or because it is created from a single table subquery with a UPI or USI constraint, and the ON clause has an equality condition on the primary index of the target table that is not a constant, the INSERT clause primary index specification must match the primary index value for the target table specified in the ON clause. The UPDATE specification also must not update the primary index of the target table.
 The following MERGE request is valid because the primary index value specified in the INSERT specification, y2, matches the primary index value specified in the ON clause, and the UPDATE specification does not update the primary index of t1:
 MERGE INTO t1USING (SELECT x2, y2, z2
 FROM t2WHERE y2=10) AS s
 ON x1=y2 AND y1=z2WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (y2, z2, x2);
 The following MERGE request fails because the source relation is not guaranteed to be a single row. The failure to guarantee a single row occurs because z2 is neither a UPI nor a USI, so the INSERT specification must match the ON clause specification, which it does not.
 MERGE INTO t1USING (SELECT x2, y2, z2
 FROM t2WHERE z2=10) AS s
 ON x1=10 AND y1=20WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (y2, z2, x2);
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 Example 11
 You cannot update primary index or PPI partitioning column unless the source is a valid single-row subquery.
 Suppose you have created the following tables:
 CREATE TABLE t1 (x1 INTEGER, y1 INTEGER, z1 INTEGER)
 PRIMARY INDEX(x1);
 CREATE TABLE t2 (x2 INTEGER, y2 INTEGER, z2 INTEGER)
 PRIMARY INDEX(x2) UNIQUE INDEX(y2);
 The following case is valid:
 MERGE INTO t1USING (SELECT x2, y2, z2
 FROM t2 WHERE y2=10) AS s
 ON x1=10 AND y1=20WHEN MATCHED THEN
 UPDATE SET x1=10WHEN NOT MATCHED THEN
 INSERT (y2, z2, x2);
 The following case is not valid because while the subquery guarantees a single row, no constant in specified in the ON clause equality condition, so you cannot update the primary index as this request attempts to do:
 MERGE INTO t1USING (SELECT x2,y2, z2
 FROM t2 WHERE y2=10) AS s
 ON x1=y2 AND y1=z2WHEN MATCHED THEN
 UPDATE SET x1=10WHEN NOT MATCHED THEN
 INSERT (y2, z2, x2);
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 Example 12
 The primary index of the target table cannot be an identity column if you specify an INSERT clause even when the ON and INSERT clauses are valid.
 However, if the source relation is created from a single row subquery, or if you do not specify an INSERT clause, then the target table primary index can also be an identity column.
 Consider the following rules and examples based on these table definitions:
 CREATE TABLE t1 (x1 INTEGER GENERATED ALWAYS AS IDENTITY, y1 INTEGER, z1 INTEGER)
 PRIMARY INDEX(x1);
 CREATE TABLE t2 (x2 INTEGER, y2 INTEGER, z2 INTEGER)
 PRIMARY INDEX(x2) UNIQUE INDEX(y2);
 The rules, explicitly stated, are as follows:
 • If the Parser takes the AM path and no WHEN NOT MATCHED THEN INSERT clause is specified, then the MERGE request is valid because there is no attempt to insert a value into x1, which is both the primary index of t1 and an identity column.
 For example, the following MERGE request is valid because no WHEN NOT MATCHED THEN INSERT clause is specified:
 MERGE INTO t1USING (SELECT x2, y2, z2
 FROM t2 WHERE y2 = 1)
 ON x1 = x2 WHEN MATCHED THEN
 UPDATE SET y1 = y2;
 • If the Parser takes the AM path and a WHEN NOT MATCHED THEN INSERT clause is specified, the MERGE request fails and returns an error to the requestor because an attempt is made to insert a value into x1, which is both the primary index of t1 and an identity column.
 For example, the following MERGE request fails because it takes the AM path and specifies a WHEN NOT MATCHED THEN INSERT clause that attempts to insert the value of x2 into x1, which is both the primary index of t1 and an identity column:
 MERGE INTO t1USING (SELECT x2, y2, z2
 FROM t2 WHERE y2 = 1)
 ON x1 = x2WHEN MATCHED THEN
 UPDATE SET y1 = y2WHEN NOT MATCHED THEN
 INSERT (x2, y2, z2);
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 • If the Parser takes the OM path and WHEN NOT MATCHED THEN INSERT clause is specified, then the MERGE request is valid.
 For example, the following MERGE request is valid because the Parser takes the OM path:
 MERGE INTO t1USING (SELECT x2, y2, z2
 FROM t2 WHERE y2 = 1)
 ON x1 = 1WHEN MATCHED THEN
 UPDATE SET y1 = y2WHEN NOT MATCHED THEN
 INSERT (x2, y2, z2);
 Example 13
 The following example fails because the INSERT specification of the WHEN NOT MATCHED clause specifies a column, z1, from the target table t1, which is an illegal operation.
 MERGE INTO t1USING (SELECT x2,y2, z3
 FROM t2, t3 WHERE y2=10) AS s
 ON x1=y2 AND t4.x4=z2 WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (x1,y1, z1) VALUES (y2, t1.z1, x2);
 Example 14: Failures Caused By Referencing Tables Other Than the Source or Target in the ON, WHEN MATCHED, or WHEN NOT MATCHED Clauses
 The following examples fail because they reference a table other than the source or target table in either their ON, WHEN MATCHED, or WHEN NOT MATCHED clauses.
 The following example fails because table t4 is neither the derived source table s nor the target table t1.
 MERGE INTO t1USING (SELECT x2,y2, z3
 FROM t2, t3 WHERE y2=10) AS s
 ON x1=y2 AND t4.x4=z2WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 SELECT (y2, z2, x2);
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 The following example fails because table t3 is neither the derived source table s nor the target table t1. Even though t3 is specified in the USING source table subquery, it violates the restriction that only source and target tables can be referenced in an ON clause.
 MERGE INTO t1USING (SELECT x2,y2, z3
 FROM t2, t3 WHERE y2=10) AS s
 ON x1=y2 AND t3.x4=z2WHEN MATCHED THEN
 UPDATE SET z1=10WHEN NOT MATCHED THEN
 INSERT (y2, z2, x2);
 Example 15: Specifying the Partitioning Column Set in the ON Clause When the Target Relation Has a Partitioned Primary Index
 Consider the following table definitions. Note that t1 is a PPI table and that it is partitioned on column b1.
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER)
 PRIMARY INDEX (a1) PARTITION BY b1;
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER)
 PRIMARY INDEX (a2);
 The following MERGE request is valid because it specifies the partitioning column, b1, of the target table, t1, in its ON clause:
 MERGE INTO t1USING t2ON a1=a2 AND b1=b2
 WHEN MATCHED THENUPDATE SET c1=c2
 WHEN NOT MATCHED THENINSERT (a2, b2, c2);
 The following MERGE request aborts and returns an error message to the requestor because it does not specify the partitioning column of the target table, b1, in its ON clause:
 MERGE INTO t1USING t2ON a1=a2
 WHEN MATCHED THENUPDATE SET c1=c2
 WHEN NOT MATCHED THENINSERT (a2, b2, c2);
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 The following MERGE request aborts and returns an error message to the requestor because its INSERT specification orders columns b2 and c2 in a different sequence than they were specified in its ON clause. The INSERT specification must always match the ON clause constraints on the primary index of the target table, and its partitioning column set if the target table has a PPI.
 MERGE INTO t1USING t2ON a1=a2 AND b1=b2
 WHEN MATCHED THEN UPDATE SET c1=c2
 WHEN NOT MATCHED THENINSERT (a2, c2, b2);
 If the target table is a PPI table, the values of the partitioning columns must also be specified in search_condition, and the INSERT clause must specify the same partitioning column values as search_condition.
 Example 16: You Cannot Substitute the System-Derived PARTITION Column For the Partitioning Column Set For a MERGE Operation With a PPI Target Table
 Assume you have defined the following source and target relation definitions:
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER)
 PRIMARY INDEX (a1) PARTITION BY b1;
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER)
 PRIMARY INDEX (a2), UNIQUE INDEX(b2);
 The following example fails because you cannot substitute the system-derived PARTITION column for the partitioning column set of the target relation in the ON clause.
 MERGE INTO t1USING t2ON a1=a2 AND t1.PARTITION=10
 WHEN MATCHED THEN UPDATE SET b1=10
 WHEN NOT MATCHED THENINSERT (a2, b2, c2);
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 The following MERGE request, written against the same set of source and target tables, is valid because it specifies conditions on both the primary index of the target table, a1, as well as its partitioning column, b1:
 MERGE INTO t1USING t2ON a1=a2 AND b1=10
 WHEN MATCHED THENUPDATE SET c1=c2;
 The following MERGE request, again written against the same set of source and target tables, is not valid because it fails to specify the partitioning column for the target table, b1, in its ON clause.
 MERGE INTO t1USING t2ON a1=a2
 WHEN MATCHED THENUPDATE SET c1=c2;
 You can specify a system-derived PARTITION column-based condition in the ON clause, but only as a residual condition. For example, the following example works correctly because the primary index equality condition a1=a2 and the target table partitioning column condition b1=10 are both specified. The system treats the additional t1.PARTITION condition, t1.PARTITION=25 as a residual condition only.
 Example 17: With a Guaranteed Single-Row Source Relation, You Do Not Need To Specify the Partitioning Column Set
 Because the following MERGE request guarantees a single-row source relation by specifying an equality condition on the USI of target PPI table t1, it is not necessary to specify the partitioning column set:
 CREATE TABLE t1 (a1 INTEGER, b1 INTEGER, c1 INTEGER)
 PRIMARY INDEX (a1) PARTITION BY b1;
 CREATE TABLE t2 (a2 INTEGER, b2 INTEGER, c2 INTEGER)
 PRIMARY INDEX (a2), UNIQUE INDEX(b2);
 MERGE INTO t1USING (SELECT *
 FROM t2 WHERE b2=10) AS s
 ON a1=1 WHEN MATCHED THEN
 UPDATE SET c1=c2WHEN NOT MATCHED THEN
 INSERT (c2, b2, c2);
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 Example 18: Using the Target Table as the Source Table
 The following example uses target table t1 as its source table:
 MERGE INTO t1 USING t1 AS sON t1.a1 = s.a1
 WHEN MATCHED THENUPDATE SET b1 = 10
 WHEN NOT MATCHED THENINSERT (s.a1, s.b1, s.c1);
 Related Topics
 The following topics and manuals also have information relevant to the MERGE statement:
 • “INSERT/INSERT … SELECT” on page 296
 • “UPDATE” on page 416
 • “UPDATE (Upsert Form)” on page 437
 • “CREATE ERROR TABLE” in SQL Reference: Data Definition Statements
 • “HELP ERROR TABLE” in SQL Reference: Data Definition Statements
 • Database Administration
 • Utilities
 • Teradata FastLoad Reference
 • Teradata MultiLoad Reference
 • Teradata Parallel Data Pump Reference
 • Maurice Ho, Teradata 12.0 SQL Bulk Loading Complex Error Handling User's Guide, Teradata Database Orange Book 541-0006649, 2007.
 • Pradeep Sathya, Exploring the Benefits of Teradata 12.0 - ANSI MERGE Enhancements, Teradata Database Orange Book 541-0006658, 2007.
 This Orange book covers several MERGE topics that are not documented in this manual, including the following:
 • Comparing MERGE with MultiLoad.
 • Using MERGE as an alternative to MultiLoad for bulk data loading.
 • Relative performance advantages of MERGE and MultiLoad.
 • Using MERGE instead of UPDATE to update USI columns.
 • Using MERGE instead of INSERT … SELECT.
 • Using MERGE to perform conditional INSERT … SELECT operations.
 • Using MERGE to perform join updates.
 • Considerations for using MERGE for tables defined with batch referential integrity constraints.
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 ORDER BY Clause
 See “ORDER BY Clause” on page 151 for a detailed description of the ORDER BY clause.
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 QUALIFY Clause
 See “QUALIFY Clause” on page 136 for a detailed description of the QUALIFY clause.
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 ROLLBACK
 PurposeTerminates and rolls back the current transaction.
 Syntax
 where:
 Syntax Element … Specifies …
 WORK an optional noise keyword.
 ‘abort_message’ the text of the message to be returned when the transaction is terminated.
 FROM_clause a clause that is required only if WHERE_clause includes subqueries.
 FROM_clause is described in detail in “FROM Clause” on page 80.
 WHERE_clause an optional clause that specifies an expression whose result must evaluate to TRUE if the transaction is to be rolled back.
 If the result of WHERE_clause evaluates to FALSE, then transaction processing continues.
 If you do not specify WHERE_clause, then rollback occurs unconditionally.
 The abort condition described by WHERE_clause can also specify an aggregate operation (see Usage Notes) under ABORT.
 If you specify a UDT comparison, then the UDT must have a defined ordering (see CREATE ORDERING in SQL Reference: Data Definition Statements).
 WHERE_clause is described in detail in “WHERE Clause” on page 91.
 ROLLBACK
 1101S032
 WORK 'abort_message'
 FROM_clause
 A
 A
 WHERE_clause ;
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 ANSI Compliance
 ROLLBACK is ANSI SQL-2003-compliant.
 The following ROLLBACK options are Teradata extensions to the ANSI standard:
 • abort_message
 • FROM_clause
 • WHERE_clause
 Authorization
 None.
 How ANSI Transactions Are Defined and Terminated
 In ANSI mode, the first SQL request in a session initiates a transaction. The transaction is terminated by issuing either a COMMIT or a ABORT/ROLLBACK request. Request failures do not cause a rollback of the transaction, only of the request that causes them.
 ROLLBACK Is Explicit
 There are no implicit transactions in ANSI mode. More accurately, each ANSI transaction is initiated implicitly, but always completed explicitly. A COMMIT or ABORT/ROLLBACK statement must always be explicitly stated and be the last request of a transaction in order for the transaction to terminate successfully.
 In ANSI mode, you must issue an ABORT/ROLLBACK (or COMMIT) request even when the only request in a transaction is a SELECT or SELECT AND CONSUME.
 In the case of a SELECT request, it makes no difference whether you issue a COMMIT or an ABORT/ROLLBACK.
 In the case of a SELECT AND CONSUME, there is a difference in the outcomes between issuing a COMMIT or ABORT/ROLLBACK because an ABORT or ROLLBACK request reinstates the subject queue table of the request to its former status, containing the rows that were pseudo-consumed by the aborted SELECT AND CONSUME request.
 Rules for Embedded SQL
 ROLLBACK observes the following rules:
 • ROLLBACK cannot be performed as a dynamic SQL statement.
 • ROLLBACK is not valid when you specify the TRANSACT(2PC) option to the preprocessor.
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 ROLLBACK and ABORT Are Synonyms
 With the exception of the presence of the WORK keyword, ROLLBACK is a synonym for ABORT.
 The COMMIT statement also causes the current transaction to be terminated, but with commit rather than rollback.
 See “ABORT” on page 229 and “COMMIT” on page 267.
 How ROLLBACK Works
 ROLLBACK performs the following actions:
 1 Backs out changes made to the database as a result of the transaction.
 2 Deletes spooled output for the request.
 3 Releases locks associated with the transaction.
 4 If the transaction is in the form of a macro or a multistatement request, bypasses execution of the remaining statements.
 5 Returns a failure response to the user.
 How ROLLBACK Works With Embedded SQL
 ROLLBACK performs the following additional actions when used within an embedded SQL application:
 1 See “How ROLLBACK Works” on page 409.
 2 Discards dynamic SQL statements prepared within the current transaction.
 3 Closes open cursors.
 4 Cancels database changes made by the current transaction.
 5 Sets SQLCODE to zero when ROLLBACK is successful.
 6 Sets the first SQLERRD element of the SQLCA to 3513 or 3514, depending on whether abort_message is specified.
 7 Returns an abort message in the SQLERRM field of the SQLCA if a WHERE_clause is specified.
 8 Terminates the application program connection (whether explicit or implicit) to the Teradata Database if the RELEASE keyword is specified.
 IN this environment …IF no LOGON/CONNECT request precedes the next SQL request, THEN the preprocessor …
 Channel-attached attempts to establish an implicit connection.
 Network-attached issues a No Session Established error.
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 ROLLBACK With A WHERE Clause
 ROLLBACK tests each value separately, so a WHERE clause should not introduce both an aggregate and a nonaggregate value.
 The aggregate value becomes, in effect, a GROUP BY value, and the mathematical computation is performed on the group aggregate results.
 For example, assuming that the following things are true, then the ROLLBACK statement that follows incorrectly terminates the transaction.
 • The table Test contains several rows,
 • The sum of Test.colA is 188, and
 • Only one row contains the value 125 in Test.colB
 ROLLBACK WHERE (SUM(Test.colA) <> 188) AND (Test.ColB = 125);
 The preceding request is processed first by performing an all-rows scan with the condition (ColB = 125), which selects a single row and then computes intermediate aggregate results with the condition (SUM(ColA) <> 188).
 The condition evaluates to TRUE because the value of ColA in the selected row is less than 188.
 If ROLLBACK … WHERE is used and it requires READ access to an object for execution, then user executing the ROLLBACK statement must have SELECT right to the data being accessed.
 The WHERE condition of a ROLLBACK can include subqueries. If so, then the subqueries require FROM clauses, and the ROLLBACK request should also have a FROM clause if you want the scope of a reference in a subquery to be the ROLLBACK condition.
 ROLLBACK With a UDT In Its WHERE Clause
 ROLLBACK supports comparisons of UDT expressions8 in a WHERE clause. If you specify a UDT comparison, then the UDT must have a defined ordering (see CREATE ORDERING in SQL Reference: Data Definition Statements). See “Example: ROLLBACK With a UDT In The WHERE Clause” on page 411.
 Rules for Using Correlated Subqueries in a ROLLBACK Statement
 The following rules apply to correlated subqueries used in a ROLLBACK request:
 • A FROM clause is required for a ROLLBACK request if the ABORT references a table. All tables referenced in an ABORT request must be defined in a FROM clause.
 • If an inner query column specification references an outer FROM clause table, then the column reference must be fully qualified.
 Correlated subqueries and the EXISTS predicate are supported in the WHERE clause.
 Also see “SAMPLE Clause” on page 140.
 8. A UDT expression is any expression that returns a UDT value.
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 Multiple ROLLBACK Requests
 If a macro or multistatement request contains multiple ROLLBACK requests, those requests are initiated in the order they are specified, even if the expressions could be evaluated immediately by the parser because the request does not access any tables (see “Two Types of ROLLBACK Requests” on page 411). However, the system can process ROLLBACK requests in parallel.
 If the system executes the ROLLBACK requests in parallel, and one of the requests actually does roll back, then the system reports that rollback regardless of its specified sequence in the macro or multistatement request.
 You can examine the EXPLAIN report for the macro or multistatement request to determine whether the system is executing the ROLLBACK requests in parallel or not.
 Two Types of ROLLBACK Requests
 There are two categories of ROLLBACK requests, those that can be evaluated by the parser and do not require access to a table and those that require table access.
 If ROLLBACK expressions are processed that do not reference tables, and if their order of execution is not important relative to the other requests in a multistatement request or macro, then they should be placed ahead of any requests that reference tables so that the rollback operation can be done at minimum cost.
 In the following example, the first two ROLLBACK requests can be evaluated by the parser and do not require access to tables. The third ROLLBACK request requires access to a table.
 CREATE MACRO macro_name (P1 INTEGER, P2 INTEGER)
 AS. . .ROLLBACK ’error’ WHERE :P1 < 0;ROLLBACK ’error’ WHERE :P2 < 0;SELECT. . .ROLLBACK ’error’ WHERE tab.C1 = :P1;
 ROLLBACK With BTEQ
 If you use ROLLBACK in a BTEQ script with either the .SESSION or the .REPEAT command, you must send the ROLLBACK statement and the repeated SQL statement as one request.
 If you send the repeated request without the ROLLBACK, one of the requests is eventually blocked by other sessions and the job hangs because of a deadlock.
 Example: ROLLBACK With a UDT In The WHERE Clause
 The following examples demonstrate correct use of UDT expressions in the WHERE clause of a ROLLBACK request:
 ROLLBACK WHERE (tab1.euro_col < CAST(0.0 AS euro));
 ROLLBACK WHERE (tab1.cir_col.area() < 10.0);
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 Related Topics
 The following topics and manuals also have information relevant to the ROLLBACK statement:
 • “ABORT” on page 229
 • “COMMIT” on page 267
 • SQL Reference: Statement and Transaction Processing
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 SAMPLE Clause
 See “SAMPLE Clause” on page 140 for a description of the SAMPLE clause.
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 SELECT
 See Chapter 1: “The SELECT Statement” for details about the SELECT statement.
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 SELECT … INTO
 See “SELECT … INTO” on page 50 for more details about using SELECT … INTO.
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 UPDATE
 PurposeModifies column values in existing rows of a table.
 Basic Form, No FROM Clause Syntax
 Basic Form, FROM Clause Syntax
 Joined Tables Syntax
 UPDATE table_name A
 UPDcorrelation_name
 AS
 1101B210
 WHERE condition
 ALL
 SET column_name = expression
 column_name.mutator_method_name
 ,
 A
 ;
 UPDATE table_name_1
 1101B209
 WHERE condition
 ALL
 SET column_name = expression
 column_name.mutator_method_name
 ,
 A
 A
 UPD
 FROMcorrelation_name
 correlation_name
 table_name_2
 AS
 ;
 UPDATE table_name_1,
 A
 UPD FROMcorrelation_name
 correlation_name table_name_2
 AS
 1101B206
 WHERE condition
 ALL
 SET column_name = expression
 column_name.mutator_method_name
 ,
 A
 ;
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 where:
 Syntax Element … Specifies …
 table_name_1 the name of the base table, queue table, or derived table to be updated, or the name of a view through which the table is accessed.
 If you specify a correlation name for table_name_1 in the FROM clause, then you must specify that correlation name for the updated table instead of table_name_1.
 See “Example 4: UPDATE Specifying a Correlation Name for the Updated Table in the FROM Clause” on page 430.
 correlation_name an alias for table_name_1.
 The correlation_name option is a Teradata extension to the ANSI SQL-2003 standard.
 Correlation names are also referred to as range variables.
 FROM a keyword introducing a table list of the updated table and any other tables from which field values are taken to update the updated table.
 When you use an UPDATE syntax that requires a FROM clause, you should specify the names of all outer tables in the clause.
 The UPDATE statement FROM clause is a Teradata extension to the ANSI SQL-2003 standard.
 table_name_2 the name of one or more base tables, queue tables, derived tables, or views.
 table_name_1 must be a member of the table_name_2 table list.
 If you do not specify a correlation name for a table_name_2 list object, or if you define a correlation name for it instead of table_name_1, then table_name_2 cannot be a derived table.
 If any table_name_2 list member is a view, then that view must be updatable.
 If you do not specify a database name, the system assumes the current database.
 correlation_name an alias for a member of the table_name_2 table list.
 A correlation name must be specified for at least one of the tables in a self-join operation.
 If you specify a correlation name for table_name_1 in the table_name_2 table list using the joined tables syntax, then you must specify that correlation name instead of the true name for table_name_1. See “Example 4: UPDATE Specifying a Correlation Name for the Updated Table in the FROM Clause” on page 430.
 Correlation names are also referred to as range variables.
 SET the names of one or more columns whose data is to be updated, and the expressions that are used for update.
 If you are updating a UDT column, then you must use the mutator SET clause syntax (see “Updating Structured UDTs Using a Mutator SET Clause” on page 426).
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 ANSI Compliance
 UPDATE is ANSI SQL-2003-compliant.
 column_name the name of a column to which the value expression is to be set.
 The column_name field is for a column name only.
 Do not use fully-qualified column name forms such as databasename.tablename.columnname or tablename.columnname.
 mutator_method_name the name of a mutator method that is to perform some update operation on column_name.
 A mutator method name is the same name as the attribute name that it modifies. Within the mutated set clause, parentheses following the attribute name are not valid.
 If you are updating a structured UDT column, then you must use the mutator SET clause syntax (see “Updating Structured UDTs Using a Mutator SET Clause” on page 426).
 expression an expression that produces the value for which column_name is to be updated.
 expression can include constants, nulls (specified by the reserved word NULL), a DEFAULT function, or an arithmetic expression for calculating the new value. Values in a targeted row before the update can be referenced in an expression.
 For join updates, you can reference columns in expression from rows participating in the join.
 When host variables are used in the SET clause, they must always be preceded by a COLON character.
 WHERE a conditional clause. For more information see “WHERE Clause” on page 91.
 If you specify a WHERE clause, you must have SELECT access on the searched objects.
 condition the conditional expression to be used for determining rows whose values are to be updated. The condition can reference multiple tables or specify a subquery.
 ALL Indicates that all rows in the specified table are to be updated.
 The ALL option is a Teradata extension to ANSI SQL.
 Syntax Element … Specifies …

Page 419
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxUPDATE
 SQL Reference: Data Manipulation Statements 419
 Authorization
 The following privilege rules apply to the UPDATE statement.
 • You must have the UPDATE privilege on the table or columns to be updated.
 • To update any UDT column, you must also have the UDTUSAGE privilege on that column.
 • When executing an UPDATE that also requires READ access to an object, you must have the SELECT privilege on the data being accessed.
 For example, in the following request, READ access is required by the WHERE condition.
 UPDATE table_1 SET field_1 = 1 WHERE field_1 < 0;
 Similarly, the following request requires READ access because you must read f1 values from t1 in order to compute the new values for f1.
 UPDATE table_1 SET field_1 = field_1 + 1;
 The following request does not require SELECT privileges:
 UPDATE table_1 SET field_3 = 0 ALL;
 Locks Set by UPDATE
 An UPDATE operation sets a WRITE lock for the table or row being updated.
 Activity Count
 The activity count in the success response (or ACTIVITY_COUNT system variable for a stored procedure) for an UPDATE request reflects the total number of rows updated. If no rows qualify for update, then the activity count is zero.
 Duplicate Rows and UPDATE
 It is not possible to distinguish among duplicate rows in a MULTISET table. Because of this, when a WHERE condition identifies a duplicate row, all of the duplicate rows are updated.
 Duplicate Row Checks
 Unless a table is created as MULTISET (and without UNIQUE constraints) to allow duplicate rows, the system always checks for duplicate rows during the update process. The order in which updates are executed can affect the result of a transaction.
 Consider the following example:
 CREATE SET TABLE t1 (a INTEGER, b INTEGER)
 PRIMARY INDEX (a);
 INSERT INTO t1 VALUES (1,1);
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 INSERT INTO t1 VALUES (1,2);
 UPDATE t1 SET b = b + 1 WHERE a = 1; /* fails */
 UPDATE t1 SET b = b - 1 WHERE a = 1; /* succeeds */
 The first UPDATE request fails because it creates a duplicate row.
 If the order of the UPDATE requests is reversed, then both UPDATE requests succeed because the UPDATE does not result in duplicate rows.
 CREATE SET TABLE t1 (a INTEGER, b INTEGER)
 PRIMARY INDEX (a);
 INSERT INTO t1 VALUES (1,1);
 INSERT INTO t1 VALUES (1,2);
 UPDATE t1 SET b = b - 1 WHERE a = 1; /* succeeds */
 UPDATE t1 SET b = b + 1 WHERE a = 1; /* succeeds */
 This mode is characteristic of both simple and join updates. Updates that affect primary or secondary index values, on the other hand, are implemented as discrete delete and insert operations.
 Large Objects and UPDATE
 The behavior of truncated LOB updates differs in ANSI and Teradata session modes. The following table explains the differences in truncation behavior.
 In this session mode …The following behavior occurs when non-pad bytes are truncated on insertion …
 ANSI an exception condition is raised.
 The UPDATE fails.
 Teradata no exception condition is raised.
 The UPDATE succeeds: the truncated LOB is stored.
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 UPDATE Processing Time
 Processing time for an UPDATE operation is longer under the following conditions:
 • When the FALLBACK option is specified for the table, because the rows in the secondary copy of the table must also be updated.
 • When a column on which one or more indexes (secondary or primary) are defined is updated.
 You can shorten the processing time for an UPDATE operation by using an indexed column in the WHERE clause of the UPDATE request.
 Processing time can also vary between different syntaxes used to perform the identical update operation. Use the EXPLAIN modifier to determine which syntax form produces optimal processing time.
 Rules for Embedded SQL and Stored Procedures
 The following rules apply to the searched form of the UPDATE statement:
 • If host variable references are used, a COLON character must precede the host variable in the SET and WHERE clauses. The colon is optional otherwise, but strongly recommended.
 • If the UPDATE request is specified with a WHERE clause and the specified search condition selects no rows, then the value +100 is assigned to SQLCODE and no rows are updated.
 • The updated row is formed by assigning each update value to the corresponding column value of the original row. The resulting updated row must be NULL for any column that has the NOT NULL attribute or SQLCODE is set to -1002 and the row is not updated.
 Update values are set in the corresponding row column values according to the rules for host variables.
 • If the table identified by table_name is a view specifying WITH CHECK OPTION, all values updated through that view must satisfy any constraints specified in any WHERE clause defined in the view.
 Queue Tables and UPDATE
 The best practice is to avoid using the UPDATE statement on a queue table because the operation requires a full table scan to rebuild the internal queue table cache. Instead, you should reserve this statement for exception handling.
 An UPDATE statement cannot be in a multistatement request that contains a SELECT and CONSUME request for the same queue table.
 For more information on queue tables and the queue table cache, see SQL Reference: Data Definition Statements.
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 Rules for Updating Partitioning Columns of a PPI Table
 The following rules apply to updating the partitioning columns of a PPI table:
 • If you are updating a partitioning column for a partitioned primary index, then updates to the partitioning columns must be in a range that permits the partitioning expression to produce, after casting values to INTEGER if the value is not already of that type, a nonnull value between 1 and 65,535, inclusive.
 • If you attempt to update the partitioning columns of a row of a table with a multilevel partitioned primary index such that any of the partitioning expressions for that table evaluate to null, the system aborts the request and returns an error message to the requestor.
 • If you attempt to update a base table row that causes an insert into a join index with a multilevel partitioned primary index, and any of the partitioning expressions for that index row evaluate to null, the system aborts the request and returns an error message to the requestor.
 • If you attempt to update a base table row that causes an update of index row in a join index with a multilevel partitioned primary index such that any of the partitioning expressions for that index row evaluate to null after the update, the system aborts the request and returns an error message to the requestor.
 • Updating a base table row does not always cause inserts or updates to a join index on that base table. For example, you can specify a WHERE clause in the CREATE JOIN INDEX statement to create a sparse join index for which only those rows that meet the condition of the WHERE clause are inserted into the index, or, for the case of a row in the join index being updated in such a way that it no longer meets the conditions of the WHERE clause after the update, cause that row to be deleted from the index. The process for this activity is as follows:
 a The system checks the WHERE clause condition for its truth value after the update to the row.
 IF the condition evaluates to … THEN the system …
 FALSE deletes the row from the sparse join index.
 TRUE retains the row in the sparse join index and proceeds to stage b.
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 b The system evaluates the new result of the partitioning expression for the updated row.
 c End of process.
 • You cannot update the system-derived columns PARTITION and PARTITION#L1 through PARTITION#L15.
 If you attempt to do so, the system aborts the request and returns an error message to the requestor.
 • Expression evaluation errors, such as divide by zero, can occur during the evaluation of a partitioning expression. The system response to such an error varies depending on the session mode in effect at the time the error occurs.
 When you design your partitioning expressions, you should construct them in such a way that expression errors either cannot, or are very unlikely to, occur.
 Identity Columns and UPDATE
 You cannot update a GENERATED ALWAYS identity column.
 Update of GENERATED ALWAYS Identity Columns and PARTITION Columns Is Not Permitted
 You cannot update the following set of system-generated columns:
 • GENERATED ALWAYS identity columns
 • PARTITION
 • PARTITION#Ln
 IF the partitioning expression … THEN the system …
 evaluates to null and no appropriate NO RANGE and UNKNOWN option has been specified
 aborts the request, does not update either the base table or the sparse join index, and returns an error message to the requestor.
 evaluates to null and appropriate NO RANGE and UNKNOWN options have been specified
 handles the row by storing it in either the NO RANGE or UNKNOWN partition for the sparse join index, and continues processing requests.
 evaluates to a value stores the row in the appropriate partition, which might be different from the partition in which it was previously stored, and continues processing requests.
 In this session mode … Expression evaluation errors roll back this work unit …
 ANSI request that contains the aborted statement.
 Teradata transaction that contains the aborted request.
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 You can update a GENERATED BY DEFAULT identity column. The specified value is not constrained by identity column parameters, but is constrained by any CHECK constraints defined on the column.
 Updating Distinct UDT Columns
 To update a distinct type column, either of the following must be true:
 • The updated value must be of the same distinct type.
 • There must exist a cast that converts the type of the updated value to the distinct type of the column and the cast is defined with the AS ASSIGNMENT option (see CREATE CAST in SQL Reference: Data Definition Statements).
 By default, a distinct type has a system-generated cast of this type.
 For example, suppose you have the following table definition:
 CREATE TABLE table_1 (column1 euro, column2 INTEGER)
 UNIQUE PRIMARY INDEX(column2);
 Then the information in the following table is true:
 Example Comment
 UPDATE table_1 SET column1 = 4.56 WHERE column2 = 5;
 Valid if there is a cast defined with the AS ASSIGNMENT option, either system-generated or user-defined, that converts DECIMAL to euro.
 UPDATE table_1 SET column1 = CAST(4.56 AS euro) WHERE column2 = 5;
 Valid if there is a cast defined with or without the AS ASSIGNMENT option, either system-generated or user-defined, that converts DECIMAL to euro.
 USING (price decimal(6,2)) UPDATE table_1 SET column1 = (CAST (:price AS euro)).roundup(0);
 Valid if the roundup() method returns the euro type and if there is an appropriate cast definition, either system-defined or user-defined, that converts DECIMAL to euro.
 Because an explicit cast operation is used, the UDT cast need not have been defined using the AS ASSIGNMENT option.
 1 Host variable :price is converted to euro.
 2 The roundup() method is invoked.
 UPDATE table_1 SET column1 = column1.roundup(0);
 Valid if the roundup() method returns the euro type.
 UPDATE table_1 SET column1 = column3;
 Valid column reference.
 UPDATE table_1 SET column1 = NULL WHERE column2 = 10;
 Valid setting of a distinct column to NULL.
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 Updating Structured UDT Columns
 To update a structured type column, the updated value must be of the same structured type.
 For example, suppose you have the following table definition:
 CREATE TABLE table_1 (column_1 address, column_2 INTEGERcolumn_3 address)
 UNIQUE PRIMARY INDEX(column2);
 Then the information in the following table is true:
 Example Comment
 UPDATE table_1SET column_1 =
 '17095 Via Del Campo;92127';
 Valid if there is a cast with AS ASSIGNMENT that converts a string to the structured type address.
 USING (addr varchar(30), c2 INTEGER)UPDATE table_1 SET column_1 = :addrWHERE column_2 = :c2;
 Valid if there is a cast with AS ASSIGNMENT that converts a string to the structured type address.
 UPDATE table_1 SET column_1 =
 NEW address('17095 Via Del Campo', '92127');
 Valid invocation of a constructor method.
 USING (street VARCHAR(20), zip CHARACTER(5))
 UPDATE table_1 SET column_1 = NEW address(:street,:zip);
 Valid invocation of a constructor method with host variables.
 UPDATE table_1 SET column_1 = NEW address();
 Valid invocation of the constructor function with the NEW syntax.
 UPDATE table_1 SET column_1 =
 (NEW address().street('17087 Via Del Campo').zip('92127'));
 Valid mutator invocations:
 1 The constructor function is invoked. The result is an address value whose attribute values are set to their defaults.
 2 The mutator for the street attribute is invoked. The result is an updated address value with its street attribute modified.
 3 The mutator for the zip attribute is invoked. The result is another updated address value with its zip attribute modified. This result also contains the change to the street attribute.
 4 The result address value is used to update column_1 of table_1.
 UPDATE table_1SET column_1 = column1.zip('92128');
 Valid invocation of a mutator to update the zip attribute.
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 Updating Structured UDTs Using a Mutator SET Clause
 Mutator SET clauses provide an intuitive syntax for updating structured type columns. A mutator SET clause can only be used to update structured UDT columns. In other words, the specified column_name in a mutator SET clause must identify a structured UDT column. Each mutator method name you specify must be a valid mutator method name for the respective structured type value.
 A mutator method name is the same name as the attribute name that it modifies. Within the mutated set clause, parentheses following the attribute name are not valid.
 There is one additional restriction on mutator SET clauses.
 Consider the following example:
 SET mycol.R = x,mycol.y = mycol.R() + 3
 As implemented by Teradata, any column references in an expression refer to the value of the column in the row before the row is updated. The system converts the two example clauses to the following single equality expression:
 mycol = mycol.R(x).y(mycol.R() + 3)
 This is a deviation from the ANSI SQL-2003 standard.
 According to the ANSI SQL-2003 standard, the column reference to mycol in the second example equality expression of the mutator SET clause should reflect the change made to it from the first equality expression of the mutator SET clause, the assignment of x.
 In other words, the two equality expressions are converted to the following single equality expression:
 mycol = mycol.R(x).y(mycol.R(x).R() + 3)
 UPDATE table_1 SET column_1 =
 (CAST ('17095 Via Del Campo;92127' AS address) );
 Valid if the cast from VARCHAR to structured type address is valid.
 UPDATE table_1 SET column_1 = column3;
 Valid column reference.
 UPDATE table_1 SET column_1 = NULL;
 Valid setting of a structured type column to NULL.
 Example Comment
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 Rules for Updating Rows Using Views
 To update rows using a view through which the table is accessed, observe the following rules:
 • You must have the UPDATE privilege on the view.
 The immediate owner of the view (that is, the containing database for the view) must have the UPDATE privilege on the underlying object (view, base table, or columns) whose columns are to updated, and the SELECT privilege on all tables that are specified in the WHERE clause.
 • Each column of the view must correspond to a column in the underlying table (that is, none of the columns in the view can be derived using an expression).
 • The data type definitions for an index column should match in the view definition and in the base table to which the view refers.
 Although you can generally convert the data type of a view column (for example, from VARCHAR to CHARACTER), if that converted column is a component of an index, then the Optimizer does not use that index when the base table is updated because the data type of the recast column no longer matches the data type of the index column.
 The resulting all-AMP, all-row scan defeats the performance advantages the index was designed for.
 • No two view columns can reference the same table column.
 • If the request used to define a view contains a WHERE clause WITH CHECK OPTION, then all values inserted through that view must satisfy the constraints specified in the WHERE clause.
 • If a view includes a WHERE clause and does not specify WITH CHECK OPTION, then data can be inserted through the view that will not be visible through that view.
 Rules for Using the DEFAULT Function With Update
 The following rules apply to using the DEFAULT function with an UPDATE statement:
 • The DEFAULT function takes a single argument that identifies a relation column by name. The function evaluates to a value equal to the current default value for the column. For cases where the default value of the column is specified as a current built-in system function, the DEFAULT function evaluates to the current value of system variables at the time the request is executed.
 The resulting data type of the DEFAULT function is the data type of the constant or built-in function specified as the default unless the default is NULL. If the default is NULL, the resulting date type of the DEFAULT function is the same as the data type of the column or expression for which the default is being requested.
 • The DEFAULT function has two forms. It can be specified as DEFAULT or DEFAULT (column_name). When no column name is specified, the system derives the column based on context. If the column context cannot be derived, the request aborts and an error is returned to the requestor.
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 • You can specify a DEFAULT function without a column name argument as the expression in the SET clause. The column name for the DEFAULT function is the column specified as the column_name. The DEFAULT function evaluates to the default value of the column specified as column_name.
 • You cannot specify a DEFAULT function without a column name argument as part of the expression. Instead, it must be specified by itself. This rule is defined by the ANSI SQL-2003 specification.
 • You can specify a DEFAULT function with a column name argument in the source expression. The DEFAULT function evaluates to the default value of the column specified as the input argument to the DEFAULT function.
 For example, DEFAULT(col2) evaluates to the default value of col2. This is a Teradata extension to the ANSI SQL-2003 specification.
 • You can specify a DEFAULT function with a column name argument anywhere in an update expression. This is a Teradata extension to the ANSI SQL-2003 specification.
 • When no explicit default value has been defined for a column, the DEFAULT function evaluates to null when that column is specified as its argument.
 See SQL Reference: Functions and Operators for more information about the DEFAULT function.
 Nonvalid Uses of UPDATE
 An UPDATE operation causes an error message to be returned when any of the following conditions occur:
 • The operation attempts to update a field using a value that violates a constraint (for example, UNIQUE or referential) declared for the column.
 • The operation attempts to update a field using a value that is of a different numeric type than that declared for the column and the value cannot be converted correctly to the correct type.
 • The operation attempts to update a VARCHAR column, and that operation causes the row to become identical to another row (except for the number of trailing pad characters), for a table not permitting duplicate rows.
 • The operation attempts to update a CHARACTER column with a value that is not in the repertoire of the destination character data type.
 • If in ANSI session mode, updating character data, where in order to comply with maximum length of the target column, non-pad characters are truncated from the source data. This update is valid in Teradata session mode.
 • The operation attempts to update a row by using values that will create a duplicate of an existing row, for a table not allowing duplicate rows.
 • The operation references objects in multiple databases without using fully qualified names. Name resolution problems may occur if referenced databases contain tables or views with identical names and these objects are not fully qualified. Name resolution problems may even occur if the identically named objects are not themselves referenced.
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 FROM Clause
 The optional FROM list included in the UPDATE syntax is a Teradata extension to support correlated subqueries and derived tables in the search conditions for UPDATE.
 Specify the FROM clause for the following reasons only:
 • To provide the outer scope of a table with columns referenced in a subquery, making the subquery a correlated subquery.
 • To permit references to a derived table.
 • To specify joined tables for an update operation.
 If a table is listed in the FROM clause for the UPDATE and not in the FROM clause for a subquery, then field references in the subquery are scoped at the outer level, making it a correlated subquery.
 The following rules apply to the use of correlated subqueries in the FROM clause of an UPDATE statement:
 • If a FROM clause is specified for the UPDATE syntax you are using, then any correlation name used must be specified in the FROM clause.
 • If a correlation name is specified for the updated table name in the FROM clause, this correlation name, rather than the original name, must be used as the table_name that follows the UPDATE keyword. This FROM clause is optional if no joined tables are specified for an UPDATE.
 • If an inner query column specification references an outer FROM clause table, then the column reference must be fully qualified.
 • If the FROM clause is omitted, you can specify a correlation name for the table_name that follows the UPDATE keyword.
 Also see “Correlated Subqueries” on page 103.
 UPDATEs With a Join
 If a row from the updated table is joined with a row from another table in the FROM clause, and the specified WHERE condition for the request evaluates to TRUE for that row, then the row in the updated table is updated with columns referenced in the SET clause from the joined row.
 When an UPDATE request specifies a join operation, the join is more efficient if the WHERE condition uses values for indexed columns in the joined tables.
 Be aware that the order in which join updates are executed can affect the result of a transaction. See “Duplicate Row Checks” on page 419 for more information.
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 Example 1
 The following request updates the yrsexp column in the employee table for employee Greene, who is employee number 10017:
 UPDATE employee SET yrsexp = 16 WHERE empno = 10017;
 Example 2
 The following request updates the employee table to apply a 10 percent cost of living increase to the salary for all employees:
 UPDATE employee SET salary = salary * 1.1 ALL ;
 Example 3
 The following request places a null in the salary column for employee number 10001:
 UPDATE employee SET salary = NULL WHERE empno = 10001 ;
 Example 4: UPDATE Specifying a Correlation Name for the Updated Table in the FROM Clause
 Because the following UPDATE request specifies the correlation name e for employee in its FROM clause, you must specify e in place of employee immediately following the UPDATE keyword.
 UPDATE eFROM employee AS e, department AS dSET salary = salary * 1.05WHERE e.emp_no = d.emp_no;
 Example 5: UPDATE With a Subquery
 The following examples perform the same UPDATE operation using either a subquery join with a derived table or a simple equality join on column_1 in table_1 and table_2.
 UPDATE table_1 SET column_1 = 1 WHERE column_1 IN (SELECT column_2
 FROM table_2);
 UPDATE table_1 SET column_1 = 1 WHERE table_1.column_1=table_2.column_1;
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 Example 6: UPDATE With a Noncorrelated Subquery
 The following UPDATE operation uses a subquery to decrease the list price on an electroacoustic CD budget line for labels containing the string ‘erstwhile’:
 UPDATE discSET price = price * .85WHERE label_no IN (SELECT label_no
 FROM labelWHERE label_name LIKE '%erstwhile%')AND line = 'NEA';
 You can obtain the same result by writing the query using a join between the disc and label tables on label_no:
 UPDATE discSET price = price * .85WHERE disc.label_no = label.label_noAND label_name LIKE '%erstwhile%'AND line = 'NEA';
 Example 7: UPDATE With a Correlated Subquery
 The following correlated subquery is executed once for each row of the outer reference, publisher, and since two publishers have no books in the library two rows of publisher are modified.
 UPDATE publisher SET pub_num = NULLWHERE 0 = (SELECT COUNT(*)
 FROM book WHERE book.pub_num = publisher.pub_num);
 Two publishers have books in the library, and two publishers do not.
 “Correlated Subqueries” on page 103 describes additional examples of correlated and noncorrelated subqueries.
 Example 8: UPDATE With a Noncorrelated Subquery
 To modify “Example 7: UPDATE With a Correlated Subquery” on page 431 to be a noncorrelated subquery, change the subquery to include all tables it references in the inner FROM clause.
 UPDATE publisher SET pubnum = NULL WHERE 0 = (SELECT COUNT(*)
 FROM book, publisherWHERE book.pubnum = publisher.pubnum);
 The request does not contain a correlated subquery and the condition in the subquery has a local defining reference. The count, determined once, is nonzero, and no rows are deleted.
 “Correlated Subqueries” on page 103 describes additional examples of correlated and noncorrelated subqueries.
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 Example 9: UPDATE With a Join
 The following example updates the employee table to give each employee a 5 percent salary increase using a join between the employee and department tables.
 UPDATE employee AS eFROM department AS d SET salary = salary * 1.05 WHERE e.dept_no = d.dept_no AND salary_pool > 25000;
 Example 10: UPDATE With a Mutator SET Clause
 The mutator SET clause syntax permits you to write UPDATE requests for structured UDTs in a form of shorthand notation. Consider the following structured data type definitions:
 CREATE TYPE person AS (last_name VARCHAR(20),first_name VARCHAR(20),birthdate DATE)
 … ;
 CREATE TYPE school_record AS (school_name VARCHAR(20),gpa FLOAT)
 INSTANTIABLE… ;
 CREATE TYPE college_record AS (school school_record,major VARCHAR(20),minor VARCHAR(20))
 INSTANTIABLE… ;
 Suppose you have the following table definition:
 CREATE TABLE student_record (student_id INTEGER,student person,high_school school_record,college college_record);
 Without the mutator SET clause notation, UPDATEs must be written in forms of chained or nested mutator method invocations.
 For example,
 • The following UPDATE request changes student John Doe to Natsuki Tamura:
 UPDATE student_recordSET student = student.Last_name('Tamura').First_name('Natsuki')
 WHERE student.First_name() = 'John'AND student.Last_name() = 'Doe';
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 • The following UPDATE statement makes the following updates to the college record of student Steven Smith:
 • school_name = 'UCLA'
 • GPA = 3.20
 • major = 'Computer Science'
 UPDATE student_recordSET college =college.school(college.school().school_name('UCLA').GPA(3.20)).major('Computer Science');
 WHERE student.First_name() = 'Steven'AND student.Last_name() = 'Smith';
 As you can see, formulating the necessary chained or nested mutator method invocations can be very complex. However, you can use the mutator SET clause notation to make writing UPDATE statement for a structured type column simpler and more intuitive.
 Consider the following rewrites of the two previous UPDATE requests, this time using the mutator SET clause notation:
 • The following UPDATE statement changes student John Doe to Natsuki Tamura:
 UPDATE student_recordSET student.Last_name = 'Tamura',
 student.First_name = 'Natsuki',WHERE student.First_name() = 'John'AND student.Last_name() = 'Doe';
 • The following UPDATE statement makes the following updates to the college record of student Steven Smith:
 • school_name = 'UCLA'
 • GPA = 3.20
 • major = 'Computer Science'
 UPDATE student_recordSET college.school.school_name = 'UCLA',
 college.school.GPA = 3.20,college.major = 'Computer Science'
 WHERE student.First_name() = 'Steven'AND student.Last_name() = 'Smith';
 Example 11: Update Statements Using the DEFAULT Function
 You can specify a DEFAULT function without a column name as the expression in the SET clause. The column name for the DEFAULT function is the column specified as the column name. The DEFAULT function evaluates to the default value of the column specified as column_name.
 The examples below assume the following table definition:
 CREATE TABLE table_11 (col_1 INTEGER, col_2 INTEGER DEFAULT 10,col_3 INTEGER DEFAULT 20,col_4 CHARACTER(60));
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 The following UPDATE requests are valid:
 The following example updates the values of col3 to 20 (its default value) for all rows:
 UPDATE table_11 SET col_3 = DEFAULT;
 The following example updates the values of Col3 to 20 (its default value) for rows where the value of col1=5.
 UPDATE table_11 SET col_3 = DEFAULT
 WHERE Col1 = 5;
 Assume the following table definition for the next example:
 CREATE TABLE table_12 (x INTEGER,y INTEGER);
 The following example updates the values of col3 to 20 (its default value) depending on whether the WHERE condition evaluates to true or not.
 UPDATE table_11 SET col_3 = DEFAULT
 WHERE 5 < ANY (SELECT y FROM table_12);
 You can specify a DEFAULT function with a column name in the source expression. The DEFAULT function evaluates to the default value of the column name specified as the input argument to the DEFAULT function. For example, DEFAULT(col_2) evaluates to the default value of col_2. This is a Teradata extension.
 The following UPDATE request is valid. The input argument to the DEFAULT function is col_2. Therefore, the DEFAULT function evaluates to the default value of the col_2 and then set col_3 to this value. Specifically, it updates the values of col_3 to 10 (the default value of col_2) for all rows.
 UPDATE table_11 SET col3 = DEFAULT(col_2);
 The following example updates the values of col_3 to 10 (the default value of col_2) for rows where the value of col_1 is 5.
 UPDATE table_11 SET col_3 = DEFAULT(col_2)
 WHERE col_1 = 5;
 You can specify a DEFAULT function with a column name anywhere in the update expression. This is a Teradata extension to the ANSI SQL-2003 standard.
 The following UPDATE request is valid. The input argument to the DEFAULT function is col_2; therefore, the DEFAULT function evaluates to the default value of col_2. The request then updates the value of col_3 to 15 (10+5, the default value of col_2 + 5) for all rows.
 UPDATE table_11 SET col_3 = DEFAULT(col_2) + 5;
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 The following example updates the value of col3 to 15 (the default value of col2+5) for all rows.
 UPDATE table_11 SET col_3 = DEFAULT(col_2) + 5 ALL;
 The following example updates the values of col3 to 15 (the default value of col_2 + 5) for rows where the value of col_1=20.
 UPDATE table_11 SET col_3 = DEFAULT(col_2)+5
 WHERE col_1 = 20;
 When there is no explicit default value associated with the column, the DEFAULT function evaluates to null.
 Assume the following table definition for the examples that follow:
 CREATE TABLE table_13 (col_1 INTEGER,col_2 INTEGER NOT NULL,col_3 INTEGER NOT NULL DEFAULT NULL,col_4 INTEGER CHECK (col_4>100) DEFAULT 99 );
 In the following example, col_1 is nullable and does not have an explicit default value associated with it; therefore, the DEFAULT function evaluates to null.
 UPDATE table_13 SET col_1 = DEFAULT;
 The following UPDATE requests are equivalent. For both requests, the DEFAULT function evaluates to the default value of col_3 for rows where the value of col_1 is 5.
 UPDATE table_11 SET col_3 = DEFAULT(c3)
 WHERE col_1 = 5;
 UPDATE table_11 SET col_3 = DEFAULT
 WHERE col_1 = 5;
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 UPDATE (Positioned Form)
 See SQL Reference: Stored Procedures and Embedded SQL for documentation about the positioned form of the UPDATE statement.
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 UPDATE (Upsert Form)
 PurposeUpdates column values in a specified row and, if the row does not exist, inserts it into the table with a specified set of initial column values.
 Syntax
 where:
 1101F379
 UPDATE Atable_name_1
 ELSE BA
 (
 VALUES ;B
 UPD
 WHERE condition INSERT table_name_2
 INS INTO
 )expression
 ( )column_name
 ,
 ( )expression
 ,
 VALUES
 DEFAULT VALUES
 ,
 correlation_nameAS
 SET column_name = expression
 column_name.mutator_method_name
 ,
 Syntax element … Specifies …
 table_name_1 the name of the table or queue table in which the row set is to be updated, or the name of the view through which the base table is accessed.
 This must match the specification for table_name_2.
 column_name = expression the value expression to be updated in column column_name. This can be a DEFAULT function.
 When host variables are used in the SET clause, they must always be preceded by a COLON character.
 mutator_method_name the name of a mutator method that is to perform some update operation on column_name. See “Updating Structured UDTs Using a Mutator SET Clause” on page 426.
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 ANSI Compliance
 The upsert form of UPDATE is a Teradata extension to the ANSI SQL-2003 standard.
 condition the predicate that specifies the row to be updated.
 The specified predicate cannot be a subquery.
 IF the table to be updated is this type …
 THEN this many rows can be updated …
 SET with a unique primary index one.
 • SET with a nonunique primary index
 • MULTISET
 multiple.
 table_name_2 the name of the table or queue table in which the row set is to be inserted, or the name of the view through which the base table is accessed.
 This name must match the name specified for table_name_1.
 expression the non-default set of values to be inserted into table_name_2.
 Note that you must specify values or nulls for each column defined for the table named table_name_2 or the insert fails.
 DEFAULT [(column_name)]
 that the DEFAULT function should update the column with its default value in the position by which it is called in the expression list.
 If you specify DEFAULT (column_name), then the DEFAULT function updates the default value for the column specified by column_name, and the position of the DEFAULT call in the expression list is ignored.
 column_name the column set into which the values specified by expression are to be inserted.
 DEFAULT VALUES that a row consisting of default values is to be added to table_name.
 If any column does not have a defined DEFAULT phrase, then the process inserts a null for that column.
 Syntax element … Specifies …
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 Authorization
 The following privilege rule applies to both the UPDATE and INSERT portions of this statement:
 • You must have both update and insert privileges on the base table, view, or column set to be updated regardless of which portion of the request is performed.
 The following privilege rules applies to the UPDATE portion of this statement:
 • You must have the UPDATE privilege on the base table, view, or column set to be updated.
 • To update rows through a view, you must have the UPDATE privilege on the view.
 • Also, the immediate owner of the view (that is, the database in which the view resides) must have the UPDATE privilege on the underlying object (view or base table).
 The following privilege rules apply to the INSERT portion of this statement:
 • You must have the INSERT privilege on the referenced table.
 • To insert rows into a table through a view, you must have the INSERT privilege on the view.
 Also, the immediate owner of the view (that is, the database in which the view resides) must have the INSERT privilege on the underlying object (view or base table).
 UDTs and UPDATE (Upsert Form)
 UDT expressions can be used in an upsert form of UPDATE statement in any way that is consistent with the general support of UDTs by INSERT and UPDATE and with existing semantics for UPSERT (see “Inserting Into Distinct UDT Columns” on page 300, “Inserting Into Structured UDT Columns” on page 301, “Updating Distinct UDT Columns” on page 424, and “Updating Structured UDT Columns” on page 425.
 The UPDATE statement used in the upsert operation can also use a mutator SET clause if it updates a structured UDT column (see “Updating Structured UDTs Using a Mutator SET Clause” on page 426).
 Large Objects and UPDATE (Upsert Form)
 The behavior of truncated LOB updates differs in ANSI and Teradata session modes. The following table explains the differences in truncation behavior.
 In this session mode …
 The following behavior occurs when non-pad bytes are truncated on insertion …
 ANSI an exception condition is raised.
 The UPDATE fails.
 Teradata no exception condition is raised.
 The UPDATE succeeds: the truncated LOB is stored.
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 UPDATE (Upsert Form) Insert Operations and Partitioned Primary Indexes
 The rules for the INSERT component of the Upsert form of an UPDATE statement are as follows:
 • The outcome of expression evaluation errors of PPI tables, such as divide-by-zero errors, depends on the session mode.
 • If you attempt to insert a row into a PPI table for which the partitioning expression produces a partition number that does not result in a nonnull value between 1 and 65,535 (after casting to INTEGER if it does not have an INTEGER data type), the request aborts and the system returns an error message to the requestor.
 • If you attempt to insert a row into a base table with a multilevel partitioned primary index, and any of the partitioning expressions for that row evaluate to null, the system aborts the request and returns an error message to the requestor.
 • If you attempt to insert a row into a base table that causes an insert into a join index with a multilevel partitioned primary index, and any of the partitioning expressions for that index evaluate to null, the system aborts the request and returns an error message to the requestor.
 • If you attempt to insert a row into a base table that causes an update of an index row in a join index with a multilevel partitioned primary index, and any of the partitioning expressions for that index row evaluate to null as a result of the update, the system aborts the request and returns an error message to the requestor.
 • Inserting a row into a base table does not always cause inserts or updates to a join index on that base table. For example, you can specify a WHERE clause in the CREATE JOIN INDEX statement to create a sparse join index for which only those rows that meet the condition of the WHERE clause are inserted into the index, or, for the case of a row in the join index being updated in such a way that it no longer meets the conditions of the WHERE clause after the update, cause that row to be deleted from the index. The process for this activity is as follows:
 a The system checks the WHERE clause condition for its truth value after the row insert.
 b End of process.
 In this session mode … Expression evaluation errors roll back this work unit …
 ANSI request that contains the aborted statement.
 Teradata transaction that contains the aborted request.
 IF the condition evaluates to … THEN the system …
 FALSE deletes the row from the sparse join index.
 TRUE retains the row in the sparse join index.

Page 441
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxUPDATE (Upsert Form)
 SQL Reference: Data Manipulation Statements 441
 • You cannot assign either a value or a null to the system-derived columns PARTITION or PARTITION#L1 through PARTITION#L15 in an insert operation.
 If you attempt to do so, the system aborts the request and returns an error message to the
 requestor).
 UPDATE (Upsert Form) Update Operations and Partitioned Primary Indexes
 The rules for the UPDATE component of the Upsert form of an UPDATE statement are as follows:
 • If you are updating a partitioning column for a partitioned primary index, then updates to the partitioning columns must be in a range that permits the partitioning expression to produce, after casting values to INTEGER if the value is not already of that type, a nonnull value between 1 and 65,535, inclusive.
 • If you attempt to update the partitioning columns of a row of a table with a multilevel partitioned primary index such that any of the partitioning expressions for that table evaluate to null, the system aborts the request and returns an error message to the requestor.
 • You must specify the values of the partitioning columns in the WHERE clause of the upsert form of an UPDATE request; otherwise, the system aborts the request and returns an error message to the requestor.
 You also cannot modify the values of those partitioning columns; otherwise, the system aborts the request and returns an error message to the requestor.
 • You must specify the same partition of the combined partitioning expression for the INSERT component in the upsert form of an UPDATE request that you specify for the UPDATE component; otherwise, the system aborts the request and returns an error message to the requestor.
 • If you attempt to update a base table row that causes an insert into a join index with a multilevel partitioned primary index, and any of the partitioning expressions for that index row evaluate to null, the system aborts the request and returns an error message to the requestor.
 • If you attempt to update a base table row that causes an update of index row in a join index with a multilevel partitioned primary index such that any of the partitioning expressions for that index row evaluate to null after the update, the system aborts the request and returns an error message to the requestor.
 • Updating a base table row does not always cause inserts or updates to a join index on that base table. For example, you can specify a WHERE clause in the CREATE JOIN INDEX statement to create a sparse join index for which only those rows that meet the condition of the WHERE clause are inserted into the index, or, for the case of a row in the join index being updated in such a way that it no longer meets the conditions of the WHERE clause after the update, cause that row to be deleted from the index.
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 The process for this activity is as follows:
 a The system checks the WHERE clause condition for its truth value after the update to the row.
 b The system evaluates the new result of the partitioning expression for the updated row.
 c End of process.
 • You cannot update the system-derived columns PARTITION and PARTITION#L1 through PARTITION#L15.
 If you attempt to do so, the system aborts the request and returns an error message to the requestor.
 • Expression evaluation errors, such as divide by zero, can occur during the evaluation of a partitioning expression. The system response to such an error varies depending on the session mode in effect at the time the error occurs.
 When you design your partitioning expressions, you should construct them in such a way
 that expression errors either cannot, or are very unlikely to, occur.
 IF the condition evaluates to … THEN the system …
 FALSE deletes the row from the sparse join index.
 TRUE retains the row in the sparse join index and proceeds to stage b.
 IF the partitioning expression … THEN the system …
 evaluates to null and no appropriate NO RANGE and UNKNOWN option has been specified
 aborts the request, does not update either the base table or the sparse join index, and returns an error message to the requestor.
 evaluates to null and appropriate NO RANGE and UNKNOWN options have been specified
 handles the row by storing it in either the NO RANGE or UNKNOWN partition for the sparse join index, and continues processing requests.
 evaluates to a value stores the row in the appropriate partition, which might be different from the partition in which it was previously stored, and continues processing requests.
 In this session mode … Expression evaluation errors roll back this work unit …
 ANSI request that contains the aborted statement.
 Teradata transaction that contains the aborted request.

Page 443
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxUPDATE (Upsert Form)
 SQL Reference: Data Manipulation Statements 443
 UPDATE (Upsert Form) and Subqueries
 The Upsert form of UPDATE does not support subqueries.
 Queue Tables and UPDATE (Upsert Form)
 The best practice is to avoid using the UPDATE statement on a queue table because the operation requires a full table scan to rebuild the internal queue table cache. Instead, you should reserve this statement for exception handling.
 An UPDATE statement cannot be in a multistatement request that contains a SELECT and CONSUME request for the same queue table.
 For more information on queue tables and the queue table cache, see SQL Reference: Data Definition Statements.
 Definition: Upsert
 A simple upsert is a standalone update operation for which a subsequent standalone insert operation is coded that is performed only if the specific row to be updated is found not to exist. These actions require the performance of two individual SQL requests in the case where no row is found to update. This was the only means of performing a conditional insert on an update failure prior to the introduction of the upsert form of the UPDATE statement.
 The more performant atomic upsert operation, represented by the upsert form of the UPDATE statement, is a single SQL request that includes both UPDATE and INSERT functionality. The specified update operation performs first, and if it fails to find a row to update, then the specified insert operation performs automatically.
 Purpose of the Atomic Upsert Operation
 The single-pass upsert is described as atomic to emphasize that its component UPDATE and INSERT SQL statements are grouped together and performed as a single, or atomic, SQL request.
 Existing Teradata Parallel Data Pump scripts that use the upsert feature in its Teradata Parallel Data Pump-specific form, using paired UPDATE and INSERT statements, do not have to be changed to take advantage of the atomic upsert capability because Teradata Parallel Data Pump automatically converts an UPDATE … INSERT statement pair in its older syntax into a corresponding atomic upsert request whenever appropriate.
 The atomic upsert syntax can also be used by any CLIv2-based applications and is particularly useful when coded directly into BTEQ scripts.
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 Rules for Using Atomic Upsert
 There are three fundamental constraints on an atomic upsert operation that apply universally. The following table defines and explains these constraints.
 When you perform an upsert UPDATE to a PPI table, the following rules must be followed or an error is returned:
 • The values of the partitioning columns must be specified in the WHERE clause of the UPDATE clause of the statement.
 • The INSERT clause of the statement must specify the same partition as the UPDATE clause.
 • The UPDATE clause must not modify a partitioning column.
 Constraint Explanation
 The UPDATE and INSERT components of the upsert operation must specify the same table.
 The purpose of an atomic upsert is to first attempt to update a particular row in a table and then, if that row is not found, to insert it into the table.
 By specifying different tables for the UPDATE and INSERT components of the statement, the intent of the operation is violated.
 The UPDATE and INSERT components of the upsert operation must specify the same row.
 In other words, the primary index value for the inserted row is identical to the primary index value for the targeted update row.
 If an upsert operation cannot update the specific row it targets, then it inserts the row it would have otherwise updated, inserting the specific "update" values into the fields that would have been updated had the row existed in the table.
 This constraint is met when the primary index value specified by the WHERE clause of the UPDATE component matches the primary index value implied by the column values specified in the INSERT component.
 Because the value of the number generated for an INSERT into an identity column is not knowable in advance, you cannot perform an upsert operation into a target table that has an identity column as its primary index.
 Upserts into identity column tables for which the identity column is not the primary index are valid.
 The UPDATE component fully specifies the primary index value to ensure that all accesses are one-AMP operations.
 When the UPDATE component of the statement fully specifies the primary index, the system accesses any targeted row with a single-AMP hashed operation.
 This rule is applied narrowly in the TPump case, where it is taken to mean that the primary index is specified in the WHERE clause of the UPDATE component as equality constraints using simple constraint values (either constants or USING clause references to imported data fields). Simple values are also assumed for constraints on non-index columns and for the update values in the SET clause, avoiding any costly subqueries or FROM clause references. Similarly, TPump has a performance-driven preference to avoid subqueries in the INSERT.
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 The outcome of expression evaluation errors of PPI tables, such as divide-by-zero errors, depends on the session mode.
 UPDATE (Upsert Form) As a Triggering Action
 If no rows qualify, then no triggers are fired.
 Triggers invoke the following behavior when fired as the result of an UPDATE (Upsert Form) request:
 Triggers are fired as if the UPDATE and INSERT components in the atomic upsert request are performed as separate statements: unconditionally for UPDATE and conditionally9 for INSERT.
 UPDATE (Upsert Form) As a Triggered Action
 UPDATE (Upsert Form) requests are supported as triggered actions. The rules for their use as triggered actions are the same as for any other SQL statement.
 In this session mode … Expression evaluation errors roll back this work unit …
 ANSI request.
 Teradata transaction.
 IF a trigger is defined on this type of action … THEN it is fired …
 UPDATE in all cases.
 No insert triggers are performed.
 INSERT only if no row is updated and the INSERT is performed.
 9. The INSERT is performed only when no rows qualify for the UPDATE.

Page 446
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxUPDATE (Upsert Form)
 446 SQL Reference: Data Manipulation Statements
 Restrictions
 The basic upsert constraints described in “Rules for Using Atomic Upsert” on page 444 follow from the conventional definition of upsert functionality.
 Additional restrictions are stated in the following table in terms of unsupported syntax or features. Any such restricted request returns an error message if submitted to the system.
 Using the DEFAULT Function With the Upsert Form of UPDATE
 The following rules apply to using the DEFAULT function with the upsert form of UPDATE:
 • The DEFAULT function takes a single argument that identifies a relation column by name. The function evaluates to a value equal to the current default value for the column. For cases where the default value of the column is specified as a current built-in system function, the DEFAULT function evaluates to the current value of system variables at the time the request is executed.
 The resulting data type of the DEFAULT function is the data type of the constant or built-in function specified as the default unless the default is NULL. If the default is NULL, the resulting date type of the DEFAULT function is the same as the data type of the column or expression for which the default is being requested.
 Unsupported Syntax Explanation
 INSERT … SELECT None.
 Positioned UPDATE A WHERE clause cannot use an updatable cursor to do a positioned UPDATE.
 UPDATE … FROM None.
 UPDATE … WHERE subquery A WHERE clause cannot use a subquery either to specify the primary index or to constrain a non-index column.
 UPDATE … SET … primary_index_column You cannot update a primary index column because any change to the row-hash value for a row affects its distribution.
 UPDATE … SET … partitioning_column You cannot update a partitioning column because any change to the partitioning for a row affects its location.
 UPDATE … SET identity_column … You cannot update GENERATED ALWAYS identity column values.
 UPDATE … SET PARTITION … You cannot update system-derived PARTITION values.
 If PARTITION is a user-named column in a table, and not a GENERATED ALWAYS identity column, then it can be updated.
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 • The DEFAULT function has two forms. It can be specified as DEFAULT or DEFAULT (column_name). When no column name is specified, the system derives the column based on context. If the column context cannot be derived, the request aborts and an error is returned to the requestor.
 • All of the rules listed in “Rules for Using the DEFAULT Function With Update” on page 427 also apply for an update in the upsert form of the UPDATE statement.
 • All of the rules listed in “Rules for Inserting When Using a DEFAULT Function” on page 304 also apply for an insert in the upsert form of the UPDATE statement.
 See SQL Reference: Functions and Operators for more information about the DEFAULT function.
 Examples
 This section describes several examples that demonstrate how the atomic upsert form of UPDATE works, including error cases. All examples use the same table called sales, which is defined as indicated.
 CREATE TABLE sales, FALLBACK (item_nbr INTEGER NOT NULL,sale_date DATE FORMAT 'MM/DD/YYYY' NOT NULL,item_count INTEGER)
 PRIMARY INDEX (item_nbr);
 Assume that the table has been populated with the following data.
 INSERT INTO sales (10, '05/30/2000', 1);
 Example 1: Upsert Update
 This example demonstrates a valid upsert UPDATE request.
 UPDATE sales SET itemcount = item_count + 1 WHERE (item_nbr = 10 AND sale_date = '05/30/2000') ELSE INSERT INTO sales (10, '05/30/2000', 1);
 After all of the rules have been validated, the row with item_nbr = 10 and sale_date = ‘05/30/2000’ gets updated.
 A message noting the successful update of one row returns to the user.
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 Example 2: Upsert Insert
 This example demonstrates a valid upsert INSERT request.
 UPDATE sales SET item_count = item_count + 1 WHERE (item_nbr = 20 AND sale_date = '05/30/2000') ELSE INSERT INTO sales (20, '05/30/2000', 1);
 After all of the rules have been validated and no row was found that satisfies the compound predicate item = 20 and sale_date = ‘05/30/2000’ for the update, a new row is inserted with item_nbr = 20.
 A message noting the successful insert of one row returns to the user.
 Example 3
 This example demonstrates an upsert UPDATE request that does not specify the same table name for both the UPDATE part and the INSERT part of the request.
 UPDATE sales SET item_count = item_count + 1 WHERE (item_nbr = 10 AND sale_date = '05/30/2000') ELSE INSERT INTO new_sales (10, '05/30/2000', 1);
 One of the rules of the upsert form of UPDATE is that only one table is processed for the request. Because the tables sales and new_sales are not the same for this example the system returns an error to the user indicating that the name of the table must be the same for both the UPDATE and the INSERT.
 Example 4
 This example demonstrates an upsert UPDATE request that does not specify the same primary index value for the UPDATE and INSERT parts of the request.
 UPDATE sales SET item_count = item_count + 1 WHERE (item_nbr = 10 AND sale_date = '05/30/2000') ELSE INSERT INTO sales (20, '05/30/2000', 1);
 The primary index value specified for the UPDATE and the INSERT must be the same. Otherwise, the operation is looking at two different rows: one for UPDATE and the other for the INSERT. This is not the purpose of the upsert form of UPDATE.
 Because the specified primary index values of 10 and 20 are not the same, this case returns an error to the user, indicating that the primary index value must be the same for both the UPDATE and the INSERT.
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 Example 5
 This example demonstrates an upsert UPDATE request that does not specify the primary index in its WHERE clause.
 UPDATE sales SET item_count = item_count + 1 WHERE sale_date = '05/30/2000' ELSE INSERT INTO sales (10, '05/30/2000', 1);
 When the primary index is not specified in the UPDATE portion of an upsert request, the operation could have to perform an all-row scan to find rows to update. This is not the purpose of upsert form of UPDATE. This case returns an error.
 Example 6
 This example demonstrates an upsert UPDATE request that fails to specify the ELSE keyword.
 UPDATE sales SET item_count = item_count + 1 WHERE (item_nbr = 10 AND sale_date = '05/30/2000') INSERT INTO sales (10, '05/30/2000', 1);
 This case returns a syntax error to the user.
 Example 7: Upsert Update Using the DEFAULT Function
 When the DEFAULT function is used for either the UPDATE operation or for the INSERT operation within the upsert, it evaluates to the default value of the referenced column. This is a Teradata extension.
 Assume the following table definition for the examples:
 CREATE TABLE table_19 (col_1 INTEGER, col_2 INTEGER DEFAULT 10,col_3 INTEGER DEFAULT 20,col_4 CHARACTER(60));
 UPDATE table19 SET col_2 = DEFAULT
 WHERE col1 = 10ELSE INSERT table_19 (10, DEFAULT, DEFAULT, 'aaa');
 This request updates col2 to the DEFAULT value of col_2, which is 10, depending on whether the WHERE condition evaluates to true or not.
 If the row does exist, the updated row becomes the following: (10, 10, existing value, existing value).
 If the row does not exist, the system inserts a new row with the a col_2 value of 10 (the default value of col_2) and a col_3 value of 20 (the default value of col_3). The newly inserted row is as follows: (10, 10, 20, 'aaa').
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 The following example is a correct use of the DEFAULT function within an UPDATE upsert request:
 UPDATE table_19 SET col_2 = DEFAULT(col3)
 WHERE col_1 = 10ELSE INSERT table_19 (10, DEFAULT, DEFAULT(col_2), 'aaa');
 When the value of col_1 is 10, this upsert updates col_2 to the DEFAULT value of col_3, which is 20, because the column name passed as the argument of the DEFAULT function is col_3.
 If the row does exist, the updated row becomes the following: (10, 20, existing value, existing value).
 If the row does not exist, the system inserts a new row with a col_2 value of 10 (default value of col_2) and a col_3 value of 10 (the default value of col_2). The newly inserted row is as follows: (10, 10, 10, 'aaa').
 Related Topics
 The following topics contain information relevant to the UPDATE (Upsert Form) statement:
 • “INSERT/INSERT … SELECT” on page 296
 • “MERGE” on page 340
 • “UPDATE” on page 416
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 USING Request Modifier
 PurposeDefines one or more variable parameter names used to import to or export data from Teradata Database.
 Syntax
 where:
 Syntax Element … Specifies …
 using_variable_name the name of a USING variable that is to be referenced as a parameter in the SQL request associated with the modifier.
 Each name specified must be unique.
 During processing, each using_variable_name in the SQL request is replaced by a constant value read from the client application.
 data_type the data type of the constant value substituted for using_variable_name.
 UDT types are not supported directly. See “USING Support for UDTs” on page 453 for details and information about conversion workarounds.
 This can be used to set a default value.
 See SQL Reference: Data Types and Literals for a list of data types.
 data_type_attribute one of the data type attributes listed below.
 The only data type attributes that affect the handling of values imported by USING are the following:
 • CASESPECIFIC
 • NOT CASESPECIFIC
 • UPPERCASE
 The server character set attribute (for example CHARACTER SET LATIN) cannot be part of data_type_attribute.
 Type attributes are Teradata extensions to the ANSI SQL-2003 standard.
 1101H201
 USING
 AS DEFERRED
 LOCATOR
 ,
 ( using_variable_name data_type )
 SQL_request
 data_type_attribute
 A
 A
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 ANSI Compliance
 USING is a Teradata extension to the ANSI SQL-2003 standard.
 Authorization
 None.
 USING Not Supported for Embedded SQL
 Embedded SQL does not support the USING request modifier.
 Instead, declare and use input host variables in your embedded SQL applications where you would use the USING request modifier interactively.
 How USING Works
 USING works as follows:
 1 Each value is retrieved from a client system-resident source (such as a disk file) that you must specify.
 For example, if you submit a USING request using BTEQ, you would precede the request with something like the following BTEQ command:
 .IMPORT DATA FILE=c:\temp\t1
 See Basic Teradata Query Reference for documentation on the .IMPORT command.
 2 The values are passed to the Teradata Database as a data parcel along with the text of the request. (Iterated requests can pack multiple data parcels with the text of a request.)
 3 A value is substituted for each parameter name when the modified SQL request is processed.
 AS DEFERRED that LOB data is to be sent to the Teradata Database from the client application when it is elicited, and separately from other row data.
 This option is only valid for LOBs.
 See “USING Support for Large Objects” on page 455 for further information.
 AS LOCATOR that the client application passes a locator for the LOB, generated from a previous SELECT request for the session, to the Teradata Database.
 This option is only valid for LOBs.
 See “USING Support for Large Objects” on page 455 for further information.
 SQL_request the SQL request with which the USING modifier is associated.
 This can be a multistatement request, any non-DDL single-statement request, or an explicit transaction.
 All USING variable names in the SQL request must be preceded by a COLON character.
 Syntax Element … Specifies …
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 USING Variables
 The maximum number of USING variables you can specify in a USING request modifier is 2 550.
 Each USING variable name must be unique in a USING request modifier.
 The USING variable construct (:using_variable_name) is valid anywhere a character, numeric, or byte constant is valid. The constant values in the client system data record must match, item for item, the USING description of those values. Also, the constants in the data record must appear in the order in which they are defined in the USING clause.
 One USING clause can only modify one request. If several requests require USING variables, each request must be associated with its own USING row identifier.
 Valid Request Types
 A USING modifier can be associated with one of the following types of requests:
 • Any single-statement request except a DDL statement. (An iterated request is a special case of this query type and must always have an associated USING modifier.)
 • A multistatement request.
 • An explicit transaction. If the modifier is associated with an explicit transaction, the USING keyword must appear as the first keyword in that transaction.
 If the first statement or request references a USING variable, the USING clause should immediately precede the BEGIN TRANSACTION statement (see “Example 3” on page 465).
 USING Support for UDTs
 USING does not support UDTs explicitly. Client applications must transfer UDT data to the server in its external type form, which is always a predefined data type. You can then use either an implicit or explicit cast to import UDTs by means of the USING request modifier.
 Implicit casts are guaranteed to be invoked during assignment operations.10 When both of the following things are true, the system automatically converts the client value predefined data type to the appropriate server value UDT by means of an implicit casting operation:
 • A host variable is involved in an assignment operation and is assigned to a UDT target
 • An implicit cast is defined.
 The implicit cast can be either of the following:
 • A system-generated implicit cast.
 • An explicitly created implicit cast.
 See “CREATE CAST” in SQL Reference: Data Definition Statements for details.
 10. All of the following are assignment operations: INSERT, UPDATE, and parameter passing operations.

Page 454
                        

Chapter 3: SQL Data Manipulation Language Statement SyntaxUSING Request Modifier
 454 SQL Reference: Data Manipulation Statements
 If no applicable implicit cast has been defined, you must perform explicit conversions using constructor methods, casts, UDFs, and so on, as indicated by the following examples:
 • The following example demonstrates an implicit cast conversion from a client predefined data type to a server distinct UDT:
 USING (europe_sales DECIMAL(9,2))INSERT INTO tab1 VALUES (:europe_sales, 1);
 • The following example demonstrates an explicit conversion and construction operation using a constructor method:
 USING (street VARCHAR(20), zip CHARACTER(5))INSERT INTO tab2 VALUES (NEW address(:street, :zip), 2 );
 • The following example demonstrates conversion by means of method invocation:
 USING (price DECIMAL(6,2))UPDATE tab1SET column1 = CAST(:price AS euro).roundup(0);
 Best practices for UDT design dictate that you duplicate all transform group functionality to enable optimum support for the USING request modifier. You can do this by coding equivalent predefined external data type-to-UDT and UDT-to-predefined external data type casts. The simplest way to accomplish this is to reference the same routines in the equivalent CREATE CAST and CREATE TRANSFORM statements (see “CREATE CAST” and “CREATE TRANSFORM” in SQL Reference: Data Definition Statements for details about how to use these statements).
 If you follow these guidelines, then iterated array processing is also supported. UDTs cannot be referenced for array processing directly in a USING request modifier, but can be populated by using the implicit cast (from predefined data type-to-UDT) mechanism.
 As is usually true, there are differences in these requirements between distinct and structured UDTs:
 • For a distinct UDT, if you plan to use only its system-generated functionality, no work is required because the transform and implicit casting functionality has already been defined.
 • For a structured UDT, you must define these functionalities explicitly with CREATE CAST and CREATE TRANSFORM statements, as indicated by the following examples for a UDT named address:
 • The following request creates the transform group:
 CREATE TRANSFORM FOR address client_io (TO SQL WITH SPECIFIC FUNCTION SYSUDTLIB.stringToAddress,FROM SQL WITH SPECIFIC METHOD toString);
 • The following request creates an implicit cast from VARCHAR(100) to address that duplicates the tosql functionality of the client_io transform group:
 CREATE CAST ( VARCHAR(100) AS address )WITH SPECIFIC FUNCTION SYSUDTLIB.stringToAddress AS ASSIGNMENT;
 • The following statement creates an implicit cast from address to VARCHAR(100) that duplicates the fromsql functionality of the client_io transform group:
 CREATE CAST (address AS VARCHAR(100))WITH SPECIFIC METHOD ToString AS ASSIGNMENT ;
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 USING Support for Large Objects
 The USING request modifier supports passing LOBs to the server. The documentation for each Teradata Database-supported API specifies exactly how this functionality is presented to the application.
 You can specify three different modes for handling large objects by the USING request modifier:
 • Inline
 • Deferred
 • Locator11
 If you do not specify AS DEFERRED or AS LOCATOR explicitly, the LOB is transferred inline by default.
 With inline mode, an entire LOB field is passed along with the other fields in the row.
 Neither type of deferred mode passes the entire LOB field with the non-LOB data from a row. What is passed is determined by whether the USING modifier is specified in DEFERRED mode or in LOCATOR mode.
 The following table lists what the system passes in the various LOB modes:
 11. A locator is a mechanism for passing a LOB value reference from a client to the server application or user-defined function without passing the LOB value itself. Its purpose is to minimize message traffic, enhancing system performance in the process. Queries that request LOB data are serviced with intermediate results that contain locators to LOB data, not the LOB data itself.
 Locators are instantiated in the result set of an SQL query and bound to an application program or UDF variable by an application-specific method.
 When you use a locator as a parameter in a subsequent request, the result is exactly as if the associated LOB value had been used directly. Locators can be used in almost any context where a LOB value is valid.
 Locators exist for a limited time within the session in which they are created. Their precise life span depends on the specific application.
 IN this mode … The data passed is …
 Inline the entire LOB along with all non-LOB data.
 This is limited by the maximum request size of 1 MByte, but even if that limit is not exceeded, the size of the transmitted LOB cannot exceed 64 Kbytes.
 Deferred a 64 Kbyte portion of the LOB.a
 64 Kbyte portions of the LOB are passed sequentially by the client application to the Teradata Database until the entire LOB has been transmitted.
 a. Consult the API manual for your application to determine its parcel size limit for a deferred LOB. Some APIs support parcels as large as 1 Mbyte.
 Locator a value reference to the LOB on the server.
 Locators are generated by a previous SELECT request within the current session and passed to the client application, which later passes it back to the server in a CLIv2 Response parcel.
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 Both deferred and locator mode defer the transfer of data between client and server, transmitting non-LOB data separately from LOB data. The appropriate deferred mode depends on the application.
 Each mode has its uses, as summarized by the following table:
 Mode Description
 Inline Also known as non-deferred mode.
 Generally useful for small LOBs only because the entire LOB is transferred along with non-LOB data when transmitted to or from the Teradata Database.
 Inline mode transfers LOBs in the same way it transfers other field values. This mode does not require a special clause in the USING text.
 You can use inline mode to transfer multiple rows.
 The maximum total size of the request, when transmitted from a client application to the Teradata Database, is 1 Mbyte, which is the system maximum request size, but even if that limit is not exceeded, the size of the transmitted LOB cannot exceed 64 Kbytes.
 You cannot transmit more than 64 Kbytes of data from a client application to the server because that is the maximum row length for the Teradata Database.
 There is no restriction on the size of LOB data that can be transmitted to the Teradata Database from a client application.
 Deferred Specify this mode with a required AS DEFERRED clause.
 Transfers LOBs sequentially from client-to-server in 64 Kbyte fragments. After the Teradata Database receives each LOB fragment, it sends an acknowledgement to the application, which then either sends the next LOB fragment or, if all the data has been sent, terminates the request.
 You can only transmit single rows in deferred mode.
 There is no limit on the size of the request.
 In this mode, the server requests the application to transmit the LOB after validating, but before completing, the SQL request. The server returns a failure if an SQL statement that contains a deferred LOB is performed on every AMP in the system (usually, but not always, excluding single AMP systems). Note that this refers only to all-AMP requests. The server also prevents overlapping deferred LOB requests within one query.
 If there are multiple LOBs identified as being transferred in deferred mode, the server might not request them in the order in which they are specified in the USING clause.
 Locator Specify this mode with a required AS LOCATOR clause.
 Transfers non-LOB data plus a locator to the server-resident LOB data from client-to-server.
 You can transmit multiple rows in locator mode.
 Once instantiated, a locator can be used by other requests made within the same session.
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 Application-Specific Restrictions on USING With Large Objects
 • The following client applications support USING with large objects with no restrictions:
 • CLIv2
 • Archive/Restore
 • The following client applications support USING with large objects with the noted restrictions:
 • The following Teradata Tools and Utilities applications do not support USING with large objects:
 • FastLoad
 • FastExport
 • MultiLoad
 • Embedded SQL
 • Teradata Database stored procedures do not support USING with large objects.
 Consult the appropriate documentation for additional restrictions on LOB use with Teradata features.
 USING and DateTime System Functions
 In non-ANSI Teradata Database applications, when you access the system functions DATE or TIME, the values are obtained directly from the operating system and placed in a USING row for access by the query being performed. In this situation, the value for DATE is stored with type DATE and the value for TIME is stored with type REAL. These values are stored in known fixed fields in the USING row.
 The ANSI system functions CURRENT_DATE, CURRENT_TIME, and CURRENT_TIMESTAMP behave differently:
 • CURRENT_DATE is stored in the field previously used exclusively for DATE.
 • CURRENT_TIME is not stored in the field previously used for TIME because both its storage format and its content are different and are not interchangeable with those of TIME. Instead, another system-value field is added to the USING row. Notice that CURRENT_TIME includes TIME ZONE data in addition to the more simple TIME data, so the differences between the two extend beyond storage format.
 • CURRENT_TIMESTAMP is also stored as an additional separate field in the USING row.
 Application Restrictions
 BTEQ Inline mode only.
 Teradata Parallel Transport Deferred and Locator modes for these operators only:
 • DataConnector
 • SQL Inserter
 • SQL Selector
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 Both the legacy Teradata Database DATE and TIME functionality and the ANSI DateTime functionality are supported for the USING request modifier.
 ANSI DateTime Considerations
 Other than DATE values in INTEGERDATE mode, external values for DateTime and Interval data are expressed as fixed length CharFix character strings (in logical characters) in the designated client character set for the session.
 The type provided in a USING request modifier for any client data to be used as a DateTime value can be defined either as the appropriate DateTime type or as CHARACTER(n), where n is a character string having the correct length for the external form of a DateTime or Interval data type, and the character string is to be used internally to represent a DateTime or Interval value.
 When a client creates USING data without being aware of the ANSI DateTime data types, those fields are typed as CHARACTER(n). Then when those USING values appear in the assignment lists for INSERTs or UPDATEs, the field names from the USING phrase can be used directly.
 An example follows:
 USING (TimeVal CHARACTER(11), NumVal INTEGER,TextVal (CHARACTER(5))
 INSERT INTO TABLE_1 (:TimeVal, :NumVal, :TextVal);
 When you import ANSI DateTime values with a USING request modifier and the values are to be used for actions other than an INSERT or UPDATE, you must explicitly CAST them from the external character format to the proper ANSI DateTime type.
 An example follows:
 USING (TimeVal CHARACTER(11), NumVal INTEGER)
 UPDATE TABLE_1 SET TimeField=:TimeVal, NumField=:NumValWHERE CAST(:TimeVal AS TIME(2)) > TimeField;
 While you can use TimeVal CHARACTER(11) directly for assignment in this USING request modifier, you must CAST the column data definition explicitly as TIME(2) in order to compare the field value TimeField in the table because TimeField is an ANSI TIME defined as TIME(2).
 You can use both DateTime and Interval declarations to allow a USING request modifier to directly indicate that an external character string value is to be treated as a DateTime or Interval value. To import such values, you import their character strings directly into the USING request modifier.
 If you move values into a USING request modifier and the character string data cannot be converted into valid internal DateTime or Interval values as indicated by their type definitions, then the system returns an error to the application.
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 Example of ANSI DateTime and Interval With USING
 The following USING request modifier expects to see an 11 character field containing a string such as '21:12:57.24'.
 USING ( TimeVal TIME(2), ... )
 You could import the same value using the following USING request modifier; however, it is unclear that the data is a time value with two decimal places:
 USING ( TimeVal CHARACTER(11), ... )
 ANSI DateTime and Parameterized Requests
 A CLIv2 StatementInfo parcel is used in both “Prepare then Execute” and “Parameterized Query” CLI modes to describe fields for export and import and to build a USING request modifier without a USING request modifier in the request text.
 In this mode of operation, the system observes the following rules:
 • DateTime and Interval exported values as seen by the client as CharFix data with the exception of DATE values when the session is in INTEGERDATE mode.
 • Imported values that are to be DateTime or Interval values are seen by the system as CharFix values with the exception of DATE values when the session is in INTEGERDATE mode.
 When used in an INSERT or UPDATE statement, CharFix values can be implicitly cast in the appropriate DateTime or Interval value. In this case, the system ensures that the value being assigned is CharFix and that it has the right length to represent the DateTime or Interval value to which it is being assigned.
 The system casts the value and accepts the result if the contents are a valid representation of a value of the indicated data type. In other cases, you must explicitly cast the USING parameter as the appropriate DateTime or Interval data type.
 Character String Definitions in a USING Request Modifier
 Default case specificity for character string comparisons depends on the mode defined for the current session.
 You can add the explicit attribute NOT CASESPECIFIC to the definition of a CHARACTER or VARCHAR field in the USING phrase to override the default.
 The purpose of the NOT CASESPECIFIC attribute is to ease the transition to an ANSI mode of operation. Instead of using this transitional feature, you should instead use the ANSI SQL:2003-compliant UPPER function to perform case blind comparisons.
 IF the session is in this mode … THEN the values default to this declaration for string comparisons …
 ANSI CASESPECIFIC
 Teradata NOT CASESPECIFIC
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 data_type Considerations for a Japanese Character Site
 Be very careful with Japanese character data regarding the information that will be sent in the data parcel in client form-of-use. Consider the following example for illustrating the issues involved.
 USING (emp_name CHARACTER(40) UPPERCASE, emp_number INTEGER)
 INSERT INTO employee (:emp_name, :emp_number);
 This request specifies that the data parcel contains 40 bytes of CHARACTER data for emp_name and four bytes of INTEGER data for emp_number.
 Because the data_type describes the layout of the data parcel in terms of client form-of-use, this means that CHARACTER(40) indicates 40 bytes of CHARACTER information rather than 40 characters.
 For single-byte character external data sets such as ASCII and EBCDIC, bytes and characters represent the same byte count.
 For character sets containing mixed single-byte and multibyte characters (such as KanjiEUC), or only 2-byte characters, however, the numbers of bytes and numbers of characters are not identical.
 Notice that the GRAPHIC and VARGRAPHIC data types have character counts that are always half the number of bytes.
 For Kanji character sets containing only GRAPHIC multibyte characters, such as KanjiEBCDIC, character and byte units are identical.
 You can specify GRAPHIC USING data by specifying a [VAR]CHAR(n) CHARACTER SET GRAPHIC attribute for the data_type. This is identical to specifying the data_type as [VAR]GRAPHIC(n).
 There is no equivalent extension to CHARACTER SET syntax to account for CHARACTER data because the data is in client rather than internal form-of-use.
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 CHARACTER and GRAPHIC Server Character Set Limitations for INSERT Operations
 The following table describes the data limits on INSERT operations for various CHARACTER and GRAPHIC server character sets.
 Client Character Set Type
 USING Data Type
 Maximum Size for USING Data
 Server Character Set
 Maximum Field Size for INSERT (Characters)
 Single byte CHARACTER 64,000 bytes LATIN 64,000
 KANJI1
 UNICODEa,b
 a. If the USING data row contains more than 32K logical characters (or more than 64K bytes when mixed single-byte-multibyte strings are involved), the characters that exceed that limit are truncated.
 b. Note that this includes Unicode data in both UTF-8 and UTF-16 sessions.
 32,000
 KANJISJISa
 Multibyte CHARACTER 64,000 bytes LATINc
 c. If the USING data row contains more than 32K logical characters (or more than 64K bytes when mixed single-byte-multibyte strings are involved), the system rejects the row.
 Although a Latin field can be defined as 64K, you cannot insert more than 32K multibyte characters into it because the Teradata Database uses Unicode internally, and Unicode has a 32K limit.
 The load utilities are similarly limited.
 32,000
 KANJI1 64,000
 UNICODEa,b 32,000
 KANJISJISa 32,000
 GRAPHIC 32,000 characters GRAPHIC 32,000
 LATINc
 KANJI1
 UNICODEa,b
 KANJISJISa
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 Non-GRAPHIC Character Data Representation
 Non-GRAPHIC CHARACTER(n) and VARCHAR(n) data types in a USING request modifier are defined in terms of bytes, where the maximum value of n is 64K.
 In all other SQL declarations, such as a column definition within a CREATE TABLE statement, non-GRAPHIC CHARACTER(n) and VARCHAR(n) data types are defined as follows:
 For details on the process of importing character data with a USING request modifier, see “Character Data Import Process” on page 463.
 Character String Assignment and GRAPHIC Columns
 The following table describes the behavior of character strings assigned to GRAPHIC and non-GRAPHIC columns.
 Under no circumstances can you import non-GRAPHIC data into character columns typed as GRAPHIC, nor can you import GRAPHIC data into character columns that are not typed as GRAPHIC.
 IF the server character set is … THEN it is defined in terms of … AND the maximum value of n is …
 Latin characters 64K
 Unicode 32K
 Kanji1 bytes 64K
 Kanjisjis 32K
 IF USING describes a character string for assignment to a column of this type …
 THEN it must describe the USING string as this type …
 GRAPHIC • GRAPHIC(n)
 • VARGRAPHIC(n)
 • CHARACTER(n) CHARACTER SET GRAPHIC
 • VARCHAR(n) CHARACTER SET GRAPHIC
 LATINUNICODEKANJISJISKANJI1
 • CHARACTER(n)
 • VARCHAR(n)
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 Character Data Import Process
 Consider the following table definition:
 CREATE TABLE table_1 (cunicode CHARACTER(10) CHARACTER SET UNICODE,clatin CHARACTER(10) CHARACTER SET LATIN,csjis CHARACTER(10) CHARACTER SET KANJISJIS,cgraphic CHARACTER(10) CHARACTER SET GRAPHIC,cgraphic2 CHARACTER(10) CHARACTER SET GRAPHIC);
 Suppose the session character set is KanjiShift-JIS and you submit the following request:
 USING cunicode (CHARACTER(10)),clatin (CHARACTER(10)),csjis (CHARACTER(10)),cgraphic (GRAPHIC(10)),cgraphic2 (CHARACTER(10) CHARACTER SET GRAPHIC))
 INSERT INTO table_1(:cunicode, :clatin, :csjis, :cgraphic, :cgraphic2);
 The USING request modifier indicates that the data parcel contains the following:
 • 10 KanjiShift-JIS bytes for the Unicode column
 • 10 bytes for the Latin column
 • 10 bytes for the KanjiSJIS column
 • 20 bytes for the first GRAPHIC column
 • 20 bytes for the second GRAPHIC column
 Individual fields in the data parcel are converted from the client form-of-use to the server form-of-use.
 After conversion, the first three fields are treated as Unicode literals and the last two fields are treated as GRAPHIC literals (see SQL Reference: Data Types and Literals).
 The column data is then converted to the target fields using implicit translation according to the rules listed in SQL Reference: Functions and Operators.
 The conversion process is described by the following table.
 Stage Process
 These bytes are converted to server form-of-use …
 Treated as this kind of literal …
 Converted to this character data type …
 And stored in this column …
 1 first 10 (1 - 10) UNICODE none cunicode
 2 next 10 (11 - 20) UNICODE LATIN clatin
 3 next 10 (21-30) UNICODE KANJISJIS csjis
 4 next 20 (31 - 50) GRAPHIC GRAPHIC cgraphic
 5 last 20 (51 - 70) GRAPHIC GRAPHIC cgraphic2
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 Note that the meaning of the USING clause is independent of the session character set.
 UPPERCASE Option and Character Parameter Definition in USING
 When you specify UPPERCASE for a character parameter in a USING request modifier, it applies only to the single-byte characters of any mixed single-byte-multibyte character set.
 To ensure uniform application of uppercasing, do one of the following things:
 • Define the column with the UPPERCASE attribute in CREATE TABLE or ALTER TABLE (see “ALTER TABLE” and “CREATE TABLE” in SQL Reference: Data Definition Statements and SQL Reference: Data Types and Literals for details).
 • Use the UPPER function to convert the lowercase characters to uppercase (see SQL Reference: Functions and Operators).
 See “Character Data Import Process” on page 463.
 Example 1
 In this example the USING request modifier defines the variables :emp_name and :emp_number as, a character constant and a numeric constant, respectively. The USING variables are replaced by values from a client system data record when the system processes the accompanying INSERT request.
 USING (emp_name CHARACTER(40), emp_number INTEGER)
 INSERT INTO employee (name, empno)VALUES (:emp_name, :emp_number);
 The INSERT request (in Record Mode on an IBM mainframe) is transmitted to the Teradata Database with an appended 44-byte data record consisting of a 40-byte EBCDIC character string followed by a 32-bit integer.
 Example 2
 Here, the USING request modifier establishes three variables whose constant values are used both for data input and as WHERE clause predicates in a multistatement request:
 USING (var_1 CHARACTER, var_2 CHARACTER, var_3 CHARACTER)
 INSERT INTO testtabu (c1) VALUES (:var_1);INSERT INTO testtabu (c1) VALUES (:var_2) ;INSERT INTO testtabu (c1) VALUES (:var_3) ;UPDATE testtabu
 SET c2 = c1 + 1 WHERE c1 = :var_1
 ;UPDATE testtabu SET c2 = c1 + 1 WHERE c1 = :var_2
 ;UPDATE testtabu SET c2 = c1 + 1 WHERE c1 = :var_3;
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 Example 3
 In this example, the USING request modifier defines a variable for use with an explicit transaction that reads character strings from a disk file and inserts them in signed zoned decimal format.
 The USING request modifier precedes the BEGIN TRANSACTION statement, while the BEGIN TRANSACTION statement and the request associated with the USING clause are entered as one multistatement request.
 USING (zonedec CHARACTER(4)) BEGIN TRANSACTION
 ;INSERT INTO Dectest (Colz = :zonedec (DECIMAL(4), FORMAT '9999S')) ;
 USING (zonedec CHARACTER(4)) INSERT INTO Dectest
 (Colz = :zonedec (DECIMAL(4), FORMAT '9999S')) ;
 USING (zonedec CHARACTER(4)) INSERT INTO Dectest
 (Colz = :zonedec (DECIMAL(4), FORMAT '9999S')) ; END TRANSACTION;
 In BTEQ applications, you can combine USING request modifiers with the .REPEAT command to perform multiple insertions automatically.
 Example 4: Inline Mode Processing of a Large Object
 The following example passes the BLOB values for column b inline:
 USING (a INTEGER, b BLOB(60000))
 INSERT INTO mytable VALUES (:a, :b);
 Example 5: Deferred Mode Processing of a Large Object
 The following example passes the CLOB values for column b in deferred chunks:
 USING (a INTEGER, b CLOB AS DEFERRED)
 INSERT INTO mytable VALUES (:a, :b);
 Example 6: Locator Mode Processing of a Large Object
 The first example shows how locator b is used to copy an existing, server-resident BLOB from its current base table location into a base table named mytable without any data transferred to the client.
 USING (a INTEGER, b BLOB AS LOCATOR)
 INSERT INTO mytable VALUES (:a, :b);
 The second example shows the BLOB data identified by locator b being returned to the client.
 USING (b BLOB AS LOCATOR) SELECT :b;
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 Example 7: Using a Locator Multiple Times Within a Session
 The following example shows how the same locator can be used in more than one request within a session:
 USING (a CLOB AS LOCATOR)SELECT :a;
 USING (a INTEGER, b CLOB AS LOCATOR)
 INSERT INTO tab2 (:a, :b);
 Example 8: Iterated Requests
 The following example shows one way of performing an iterated request in BTEQ:
 .IMPORT DATA FILE = r13sales.dat;
 .REPEAT RECS 200 PACK 100USING (pid INTEGER, pname CHAR(12))INSERT INTO ptable VALUES(:pid, :pname);
 The .REPEAT command specifies that BTEQ should read up to 200 data records and pack a maximum of 100 data records with each request.
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 WHERE Clause
 See “WHERE Clause” on page 91 for a detailed discussion of the WHERE clause.
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 WITH Clause
 See “WITH Clause” on page 161 for detailed information on the WITH clause.
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 APPENDIX A Notation Conventions
 This appendix describes the notation conventions in this book.
 This book uses three conventions to describe the SQL syntax and code:
 • Syntax diagrams describe SQL syntax form, including options. See “Syntax Diagram Conventions” on page 470.
 • Square braces in the text represent options. The indicated parentheses are required when you specify options.
 For example:
 • DECIMAL [(n[,m])] means the decimal data type can be defined optionally:
 • Without specifying the precision value n or scale value m.
 • Specifying precision (n) only.
 • Specifying both values (n,m).
 • You cannot specify scale without first defining precision.
 • CHARACTER [(n)] means that use of (n) is optional.
 The values for n and m are integers in all cases
 • Japanese character code shorthand notation represents unprintable Japanese characters. See “Character Shorthand Notation Used In This Book” on page 474.
 This book also occasionally uses symbols from the predicate calculus to describe logical operations. See “Predicate Calculus Notation Used in This Book” on page 476.
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 Syntax Diagram Conventions
 Notation Conventions
 The following table defines the notation used in this section:
 Paths
 The main path along the syntax diagram begins at the left, and proceeds, left to right, to the vertical bar, which marks the end of the diagram. Paths that do not have an arrow or a vertical bar only show portions of the syntax.
 The only part of a path that reads from right to left is a loop.
 Item Definition / Comments
 Letter An uppercase or lowercase alphabetic character ranging from A through Z.
 Number A digit ranging from 0 through 9.
 Do not use commas when entering a number with more than three digits.
 Word Variables and reserved words.
 IF a word appears in … THEN it represents …
 UPPERCASE LETTERS a keyword.
 Syntax diagrams show all keywords in uppercase, unless operating system restrictions require them to be in lowercase.
 If a keyword is shown in uppercase, you may enter it in uppercase or mixed case.
 lowercase letters a keyword that you must enter in lowercase, such as a UNIX command.
 lowercase italic letters a variable such as a column or table name.
 You must substitute a proper value.
 lowercase bold letters a variable that is defined immediately following the diagram that contains it.
 UNDERLINED LETTERS the default value.
 This applies both to uppercase and to lowercase words.
 Spaces Use one space between items, such as keywords or variables.
 Punctuation Enter all punctuation exactly as it appears in the diagram.
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 Paths that are too long for one line use continuation links. Continuation links are small circles with letters indicating the beginning and end of a link:
 When you see a circled letter in a syntax diagram, go to the corresponding circled letter and continue.
 Required Items
 Required items appear on the main path:
 If you can choose from more than one item, the choices appear vertically, in a stack. The first item appears on the main path:
 Optional Items
 Optional items appear below the main path:
 If choosing one of the items is optional, all the choices appear below the main path:
 You can choose one of the options, or you can disregard all of the options.
 FE0CA002
 A
 A
 FE0CA003
 SHOW
 FE0CA005
 SHOW
 VERSIONS
 CONTROLS
 FE0CA004
 SHOW
 CONTROLS
 FE0CA006
 SHOW
 CONTROLS
 VERSIONS
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 Abbreviations
 If a keyword or a reserved word has a valid abbreviation, the unabbreviated form always appears on the main path. The shortest valid abbreviation appears beneath.
 In the above syntax, the following formats are valid:
 • SHOW CONTROLS
 • SHOW CONTROL
 Loops
 A loop is an entry or a group of entries that you can repeat one or more times. Syntax diagrams show loops as a return path above the main path, over the item or items that you can repeat.
 The following rules apply to loops:
 FE0CA042
 SHOW
 CONTROL
 CONTROLS
 IF … THEN the …
 there is a maximum number of entries allowed
 number appears in a circle on the return path.
 In the example, you may enter cname a maximum of 4 times.
 there is a minimum number of entries required
 number appears in a square on the return path.
 In the example, you must enter at least 3 groups of column names.
 a separator character is required between entries
 character appears on the return path.
 If the diagram does not show a separator character, use one blank space.
 In the example, the separator character is a comma.
 a delimiter character is required around entries
 beginning and end characters appear outside the return path.
 Generally, a space is not needed between delimiter characters and entries.
 In the example, the delimiter characters are the left and right parentheses.
 JC01B012
 (
 , 4
 cname )
 , 3
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 Excerpts
 Sometimes a piece of a syntax phrase is too large to fit into the diagram. Such a phrase is indicated by a break in the path, marked by | terminators on either side of the break. A name for the excerpted piece appears between the break marks in boldface type.
 The named phrase appears immediately after the complete diagram, as illustrated by the following example.
 LOCKING excerpt
 where_cond
 A
 cname
 excerpt
 JC01A014
 A
 HAVING con
 ,
 col_pos
 ,
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 Character Shorthand Notation Used In This Book
 Introduction
 This book uses the UNICODE naming convention for characters. For example, the lowercase character ‘a’ is more formally specified as either LATIN SMALL LETTER A or U+0041. The U+xxxx notation refers to a particular code point in the Unicode standard, where xxxx stands for the hexadecimal representation of the 16-bit value defined in the standard.
 In parts of the book, it is convenient to use a symbol to represent a special character, or a particular class of characters. This is particularly true in discussion of the following Japanese character encodings.
 • KanjiEBCDIC
 • KanjiEUC
 • KanjiShift-JIS
 These encodings are further defined in Appendix B: “Japanese Character Sets," in International Character Set Support.
 Character Symbols
 The symbols, along with character sets with which they are used, are defined in the following table.
 Symbol Encoding Meaning
 a–zA–Z0–9
 Any Any single byte Latin letter or digit.
 a–zA–Z0–9
 Unicode compatibility zone
 Any fullwidth Latin letter or digit.
 < KanjiEBCDIC Shift Out [SO] (0x0E).
 Used to indicate transition from single to multibyte character in KanjiEBCDIC.
 > KanjiEBCDIC Shift In [SI] (0x0F).
 Used to indicate transition from multibyte to single byte KanjiEBCDIC.
 T Any Any multibyte character.
 Its encoding depends on the current character set.
 For KanjiEUC, code set 3 characters are sometimes shown preceded by “ss3”.
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 For example, string “TEST”, where each letter is intended to be a fullwidth character, is written as TEST. Occasionally, when encoding is important, hexadecimal representation is used.
 For example, the following mixed single byte/multibyte character data in KanjiEBCDIC character set
 LMN<TEST>QRS
 is represented as:
 D3 D4 D5 0E 42E3 42C5 42E2 42E3 0F D8 D9 E2
 Pad Characters
 The following table lists the pad characters for the various server character sets.
 I Any Any single byte Hankaku Katakana character.
 In KanjiEUC, it must be preceded by “ss2”, forming an individual multibyte character.
 ∆ Any Represents the graphic pad character.
 ∆ Any Represents either a single or multibyte pad character, depending on context.
 ss2 KanjiEUC Represents the EUC code set 2 introducer (0x8E).
 ss3 KanjiEUC Represents the EUC code set 3 introducer (0x8F).
 Symbol Encoding Meaning
 Server Character Set Pad Character Name Pad Character Value
 LATIN SPACE 0x20
 UNICODE SPACE U+0020
 GRAPHIC IDEOGRAPHIC SPACE U+3000
 KANJISJIS ASCII SPACE 0x20
 KANJI1 ASCII SPACE 0x20
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 Predicate Calculus Notation Used in This Book
 Relational databases are based on the theory of relations as developed in set theory. Predicate calculus is often the most unambiguous way to express certain relational concepts.
 Occasionally this book uses the following predicate calculus notation to explain concepts.
 This symbol … Represents this phrase …
 iff If and only if
 ∀ For all
 ∃ There exists
 ∅ Empty set
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 APPENDIX B ANSI SQL Standards
 The complete ANSI/ISO SQL:2003 standard is defined across nine individual volumes.
 Final versions of the standards are available for purchase from the International Organization for Standardization (ISO) at http://www.iso.org.
 You can download the complete set of working drafts of the ANSI SQL:2003 standard at no charge from the following URL: http://www.wiscorp.com/SQLStandards.html. For nearly all applications, the working drafts are identical to the final standards.
 There are few third party books on the ANSI SQL standard, and none have yet been written about the SQL:2003 standard. The following books on various aspects of the standard were all either written or co-written by Jim Melton, who is the editor of the ANSI SQL standard:
 • Jim Melton and Alan R. Simon, SQL:1999 Understanding Relational Language Components, San Francisco, CA: Morgan Kaufmann, 2002.
 Provides a thorough overview of the basic components of the SQL language including statements, expressions, security, triggers, and constraints.
 • Jim Melton, Advanced SQL:1999 Understanding Object-Relational and Other Advanced Features, San Francisco, CA: Morgan Kaufmann, 2003.
 Covers object-relational extensions to the basic SQL language including user-defined types, user-defined procedures, user-defined methods, OLAP, and SQL-related aspects of Java.
 • Jim Melton, SQL’s Stored Procedures: A Complete Guide to SQL/PSM, San Francisco, CA: Morgan Kaufmann, 1998.
 As the title says, this book provides comprehensive coverage of SQL stored procedures as of the SQL/PSM-96 standard.
 • Jim Melton and Andrew Eisenberg, Understanding SQL and Java Together: A Guide to SQLJ, JDBC, and Related Technologies, San Francisco, CA: Morgan Kaufmann, 2000.
 Provides basic coverage of the Java language as it relates to SQL, JDBC, and other SQL-related aspects of Java.
 The following book offers excellent, albeit often critical, coverage of the ANSI SQL-92 standard:
 • C.J. Date with Hugh Darwen, A Guide to the SQL Standard (4th ed.), Reading, MA: Addison-Wesley, 1997.
 http://www.iso.org
 http://www.wiscorp.com/SQLStandards.html
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 The Individual ANSI SQL Standards
 Each of the individual component standards of the complete ANSI SQL:2003 standard is listed in the following table.
 Part Title Number Description
 1 Framework (SQL/Framework) ISO/IEC 9075-1:2003 (E) Defines the conceptual framework for the entire standard.
 Similar to SQL Reference: Fundamentals.
 2 Foundation (SQL/Foundation) ISO/IEC 9075-2:2003 (E) Defines the data structures and basic operations on SQL data, including the definitions of the statements, clauses, and operators of the SQL language.
 Similar to the following Teradata manuals:
 • Data Dictionary
 • SQL Reference: Statement and Transaction Processing (Chapter 8)
 • SQL Reference: Data Types and Literals
 • SQL Reference: Data Definition Statements
 • SQL Reference: Functions and Operators
 • SQL Reference: Data Manipulation Statements
 • SQL Reference: Stored Procedures and Embedded SQL (Material about embedded SQL)
 3 Call-Level Interface (SQL/CLI) ISO/IEC 9075-3:2003 (E) Defines the structures and procedures used to execute SQL statements from a client application using function calls.
 Similar to the following Teradata manual:
 • ODBC Driver for Teradata User Guide
 4 Persistent Stored Modules (SQL/PSM)
 ISO/IEC 9075-4:2003 (E) Defines the syntax and semantics for declaring and maintaining persistent routines on the database server.
 Similar to the following Teradata manuals:
 • SQL Reference: UDF, UDM, and External Stored Procedure Programming
 • SQL Reference: Stored Procedures and Embedded SQL (Material about stored procedure control statements)
 • SQL Reference: Data Definition Statements (Material about creating and maintaining user-defined functions, methods, and stored procedures)
 • SQL Reference: Data Manipulation Statements (CALL statement)
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 5 Obsolete none Merged with other parts of the standard.
 6
 7
 8
 9 Management of External Data (SQL/MED)
 ISO/IEC 9075-9:2003 (E) Defines SQL language extensions for supporting external data using foreign data wrappers and datalink types.
 Teradata does not support external data.
 10 Object Language Bindings (SQL/OLB)
 ISO/IEC 9075-10:2003 (E) Defines SQL language extensions to support embedded SQL for Java applications.
 Teradata does not support embedded SQL for Java applications.
 11 Information and Definition Schemas (SQL/Schemata)
 ISO/IEC 9075-111:2003 (E) “…provide[s] a data model to support the Information Schema and to assist understanding. An SQL-implementation need do no more than simulate the existence of the Definition Schema, as viewed through the Information Schema views. The specification does not imply that an SQL implementation shall provide the functionality in the manner described in the Definition Schema.”
 Teradata supports the concepts of the ANSI SQL Information and Definition Schemas, but supports none of the base tables or views the standard defines.
 12 Obsolete none Merged with other parts of the standard.
 13 Routines and Types Using the Java™ Programming Language (SQL/JRT)
 ISO/IEC 9075-13:2003 (E) Defines the call-level interface API for Java SQL function calls.
 Similar to the following Teradata manuals:
 • Teradata Driver for the JDBC Interface User Guide
 • SQL Reference: UDF, UDM, and External Stored Procedure Programming (Material about Java external stored procedures)
 • SQL Reference: Data Definition Statements (Material about Java external stored procedures)
 14 XML-Related Specifications (SQL/XML)
 ISO/IEC 9075-14:2003 (E) Defines how the SQL language manipulates XML text.
 Teradata does not support SQL manipulation of XML text.
 Part Title Number Description
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 Glossary
 AMP Access Module Processor
 ANSI American National Standards Institute
 API Application Program Interface
 BLOB Binary Large OBject
 BTEQ Basic TEradata Query facility
 BYNET BanYan NETwork - High speed interconnect
 CLOB Character Large OBject
 CJK Chinese, Japanese, and Korean
 CLIv2 Call Level Interface Version 2
 CRM Customer Relationship Management
 cs0, cs1, cs2, cs3 Four code sets (codeset 0, 1, 2, and 3) used in EUC encoding.
 DB2 DataBase 2
 The general name used for all IBM relational database management system products, though the versions for various platforms do not share a common code base.
 E2I External-to-Internal
 EUC Extended UNIX Code
 FIFO First In, First Out
 A description of a particular type of queue.
 FK Foreign Key
 HI Hash Index
 I2E Internal-to-External
 IBM International Business Machines Corporation
 JI Join Index
 JIS Japanese Industrial Standards
 LOB Large OBject
 LT/ST Large Table/Small Table (join)
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 NUPI NonUnique Primary Index
 NUSI NonUnique Secondary Index
 OLTP OnLine Transaction Processing
 PDE Parallel Database Extensions
 PE Parsing Engine
 PK Primary Key
 Predicate A truth-valued function that describes either a property of objects or a relationship among objects as represented by a set of variables. In relational database management systems, predicates are also referred to as conditions, search conditions, or terms.
 The purpose of predicates in SQL queries is to enhance selectivity, narrowing the results set for a query to only those rows that are relevant to the desired outcome.
 In the SQL language, predicates are the specifications made in the WHERE clause of any query (including those specified with AND or OR operators), the ON clause of a join or MERGE request specification, the HAVING clause of an aggregation, or the QUALIFY clause of an ordered analytic function.
 Internally, query optimizers often add predicates to queries in order to create optimization opportunities that would otherwise not be available. This application is derived from work done in the fields of logic and constraint databases.
 Primary Condition In a MERGE request ON clause, the primary condition is the condition that specifies an equality constraint of the primary index of the target table and one of the following source table column elements:
 • Column expression
 • Numeric constant
 • String literal
 If there is a “Secondary Condition” in the ON clause, the primary condition must be conjunctive (ANDed) with it.
 QITS Query Insertion TimeStamp
 The first column of any queue table must be a QITS column. See “CREATE TABLE (Queue Table Form)” in SQL Reference: Data Definition Statements for details.
 RDBMS Relational DataBase Management System
 RU Read Uncommitted
 Secondary Condition In a MERGE request ON clause, a secondary condition is any condition that is not the “Primary Condition.”
 The elements of a secondary condition in the ON clause can be either conjunctive (ANDed) or disjunctive (ORed) with one another within the secondary condition, but the complete secondary condition term must be ANDed with the primary condition.
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 SQL The programming language used to create relational database objects (Data Definition Language, or DDL), to manipulate their contents (Data Manipulation Language, or DML), and to define their security attributes (Data Control Language, or DCL).
 Now preferably pronounced ess-kew-ell, the language was originally named SEQUEL (Structured English QUEry Language) and was pronounced as it was spelled. According to the ANSI SQL standard, SQL does not stand for Structured Query Language, as is commonly thought. The name is neither an acronym nor does it represent anything other than the characters S, Q, and L.
 SR SeRializable
 UCS-2 Universal Coded Character Set containing 2 bytes
 UDT expression Any expression that returns a UDT result.
 UPI Unique Primary Index
 USI Unique Secondary Index
 vproc Virtual PROCess
 WAL Write Ahead Log or Write Ahead Logging.
 A transaction logging scheme maintained by the File System in which a write cache for disk writes of permanent data is maintained using log records instead of writing the actual data blocks at the time a transaction is processed. Multiple log records representing transaction updates can then be batched together and written to disk with a single I/O, thus achieving a large savings in I/O operations and enhancing system performance as a result.
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 Index
 Symbols.ALL option 69
 structured UDTs and 71
 AABORT 229
 correlated subqueries 231multiple ABORT requests 231rules for embedded SQL 232two types of ABORT requests 231WHERE clause 230WHERE clause with a UDT 231
 ALL option 18, 69reason for unexpected row length errors 71
 ANSI SQL standards 477individual 478SQL/CLI 478SQL/Foundation 478SQL/Framework 478SQL/JRT 479SQL/MED 479SQL/OLB 479SQL/PSM 478SQL/Schemata 479SQL/XML 479
 BBEGIN TRANSACTION 234
 explicit transactions 234implicit transactions 235nested transactions 236request modifiers and 236rules for embedded SQL 234rules for transactions containing DDL requests 235
 Bit mappingEXPLAIN request modifier 290
 BY option 22, 25
 CCALL 239
 aborting a CALL request 250asynchronous abort logic 250calling stored procedure 246calling stored procedures from embedded SQL 246errors in nested procedures 250
 errors in procedure execution 249failures in nested procedures 250failures in procedure execution 249memory allocation for INOUT parameters 242request priorities 248retrieving values of INOUT parameters 247retrieving values of OUT parameters 247rules for arguments in BTEQ 243rules for arguments in CLIv2 243rules for arguments in JDBC 244rules for arguments in nested procedures 245rules for arguments in ODBC 244rules for calling stored procedures from embedded SQL
 245rules for calling stored procedures with dynamic result sets
 from embedded SQL 246rules for executing external stored procedures 241rules for executing SQL stored procedures 241rules for specifying IN, INOUT, and OUT parameters 242session dateform and called procedures 246specific behavior of Java external stored procedures 248synchronous abort logic 250
 Cartesian product join 170, 177CD-ROM images 7CHECKPOINT 260
 general usage notes 261usage notes for embedded SQL 262usage notes for stored procedures 262
 COMMENT (Comment-Retrieving Form) 263rules for use 265
 COMMIT 267BTEQ and 268relation to ABORT 268relation to ROLLBACK 268rules for embedded SQL 268
 Consume mode SELECT 46Correlated subquery 37
 ABORT 231behavior of outer references 104compared with uncorrelated subqueries 107definition 36, 103DELETE 274, 275equality constraints 109EXISTS quantifier 112inequality constraints 109noncorrelated subqueries compared 107outer references 104
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 ROLLBACK 410rules 106SELECT 110SELECT COUNT(*) and 111
 Cross join 21, 170, 177CUBE option 121
 how it summarizes data 122SAMPLE clause and 121
 DDEFAULT function
 use with HAVING clause 133use with OUTER JOIN ON clause 189use with QUALIFY clause 137use with SELECT statement 92, 96use with WHERE clause 92, 96
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